SFBED-OMNI: Bridge Models for Lossy Measurement Restoration with Limited Clean Samples
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Performance Comparison (FID V) Generated Samples

We propose SFBD- OMN' a b”dge model framework that recovers Diffusion models learn distributions via forward SDE dr; = dwt g ~ and reverse. . . Gr?g:gfle . (:23):3(;:')9
clean data distributions from corrupted observations under arbitrary ‘ dr; = —V log pi(x;) dt + dwy, ] : °°
. . — . . SURE-Score 220.01 132.61 109.04 191.96 219.81
measurement processes, with theoretical convergence guarantees.  sppp operates at finite 7: denoise corrupted samples via backward SDE, then ArbientDiff )8 88 B B 3 3
» Frames distribution restoration as a one-sided entropic optimal retrain. Limited to Gaussian corruption. EMDiffusion 21.08 86.47 115.11 91.89 59.04
transport problem Bridge models generalize to arbitrary distributions. Given (z,y) ~ «, minimize CDM SEBD - 13.53 - - -
 Test criterion for recoverability: small clean sample set enables loss: SEBD-ONINI 21 31 10.81 32 61 11.60 11.85
recovery when identifiability fails Loos(6,m) = By, (2,0, £ (252, 9,1) — folas;y, )| ~ Online SFBD- oan o tar 08 o
e Online varla.nt for end—to—.end tralnlng W|th.guar?nteed Co.nvergence Sample posterior m; (z|y) by integrating backward: dz; = fo(x;y, t) dt + g(t) dwy OMNI ;.,
e Handles arbitrary corruption: Gaussian noise, pixel masking, : . . All methods pretrained on 50 clean images. Identifiable: Pixel Mask, Additive X
grayscale, blur, Poisson, compressive sensing One-Sided Entropic OT Formulation Gaussian. Non-identifiable: Grayscale, Gaussian Blur.

Applying the Donsker-Varadhan principle to the KL divergence:

Effect of Clean Sample Weight

min, min,, By, |Dxy(uyllp) — Eowu, logr(ylz)]| + ADk(h]|p) |

e Stable Diffusion trained on LAION (12M+ pairs) — hard to avoid
copyrighted/private content

e Diffusion models memorize training samples (Daras et al., 2024)

e Equivalent to one-sided entropic OT with cost ¢(z,y) = — logr(y|x)

e Only y-marginal constrained to ¢; xz-marginal optimized
e Yields alternating minimization with closed-form updates for both subproblems

 In medical imaging, cleaner scans require higher radiation doses ~ CelebA - Grayscale (X) _ CelebA - Gaussian Blur (X) CIFAR-10 Additive Gaussian ().
e In astronomy, clean images need long exposures under ideal SFBD-OMNI Algorithm > CIFAR-10 (Gaussian) ~ CelebA (Gaussian) ~ CelebA (Grayscale)  CIFAR-10 (Mask)
v 60 - . .
KL Ambient Projection (KLAP) Alternating minimization with closed-form subproblems. Bridge models learn S < . High-Resolution Results
. o osterior »*(z) via flow matching. = 15
Given corrupted distribution ¢ = 7,p4ata, F€COVEr Dyata: P () g 1> V/ll;‘m -
( 13.7§
* = argmin, Dic(a T;p) db@) = T (@) = (o) + ko) QTR R
b = alg p YKL\G || /rP Yy — TpR(y) p — 1A P D) 00 02 04 06 0.8 00 02 04 06 0.8 000 02 04 06 0.8
£: R : . oy . : - . clean sample weight p = AT clean sample weight p = AT clean sample weight p = "‘T Corrupted Reconstructed Ground Truth
e Identifiable (7, injective): additive Gaussian noise, pixel masking Algorithm 1: SFBD-OMNI Algorithm 2: Online SFBD-OMNI T+ T+2 T+2
* Non-identifiable (7, not injective): grayscale, Gaussian blur INPUt: Ecteans Enoisys Lopu INPUL: Eoteans Enoieys Lopu,
When non-identifiable, augment with prior h from small clean set: // Pretrain on clean samples // Pretrain on clean samples
pt = argmin, Dxr(q | 7rp) + A Dxu(h | p) ] 0 < argmin Lcpm (0, he,,,, (2) 7(y|z)) 0 < argmin Lcpm (0, he,,,, (2) 7(y|z))
e _— L. 5 € {z ~up(zly) : y € Enoisy } € {z ~up(z|y) : Y € Enoisy } FID under different clean sample weights p = A /(1 + \). When identifiability holds, regularization is
Identlﬂablllty 7& recoverablhty. Sample CompIeX|ty 1S @((log N) ) o // Iteratively optimize // lteratively optimize (online) unnecessary. When it fails, clean samples as a soft prior are essential.
pretraining on clean data is necessary. fork=1,...,K do fork=1,...,K do
. . Ablation Studies
p— - D« axgmin Loomi(0, p(e) (5o D < axgomin Loom(0, p(&) (5l AblationStudies
Identifiability # Recoverability e A ( z( ?)rylz) e CDIM( Z( ?)7(yle))
o . . . Wlth p o ]_—|——)\pg ! ]_—|—)\ glean Wlth p - H_—)\pg ! 1+ glean
C_JFAB].O - Additive Gaussian (No Pretraining) E+—{x ~w(z|y) : y € Enoisy ) Replace ratio v of £ with & ~ ug(xz|y)
(C) Output: g Output: g 466 CelebA - Grayscale CIFAR10 - Additive Gaussian
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L Convergence Guarantee 10.0 - |
90 - | o : | A I -y « SFBD-OMNI: principled framework for distribution recovery from
Proposition (Convergence to the Optimum) 0 J) S S S S : . S S S ———, ! 7 4 . . . . . , .
For v € (0, 1] and arbitrary p%: p* — pt as k — co. When \ — 0: 50 500 1.0k 1.5k 2.0k 2.5k 3.0k 3.5k 4.0k 4.5k 5.0k 0 5 10 . 1;’] 20 25 corrupted data, no adversarial training
: . . .
80 - Do (P < D (11 5 k) < Db Number of Clean Samples POChS o Effective with small clean sample set even when identifiability fails
| | | | I < mln < . . . . . .
0 1 2 3 4 | ku(RIp™) < Dre(hllip®) 1<k<k Drelgl|7r") < TR | e Online variant: efficient end-to-end training with convergence
Number of Iterations e Monotonically decreasing KL divergence at each iteration | | guarantees
FID without clean samples. Even with identifiable corruption, FID saturates at 80.37 vs. 10.81 (a) Number of clean samples. More clean samples (b) Update ratio y. Smaller -y yields more stable



