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Abstract—Reports regarding the misuse of Generative AI
(GenAI) to create deepfakes are frequent. Defensive watermark-
ing enables GenAI providers to hide fingerprints in their images
and use them later for deepfake detection. Yet, its potential
has not been fully explored. We present UnMarker— the first
practical universal attack on defensive watermarking. Unlike
existing attacks, UnMarker requires no detector feedback, no
unrealistic knowledge of the watermarking scheme or similar
models, and no advanced denoising pipelines that may not be
available. Instead, being the product of an in-depth analysis
of the watermarking paradigm revealing that robust schemes
must construct their watermarks in the spectral amplitudes,
UnMarker employs two novel adversarial optimizations to
disrupt the spectra of watermarked images, erasing the water-
marks. Evaluations against SOTA schemes prove UnMarker’s
effectiveness. It not only defeats traditional schemes while
retaining superior quality compared to existing attacks but also
breaks semantic watermarks that alter an image’s structure,
reducing the best detection rate to 43% and rendering them
useless. To our knowledge, UnMarker is the first practical
attack on semantic watermarks, which have been deemed the
future of defensive watermarking. Our findings show that de-
fensive watermarking is not a viable defense against deepfakes,
and we urge the community to explore alternatives.

1. Introduction

GenAI has amassed popularity due to its growing so-
phistication and accessibility [1], [2], [3]. This technology
has solved problems in various fields [4], [5], [6], [7]. Yet, it
comes with the risk of malicious entities using it to generate
harmful images (deepfakes) [8], [9], proven by many reports
of those being used in political smear campaigns [10] and
non-consensual pornography [11].

Defenses first emerged as passive detectors [12], [13],
[14], [15] that tell apart fake from real images, but these
were proven ineffective, failing to generalize to unseen
synthesis algorithms [16]. As training advanced genera-
tors is costly and prohibitive [17] in the absence of the
extensive resources and high-quality data that only a few
GenAI providers possess, adversaries typically resort to
these providers’ APIs to generate harmful content. This
recently led to the adoption of defensive watermarking as a

countermeasure, which enables providers to embed hidden
signatures in their images that can later be identified using
designated detectors. Defensive watermarking has gained
traction in the research community [18], [19], [20], [21],
[22], [23], [24], [25] and the industry, as providers have
already implemented and are testing such solutions (e.g.,
Google’s SynthID [26]) or pledged to do so soon [27] in
commitments to the White House [28].

Defensive watermarking protects against limited adver-
saries, following the assumption that attackers lack the
resources to train complex generators. Yet, existing schemes
fail to demonstrate strong guarantees for this resistance
beyond empirical robustness to naive manipulations. We
devise UnMarker— the first universal (effective against
all schemes), black-box (without access to the scheme’s
parameters or similar systems), data-free (no additional data
needed) and query-free (without detector feedback) attack.

Our motivating insight is that, for any scheme, there
must be a universal carrier that embeds the watermark
in all images. In layman’s terms, this carrier is the set
of all attributes the detector may examine when verifying
the watermark. This set must exist and is finite (shared
among all images) as detectors are computationally limited.
By analyzing the desired resistance to basic manipulations
and the requirement that watermarks must naturally integrate
with various contents, we deduce that this carrier can only
be in spectral amplitudes. That is, a “conventionally” robust
scheme must construct its watermarks by manipulating the
frequencies at which the different pixels vary, forcing the
collective distribution of these value shifts at different rates
to follow a unique pattern. We can roughly even isolate the
range in which watermarks are encoded: the more robust
semantic schemes [18], [24], which alter the structure, tar-
get low frequencies while content-preserving non-semantic
watermarks [19], [20], [21], [23] populate higher bands.

UnMarker disrupts these spectral amplitudes. To remove
non-semantic watermarks, it directly modifies the image
to optimize a designated loss, affecting the rates at which
individual pixels vary w.r.t. their neighbors and impacting
the distribution of high-frequency amplitudes. For seman-
tic watermarks, we devise novel optimizable filters and a
procedure to learn their weights to systemically alter the
consistency at different regions, causing discrepancies at
lower frequencies. Unlike known filters that rely on geomet-



ric heuristics, limiting them to minor distortions, UnMarker
is guided by a perceptual loss to maximize the disturbance in
visually non-critical areas without compromising quality. As
a result, the carrier set is shifted away from the watermark’s
distribution. By targeting the carrier, UnMarker abandons
the dependence on a specific model, leaving it successful
without knowledge of the scheme or detector feedback.
Previous adversarial attacks [29], [30], [31], [32], [33], [34]
all face this limitation, failing under realistic conditions.

We experiment with seven SOTA schemes from top
venues. By combining the above techniques with mild crop-
ping, UnMarker breaks them all, despite its black-box and
query-free nature. We compare UnMarker with the recent
VAEAttack [35] and DiffusionAttack [29], [31], [35], demon-
strating far superior results, defeating semantic watermarks
against which they fail and disputing misconceptions regard-
ing these schemes’ robustness to limited adversaries [29],
[31], [35]. Our results urge vendors to rethink their response
to deepfakes. We make the following contributions:
� We thoroughly analyze defensive watermarking and reveal

trade-offs that make it an invalid countermeasure.
� We employ novel spectral optimizations to devise Un-

Marker— the first universal data-free, black-box, and
query-free attack against defensive watermarking1.

� We demonstrate UnMarker’s efficacy against seven SOTA
schemes under restrictive settings, rendering them useless.

� We compare UnMarker to the strongest query-free black-
box attacks, attaining superior performance and quality.

� Using a novel class of optimizable filters to incur struc-
tural disturbances, UnMarker is the first practical attack to
defeat semantic watermarks, whose robustness has marked
them as the ultimate candidates for trustworthy deepfake
detection, showing this assumption is highly questionable.

2. Background & Related Work

2.1. Deepfake Detection

Passive Detectors. These systems [12], [13], [14], [15] iden-
tify deepfakes based on semantic incoherences [36], [37] and
low-level artifacts [12], [14], [38], [39]. Advanced genera-
tors can produce high-quality outputs without such telltales,
and manipulations can fool these detectors [40], [41], [42].
They also fail to generalize to unseen models [16].
Defensive Watermarking. It assumes attackers lack the re-
sources to train high-quality generators. A watermarking
scheme consists of watermark (w), encoder (E) and detector
(D). In a general-purpose scheme [19], [24], E accepts any
image x and outputs a similar watermarked xw=E(x;w).
Given image x0, D extracts a sequence w0=D(x0) that will
be almost identical to w iff x0 was previously watermarked.
Generator-specific approaches “watermark” generative mod-
els: E can be the generator itself trained to only produce wa-
termarked images [21], [22] or an algorithm that modifies its
weights [20], [23] or latent codes [18] s.t. images it produces
embed the watermark. Heuristics-based watermarks [43],

1. https://github:com/andrekassis/ai-watermark

[44], [45] directly manipulate spectral representations, form-
ing a signature in select frequencies. These are removable
via post-processing [20], [30]. We focus on learning-based
methods [18], [19], [20], [21], [22], [23], [24], [25], where
E and D are DNNs as they resist post-processing.
Semantic vs. Non-Semantic: Non-semantic schemes take
an image and produce a visually identical watermarked
version. Aside from StegaStamp [24], general-purpose
schemes are non-semantic. Generator-specific schemes, ex-
cept TRW [18], are also non-semantic, as their training
restricts them to output images identical to non-watermarked
references. Semantic watermarks can influence the content.
This term was popularized by Wen et al. with their intro-
duction of TRW [18] that alters the latent codes used by
text-to-image Latent Diffusion Models (LDMs) [46]. When
providing a random code with a textual phrase, the LDM
uses this code as a seed to produce an image matching the
text (e.g, “a dog on a bike” results in an image of a dog
riding a bike but these objects will change based on the
seed). TRW injects a pattern in the Fourier transforms of
all latent codes before generation. As a result, watermarked
images will differ from non-watermarked ones but still
satisfy the text. This leaves watermarks invisible but highly
robust. StegaStamp [24] precedes TRW and operates similar
to its general-purpose counterparts. Yet, it is less stealthy,
causing structural changes (see Fig 2). Still, its strategically
distributed distortion ensures minimal visibility. In defensive
watermarking, users cannot observe non-watermarked im-
ages, further hiding these nuances and making StegaStamp
highly applicable. While semantic watermarks primarily
refer to TRW, previous work recognizes the similarities in
both schemes, distinguishing them as more robust [29], [31],
[35]. Thus, we refer to TRW and StegaStamp as semantic.

2.2. Attacks Against Defensive Watermarking

Regeneration Attacks. Proposed by Zhao et al. [35], they
rely on Diffusion Models (DMs) [47] or Variational Au-
toencoders (VAEs) [48] (henceforth, the DiffusionAttack and
VAEAttack) to introduce noise and then reconstruct images
after the watermark has been eliminated. Saberi et al. [29]
and WAVES [31] revisit these attacks. All these works ver-
ify non-semantic watermarks’ vulnerability, against which
regeneration attacks offer theoretical guarantees. Yet, se-
mantic schemes remain robust. While TRW experiences
some degradation [31], it occurs at a considerable distortion
where the attack is invalid (see §3). Regeneration is the
only practical (black-box and query-free) attack but fails
against semantic watermarks. It also relies on the denois-
ing pipelines’ fidelity, often impacting quality (see §6.2.3).
UnMarker defeats all watermarks while also abandoning the
dependence on regeneration models, ensuring quality.
Adversarial Attacks. Realistically, attackers cannot access
the scheme (see §3), making traditional adversarial attacks
that target the decision boundaries of specific models in-
effective. Thus, existing works make relaxing assumptions,
failing to retain success under practical conditions.

https://github.com/andrekassis/ai-watermark


WEVADE[30] attacks watermarked images by querying
the detector and updating them accordingly until the wa-
termark is not detected. Yet, detector feedback may not be
available (see §3), making it ineffective. Lukas et al. [32]
proposequery-free attacks but assume unrealistic access
to a generator with similar architecture and data (see §3).
Saberi et al. [29] mount an attack on a surrogate detector,
which transfers to the target. Training the substitute requires
non-watermarked samples from the provider's distribution,
violating the defensive watermarking principles [31], [33]
(see §3) as providers only releasewatermarkedimages and
possess exclusive datasets. Still, it fails against thesemantic
StegaStampwithout affecting quality.RD-IWAN [34] also
requires access to non-watermarked provider images. An et
al. [31] evaluate surrogate attacks speci�cally onsemantic
schemes, �ndingStegaStamprobust, whileTRWis affected
under unrealistic access to its autoencoder or images gen-
erated by it withdifferentwatermarks, which is impractical
as any provider's published image bear itssingleidentifying
watermark. They also prove Saberi et al.'s [29] surrogate at-
tack unsuccessful absent non-watermarked provider images.
Hu et al.'s [33] ensemble surrogate attack requires no non-
watermarked provider images. Yet, the evaluations exclude
semanticwatermarks and only consider surrogates and tar-
gets of the same scheme, leading to suf�cient commonalities
for transferability and violating theblack-boxsetting. It also
requires extensive resources (40� 100 surrogates), data, and
large perturbations, making it impractical.UnMarkerwaives
impractical assumptions, requires no data or prohibitive
resources, and preserves quality.

3. Threat Model

Our framework considers two parties:Providerswho de-
velop and monetize these platforms, andAttackersabusing
their access to generate malicious content.
Providers' Goals.GenAI providers must ensure their images
are not used to spread disinformation. Thus, they watermark
generated images. For a suspicious image, they invoke the
detector to test for the watermark, proving it fake.
Providers' Capabilities.They have resources and data to
train SOTA generators. As is common practice [1], [3],
their APIs are restrictive, accepting queries (e.g., text) and
returning watermarked images, hiding intermediate results.
Attacker's Goals.Attackers wish to generate real-looking
deepfakes by invoking the providers'APIs and then using
methods to 1) remove watermarks while 2) retaining quality.
Attacker's Capabilities:Resources.Following the defensive
watermarking assumptions (see §2), attackers lack high-
quality data or extensive resources. Thus, training advanced
models or surrogates for the providers' generators [32] or
detectors [29] is not possible. As some services (e.g.,AWS)
allow renting advanced hardware, attackers may access pow-
erful machines. Yet, this can only be short-term due to high
costs, not for training large models over longGPU hours.
Black-Box.As many providers keep their algorithms and
datasets secret [49], attackers have no whitebox access to
(similar) models, data, or any information about the system.

Query-Free.When providers restrict access to their detector
to trusted corporations or employees, as con�rmed by re-
cent announcements [50], attacks relying on detector feed-
back [30] lose their ef�cacy. Given these announcements and
defensive watermarking's vulnerability when query access
to the detector is publicly available (see §2.2), we follow
previous work [29], [33], [35] and investigate this paradigm
againstquery-freeattacks where attackers cannot interact
with the detector directly to observe its decisions.

4. Design Philosophy

Since the detectorD must be able to verify the wa-
termark in any image, it should know where to �nd this
watermark, meaning there must be a set of attributes, namely
the universal carrier, that can be measured in all images to
make this decision. Our analysis will reveal that identifying
this set is possible since the requirements from a robust
scheme eliminate all options exceptthe spectral ampli-
tudes. Thus, any robust scheme will inject its watermarks in
the collective magnitudes of the different frequency bands.
In §5, we show how identifying thiscarrier enables attack-
ers to mount destructive attacks that remove the watermark
with minimal visual impact and no knowledge of the system.

4.1. Uncovering The Universal Carrier

Any computationally limited detectorD can only moni-
tor a �nite set of attributesP = f pbj b 2 [[B ]]g in all images.
Deciding if an image is watermarked relies on whether
(a subset of)P 's attributes follow awatermark property
distribution P w that D associates with the watermarkw.
While P is a set of attributes,P w is a distribution over
P 's values, that identi�esw. There may be several patterns
P w pertaining to subsets ofP . We termP the universal
carrier as it contains all the propertiesw can in�uence.
AlthoughP w should allow watermarking different contents,
its variance must still be suf�ciently low to prevent detecting
w in non-watermarked images, restricting it to a reasonably
narrow vicinity. Thus, introducing small deviations intoP 's
values can cause any watermarked image to violate this
distributionP w , removing the watermark without degrading
quality. This destructive strategy requires no knowledge of
P w , making it feasible without feedback fromD if the
carrier P is correctly identi�ed. To identifyP , we analyze
widely-accepted requirements [18], [19], [20], [21], [22],
[23], [24] from a robust scheme:
Robust Watermarking Requirements.Universal Applicabil-
ity: The scheme must watermark images of various concepts
and scenes, and the watermark must always be detectable.
Universal Stealthiness.The process cannot introduce unnat-
ural artifacts that degrade quality. We do not require the
watermark not to leave visible traces sincesemanticwa-
termarks violate this concept by de�nition, in�uencing the
structure. Yet, as users only observe watermarked images,
quality becomes the only relevant metric forstealthiness.
Robustness to Manipulations.The watermark should resist
known manipulations (e.g,cropping, blurring, compression).



Figure 1. Spectral analysis of two images. Both depict worldly objects of
high consistency. Thus, thecollectivespectral magnitudes are distributed
similarly as the low frequencies (center) corresponding to gradual variations
are always far more dominant. Phases determine the spatial arrangement of
the pixel value shifts that constitute these magnitudes to shape the content,
making them extremely different.

4.1.1. Candidates.An image is characterized by its 1)spa-
tial structure(pixel values), and 2)frequency distribution—
the rates at which values alternate between neighboring
pixels. Thus, thecarrier must reside in these channels.
Below, we present hypotheses, accompanied by an in-depth
analysis, regarding the possibility of injecting watermarks in
each of these channels, identifying a uniquecarrier capable
of satisfying all demands. Our claims are corroborated by
UnMarker's empirical success in §6.
H1. Watermarks cannot be embedded in the spatial struc-
ture (pixel values). This is because they make for an
unreliable carrier that experiences sporadic variations (in
the absence of a watermark) between images based on their
contents (different images assign extremely different values
to their pixels). However, the scheme must always bring the
carrier's values to the same distributionP w for any water-
marked image. When these values naturally (i.e., without the
watermark) exhibit a high degree of content dependency, this
is impossible without restricting the scheme to processing
a small set of similar contents or leaving unnatural cues in
many outputs corresponding to contents that would other-
wise require these values in images portraying them to lie
far away from the desiredP w . As this distance increases,
the magnitudes of the changes needed to bring them toP w
grow, failing to integrate naturally with the content. Restric-
tions violateapplicability, while unnatural artifacts are not
stealthy. The scheme may strategically place pixels encoding
the watermark to accommodate large changes with minimal
visibility. Two possibilities exist: either they are far apart to
remain unnoticeable despite signi�cantly differing from their
environments or located in regions the content is unlikely to
occupy (i.e., the background). Both are volatile and cannot
withstand manipulations (e.g.,croppingor noise), violating
the robustnessrequirement (see §6.2.1).

We now turn our focus to the frequency distribution.
There are two options for in�uencing frequencies to inject
watermarks: Locally or globally. We claim the following:
H2. Local changes to the pixel shift rates cannot reliably
encode watermarks. The reason is that local modi�cations
affect the rates at which pixels vary in select spatial regions.
These share the above pitfall of strong dependency on the

Figure 2. Images watermarked byStableSignature— non-semantic(top),
and StegaStamp— semantic(bottom). The rightmost �gures display the
differences between the original and watermarked images that correspond
to the changes encoding the watermarks.StableSignature's modi�cations
are restricted to existing (high-frequency) edges such as wrinkles, hair, mus-
tache, and intersections of multiple components.StegaStamp's watermark is
distributed across the image. The magni�ed area shows how it manipulates
the consistency (texture), injecting gradual (low-frequency) changes that
manifest as wrinkles at this location.

content, leaving only global spectral changes. The spectrum
associates frequencies with two properties:magnitudeand
phase. Magnitudes represent the prevalence of shifts that
occur at the speci�c rate across the image. Mathematically,
any image is a superposition of periodic signals with varying
frequencies occurring at different phases that determine
their orientations, forming the image's structure based on
how they intersect. Accordingly, and similar to the spatial
structure, we deduce that:H3. Phases are an unreliable
carrier due to their high sensitivity to the content. This is
the result of the phases varying drastically between images
as the primary factor affecting the structure (see Fig. 1).

By process of elimination, hypothesesH1-H3 exclude
all other candidates, leaving only one potentialcarrier: the
global spectral magnitudes. These are collective measure-
ments with little dependency on speci�c pixels, making them
resistant to reasonable manipulations that would preserve
the majority of energy (amplitudes) distribution. They are
also distributed similarly for any realistic content: lower fre-
quencies contain the majority of energy as they correspond
to gradual changes that capture the inherent consistency
(continuity) of the worldly objects images depict. Higher fre-
quencies (rapid transitions) occur at edges (intersections of
objects), making them far less prevalent (see Fig. 1). Thus,
while amplitudes vary between images, they always follow a
similar distribution, decaying as the frequencies grow. This
stability other alternatives lack allows injecting watermarks
via changes of similar magnitudes for any content, enabling
them to be minimized s.t. they always integrate naturally.

4.1.2. Spectral Watermarks.The above entails that robust
watermarks reside in the global spectral amplitudes. Based
on the different schemes' characteristics, we now present our
main hypothesis, which serves asUnMarker's foundation:
H4. Non-semantic schemes primarily inject watermarks
in the global spectral amplitudes associated with high
frequencies, while semantic watermarks mainly target low
frequencies. Below, we analyze this claim:



Non-Semantic:As these schemes cannot change the con-
tent, these are typically injected in high frequencies since
suf�ciently manipulating lower bands s.t. the watermark
is detected requires substantial changes due to the vast
energy concentration in this range. To alter the collective
distribution of high frequencies, polarization atexisting
edges can be controlled by adjusting the intensities of the
various intersecting components to amplify or attenuate the
transitions to their environments. This signi�cantly impacts
higher frequency amplitudes via small (invisible) modi�ca-
tions only due to the naturally low energy distribution in this
range and by exploiting the characteristics of these regions
(edges) that already exhibit high-frequency shifts to mask
the watermark's footprint. Fig. 2 (top) depicts this behavior
for the non-semantic StableSignature[20]. We veri�ed that
othernon-semanticschemes operate similarly.
Semantic:Since these schemes can in�uence the content,
they will populate the consistency-de�ning low frequencies,
making them more robust. As spectral amplitudes represent
the collective contribution to pixel variations occurring at
the relevant rates from all spatial locations, these schemes
construct their outputs s.t. the needed changes are spread
among different regions, reducing visual cues. Unlikenon-
semanticwatermarks, they are not restricted to edges, af-
fecting various objects' structures and textures. Since the
changes required to alter low-frequency magnitudes are
large, their in�uence may be visible. Fig. 2 (bottom) portrays
this for StegaStamp[24]. TRW's [18] images may display
different content from the original (non-watermarked), mak-
ing illustrations uninformative (see §2.1). Yet, our results
in §6.2.2 prove its watermarks are in low frequencies.

5. UnMarker

Now that we have identi�ed thecarrier, we present our
universal attack. It follows from §4.1.1 (H4) that thecarrier
must be a setF c = fj Fbj : b 2 [[B ]]g of spectral amplitudes
and thewatermark property distribution, denoted asF w , is
over these amplitudes. Let`d be a perceptual distance metric
s.t. if `d(x; y) � t ` d for some thresholdt ` d , thenx andy are
visually similar. We can now formalize watermark removal:
Watermark Removal. (WR):Given watermarking algorithm
A whose carrier frequency set isF c = fj Fbj : b 2 [[B ]]g
with watermark property distributionF w , the watermark
w is removable fromxw if there is an imagexnw s.t.
`d(xw ; xnw ) � t ` d ^ F c(xnw ) 6� F w .

Removing the watermark fromxw amounts to �nding a
visually similarxnw for which F c's attributes deviate from
the expected distributionF w . Due to our black-box frame-
work, the speci�c F c is unknown. Instead, we seekxnw
that retains visual similarity but maximizes some collective
spectral differencèF from xw :

xnw = argmax
x 0

[`F (xw ; x0)]

s:t: ` d(xw ; x0) � t ` d

(1)

Maximizing the difference across all frequencies should
lead to signi�cant discrepancies in the values ofF c, forcing

them to deviate fromF w . As semanticand non-semantic
watermarks target different parts of the spectrum, we must
craft a suitable attack strategy for each, identifying a proper
loss function and optimization procedure.

5.1. Attacking Non-Semantic Watermarks

We now instantiateeq. (1) to defeatnon-semanticwa-
termarks, while §5.2 presents a method againstsemantic
schemes. Following §4.1.1,non-semanticwatermarks are
in higher frequencies. Thus, we must disrupt this range
without leaving visible cues. We present our high-frequency
loss DFL and the visual loss̀d, explaining how each step
updates the input to arrive at a watermark-free output.
Spectral Loss.We propose theDirect Fourier Loss (DFL):

8 x; y : DFL (x; y) = kFT (x) � FT (y)k1 (2)

whereFT is the (2D) Fourier transform.DFL calculates the
band-wise spectral differences betweenx andy, outputting
the sum of their magnitudes. OptimizingDFL maximizes
the amplitudes of the differences in the collective spectral
representations between the sample being optimized and the
watermarked imagexw , which leads to an output whose
spectral magnitudes differ fromxw 's. Since the watermark
is encoded in these amplitudes, it will be signi�cantly dis-
rupted, causing the detector to fail to recognize it. Yet, this
is only guaranteed if the perturbation budget that controls
the quality and similarity to the watermarked image is
permissive enough for such signi�cant distortions to occur.
Luckily, this is true when disturbing high frequencies since
the energy concentration in these bands, and accordingly, the
watermark's footprint (as it should be invisible) is naturally
small. Thus, watermarks become volatile, as they can be
interfered with via minute perturbations.
Perceptual Loss.Learned Perceptual Losses (LPIPS):They
model human vision [51]. After experimenting with several
candidates, we foundDeepVGGLoss-LPIPS[52] (DVL) for
large images (� 256� 256) andLPIPS-Alex[51] (Alex) other-
wise optimal regardless of the scheme. High-frequency mod-
i�cations may cause sporadic peaks to appear.Alex fails to
fathom the fragility of the larger images' higher resolution,
often overlooking such singleton points despite being visi-
ble, while DVL better captures this phenomenon. As these
images are larger, numerous invisible violations throughout
them suf�ciently affect the spectrum. For smaller images,
this restrictive loss prioritizes less destructive disruptions
despite more powerful alternatives being applicable because
of the reduced resolution. Due to the low dimensionality,
such perturbations will not suf�ce, and increasing the budget
results in visible cues asDVL cannot distinguish between
these nuances at this resolution. This problem is absent in
low-frequency optimizations that are of a different nature
(see §5.2), whereDVL can be used with all sizes.
Norm: To further ensure no such peaks appear (especially
for low resolutions), we use thekk2 norm to place a geo-
metric bound on the distance from the watermarked image,
allowing us to slightly increase the budget used forLPIPS.



WheneverLPIPS risks introducing such peaks,kk2 grows,
forcing the procedure to explore different directions. Yet,
kk2 alone is insuf�cient since geometric constraints cannot
capture visual similarity and will either lead to sub-optimal
solutions if used with extremely small thresholds or impact
quality otherwise. This is especially true since we operate in
a black-boxframework without model feedback, potentially
requiring larger perturbations, entailing that the perceptual
loss should be accurate to preserve quality.
Final High-Frequency Destruction Procedure.(for non-
semantic watermarks)Using the above components, we
implement eq. (1). We only need to identify the rules
for updating the sample to de�ne our search space. Since
we seek high-frequency disruptions that affect the rates
at which individual pixels vary w.r.t. their neighbors, we
should modify each pixel directly at each step. Thus, our
algorithm accepts watermarked imagexw , LPIPS loss `p,
LPIPS threshold t ` p , and kk2 threshold tkk 2 , and �nds
modi�er � that maximizesDFL as follows:

xnw = xw + argmin
�

"
c` p � ReLU` p (xw + �; x w ) + ckk 2 � ReLUkk 2 (xw + �; x w )

� DF L (xw + �; x w )

#

(3)
ReLU` (x; y) denotesmaxf `(x; y) � t ` ; 0g for any

loss `. Effectively, we instantiatèd from eq. (1)with two
components:LPIPS loss `p and normkk2, each with its
threshold, whileDFL is the spectral loss. The vector�
captures the changes toxw to generate the non-watermarked
xnw = xw + � . We minimize -DFL, maximizing DFL. The
constantsc` p and ckk 2 balance the spectral and perceptual
losses. We enforce that each perceptual loss (`d) component
(`p andkk2) remains below its threshold (t ` p or tkk 2 ) through
the termReLU` d (xw+ �; x w ): When`d exceedst ` d , it evalu-
ates tò d(xw+ �; x w )� t ` d , causing̀ d 's gradients to produce
a sample closer toxw in the next iteration. Otherwise, it
returns0, discarding`d 's gradients and maximizingDFL
unconditionally.ckk 2 is a �xed large coef�cient that strongly
prevents the abovementioned peaks.c` p is determined via a
binary search: We start with a largec` p , assigning a larger
weight to`p 's gradients and run the optimization for several
steps. If a solution is found,c` p is decreased, increasing
DFL's dominance at the expense of larger visual deviations.
Otherwise,c` p is ampli�ed. See Appendix A for details.

5.2. Attacking Semantic Watermarks

Semanticwatermarks are in low frequencies, making
them dif�cult to address. In addition to their large mag-
nitudes (see §4.1.2), low frequencies correspond to many
neighboring pixels varying gradually, indicating these wa-
termarks are rooted in the image's texture. Thus, removing
them requiressystemicand structural changes. Direct opti-
mizations similar to §5.1 fail since they operate on the image
and, at each step, individual pixels are updated in different
directions. This targets higher frequencies, introducing sig-
ni�cant changes yetonly to a few pixels, failing to progress
due to the perceptual constraints and incurring minimal
changes at low frequencies. We could limit the procedure to
optimizeDFL over low-frequencies only. Yet, as signi�cant

changes are required in this range, without a methodical
scheme, we will converge to a sub-optimal solution wherein
a certain region receives substantial modi�cations, leading
the perceptual loss to prevent further updates. This is be-
cause the process fails to account for inter-pixel links, and
DFL does not spread the changes over the image.

We develop a visually-aware attack inspired by image
�ltering. While �lters apply systemic spectral disruptions,
they fail to remove watermarks due to their content-agnostic
nature, limiting the distortions they may introduce without
leaving crucial visual cues. Our adversarial alternative re-
tains quality by learning the �lters' weights to solve an
optimization problem that maximizes low-frequency dis-
ruptions, resorting to a perceptual loss to preserve critical
information. First, we motivate our design through guiding
principles. We then provide technical details and present our
optimizable �lters. Finally, we introduce our attack.

5.2.1. Motivation. Basic Filtering: An image is convolved
with a �lter ( M � N spectral kernel), moved s.t. its center is
aligned with a single pixel(i; j ) at each step. The output at
(i; j ) is calculated by multiplying the kernel by the pixel's
vicinity and summing over the product— see Fig. 3(a). The
kernel's values are non-negative and sum to1, making this
output an averaged sum of the pixel and its neighbors. This
performs noise reduction, decaying unwanted peaks. The
kernel's elements grow toward the center, assigning a larger
weight to the original pixel to preserve the content.

Convolution in space translates to multiplication in the
frequency domain: Given the spectra of the image and
�lter, it produces an image with a spectrum equivalent to
their product. Thus, �lters are good candidates for spectral
manipulations. Yet, the outputs at any pixel are calculated
using the same kernel. Hence, their potential to remove
watermarks is limited [23], [35] due to their content-agnostic
nature, making them only applicable with mild parameters
as stronger blurring impacts quality.
Guided Filtering: These advanced �lters tackle the infor-
mation loss under stronger distortions, allowing more ef-
fective noise reduction while preserving crucial data. They
are edge-preserving, minimizing the disruptions at these
critical boundary points between different objects. Instead of
using a uniform kernel, they involve an additional per-pixel
color kernelthat weakens the �lter at edge points based on
geometric principles: If some values in the pixel's vicinity
drastically differ from it, then it lies on an edge, as these
neighbors belong to other components and thespectral ker-
nel's strength here must be diminished to preserve de�ning
information. Thecolor kernelcomputes a modulation factor
for every neighbor in the �lter's vicinity around(i; j ) based
on its value's difference from(i; j )'s. The effective kernel
for calculating(i; j )'s output is the Hadamard product of
the two kernels— see Fig. 3(b). Guided �lters fail to remove
watermarks despite their stronger blurring (see §6.2.1) since
they merely follow geometric heuristics that fail to fully
capture human vision or target speci�c image characteristics,
limiting the allowed distortion. In practice, lessvisually-
critical areas can be changed drastically, regardless.
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