
Lecture 1

Sets and Strings

1.1 Course Overview

Welcome to the Spring 2022 offering of CS 360! In this course, we will study the theory of com-

putation. Primarily, we will be concerned with the mathematical study of computing: how should
a computer be modeled mathematically? How do different mathematical models of computation
compare to each other? What can we say about the power of these models: can we prove that some
computational models can or cannot solve certain problems?

A secondary goal of this course will be the study of language classes such as regular languages,
context-free languages, and decidable languages. In computer science, a language just means a set
of strings. Such sets of strings can represent a task to be solved: the task of deciding whether a
given input string is in the set. Some languages, such as the “regular” languages, have certain useful
mathematical properties and can be conveniently represented by regular expressions. Interestingly,
the study of such languages and their properties is closely connected to the study of mathematical
models of computation.

Roughly speaking, the course will be split into four units: first, we will cover regular languages
and finite automata; second, context-free languages and pushdown automata; third, decidability,
computability, and Turing machines; and fourth, complexity classes such as P, NP, PSPACE, and
EXP.

We begin with some mathematical background and notation we will need in this course.

1.2 Sets

A set is a collection of distinct elements. For example, A = {2, 3, 5} is a set, whose elements are
2, 3, and 5. Sets are usually displayed using curly brackets {}, and are usually denoted by capital
letters. The size or cardinality of a set is the number of elements it contains, which is denoted by
absolute value signs: |A|. Here we have |A| = 3, since A contains 3 elements.

The elements in a set are unordered and must all be distinct. This means that {3, 5, 2} is the
same set as {2, 3, 5}, and that a set cannot contain the same element twice.

Sets can contain other sets as elements; in fact, as far as this course is concerned, any math-
ematical object can be an element of a set. This means that {2, 3, {2, 5}} is a valid set. This set
has size 3, because it has three distinct elements: 2, 3, and {2, 5}. Note that a set containing one
element is not the same object as the element itself: {3} 6= 3, and {{3}} 6= {3}. You can think of
the notation {} as a “bag” around the elements, and wrapping additional bags around your elements
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2 LECTURE 1. SETS AND STRINGS

gives a different object than before.1 More generally, two sets are considered equal if and only if
they have the same elements.

It is possible for a set to have no elements. This set is called the empty set, and is often denoted
? (a stylized lower-case Greek letter phi). One may also denote the empty set by {}. The cardinality
of the empty set is zero: |?| = 0. In fact, the empty set is the only set of size 0, as it is the only set
with no elements.

So far so good? Let’s try a trickier question:

Question 1.1. What is |{?}|?

The answer is that |{?}| = 1. To see why, note that {?} = {{}}, so it is the set containing the
empty set. This set has one element: the empty set! In particular, {?} 6= ? = {}. We also have
|{{?}}| = 1.

If an object x is an element of a set A, we write x 2 A. Otherwise, we write x /2 A. For example,
2 2 {2, 3, 5} and ? 2 {?}, but ? /2 {2, 3, 5}. A set can never contain itself: for any set A, we
always have A /2 A.

If A and B are sets, we say A is a subset of B if all the elements of A are also elements of B.
We denote this by A ✓ B. In this situation, we also say that B is a superset of A. For example, we
have {2, 3} ✓ {2, 3, 5}. We also have {2, 3, 5} ✓ {2, 3, 5}, and in fact, A ✓ A for all sets A. Note
that the empty set is a subset of every set: ? ✓ A for all sets A. This is because every element of
? is an element of A, since there are no elements of the empty set!2

If A ✓ B but A 6= B, we say A is a proper subset of B. We denote this by A ( B. The notation
⇢ is ambiguous in mathematics; sometimes it means ✓ and sometimes it means (. For this reason,
we will avoid using ⇢ in this class.

If A and B are sets, their intersection is denoted by A \ B; this is the set which contains all
elements A and B have in common. We also use A [ B to denote the union of A and B, which is
the set which contains all objects that are elements of either A or B. It should be clear that for all
sets A and B, we have A \B ✓ A and A ✓ A [B. We also have A \? = ? and A [? = A.

Question 1.2. What is ? [ {?} [ {{?}}?

The answer is {?, {?}}. Note that A [B is different from {A,B}. The former contains all the
elements that are present in either A or B, while the latter contains the sets A and B themselves.

If A and B are sets, we use A \ B to denote the set of all elements which are in A but not in
B. This is called set subtraction. However, note that |A \B| does not have to equal |A|� |B|. For
example, if A = {2, 3, 5} and B = {1, 2, 3}, then A \B = {5}. In this case, A and B both have size
3, but A minus B has size 1.

Another operation on sets is the complement, but it is a little tricky. If A is a set, A denotes
the complement of A, which is supposed to mean the set of all things not in A. However, there
is a problem: what do we mean by “all things”? In set theory, we are not allowed to talk about a
set of “all things”; in fact, even a set of all sets is not allowed (it is not a valid set, due to the way
axiomatic set theory is set up, which is something we won’t cover in this course). For this reason,
A is only defined with respect to some universe set U which is a superset of A. This way, A will be
equal to U \A. In other words, A is always just set subtraction with some universe set, which will
often be implicit from context.
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Students these days may be too young to remember this, but back before reusable bags were ubiquitous, people

would often double-bag their groceries. In mathematics, a double-bagged watermelon is a different object than a

single-bagged watermelon.
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On a related note, all the Ferraris I’ve owned have been purple.
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Finally, if A is a set, then the set of all subsets of A is denoted by P(A), or sometimes by
2A. This is called the power set of A. For example, the power set of {2, 3, 5} is P({2, 3, 5}) =
{?, {2}, {3}, {5}, {2, 3}, {2, 5}, {3, 5}, {2, 3, 5}}. Note that since ? is a subset of every set, we have
? 2 P(A) for every set A. In particular, P(?) = {?}, which contains ? as an element. If A
is a finite set, then the size of P(A) will always be exactly 2|A|, which is why P(A) is sometimes
denoted 2A. This is because a set of size n has 2n subsets: we can form a subset by deciding, for
each element, whether it is in the subset or not. There are n such decisions, and for each decision
we have two options, so the total number of subsets we can form is 2n.

1.2.1 Infinite sets

Sets are allowed to contain infinitely many elements. For example, the set of all natural numbers
{0, 1, 2, . . . } is a valid set, which is denoted by N (note that some authors use N to denote the set
{1, 2, 3, . . . } that starts from 1 and does not contain 0, while others use N to denote {0, 1, 2, . . . }.
In this course, N will contain 0).

Note that while N is an infinite set, each of its elements is a finite number. That is to say,
“infinity” is not an element of N. We say a set A is finite if |A| 2 N, and otherwise we say A is
infinite.

The cardinality (size) of infinite sets is a tricky topic. For finite sets, it’s always the case that a
proper subset is smaller: if A ( B, then |A| < |B|. While this holds when A and B are finite, when
they are infinite things get strange. For example, if B = {1, 2, 3, . . . } and A = {2, 3, 4, . . . }, then
A ( B, but A and B can be put in one-to-one correspondence: for each element x in A, we can
find a match for it in B, which will be x� 1. This correspondence matches each element of A with
one element of B and each element of B with one element of A, so intuitively A and B should have
the same size! Mathematicians define two sets to have the same cardinality if they can be placed
in one-to-one correspondence, which means |A| = |B|, even though A is a proper subset of B.

To complicate things further, not all pairs of infinite sets can be put in one-to-one correspondence
with each other: there are different cardinalities of infinite sets. This was first observed by Cantor
in 1874. Cantor showed that for any set A, its power set P(A) has a strictly larger cardinality—it
cannot be put in one-to-one correspondence with A. This holds even when A is infinite.

Let’s briefly go over Cantor’s proof of this. Cantor said: suppose by contradiction that we had
a one-to-one correspondence between a set A and its power set P(A). It might help to think of
the elements of A as “words” and the elements of P(A) as “dictionaries”: the elements of P(A) are
sets of words. Having a one-to-one correspondence means we can assign each dictionary a unique
corresponding word, or “title”; moreover, any two distinct dictionaries (i.e. sets of words) will receive
distinct titles, and each word will be the title of some dictionary. Just remember that we might
have infinitely many words, and hence infinitely many different dictionaries (once for each set of
words).

For each dictionary, we can ask whether it contains its own title. Further, we can form a
collection of all the dictionaries that do not contain their own titles. All such dictionaries have
titles, so let C be the set of all titles of such dictionaries (C contains a word x 2 A if and only if
that word x is the title of such dictionary B ✓ A that does not contain x). Since C is a subset of
A, it itself is an element of P(A), which is to say, C is a dictionary. We can then ask for the title
of C; let’s say this title is x 2 A. Finally, we consider: does C contain its own title x?

By definition, C contains a word x if and only if that word is the title of a dictionary that
does not contain x. If x is the title of C, then we get that C contains x if and only if C does not
contain x. This is clearly impossible! We therefore get a contradiction: it is impossible to assign
each dictionary (subset of A) a unique title (element of A) in a one-to-one correspondence. In fact,
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we say that P(A) has larger cardinality than A for each set A.
It turns out that the smallest infinite cardinality is the cardinality of the natural numbers. That

is to say, N is the smallest infinite set—or, more accurately, it’s in a multi-way tie for the title of
“smallest infinite set”, together with sets such as {3, 4, 5, 6, . . . }, {2, 4, 6, 8, . . . }, and many others.
A set whose cardinality is equal to or smaller than that of N is called countable. In other words, a
set is countable if it is either finite or can be put in one-to-one correspondence with N. A set which
is not countable is called uncountable. Uncountable sets are very large infinite sets, so large that
they cannot be put in one-to-one correspondence with N. The set R of real numbers is an example
of an uncountable set.

1.3 Strings

One of the central objects of study in this course will be strings. In this course, a string simply
means a finite sequence of characters, for example one which represents an input to a computer
program. More formally, in order to define a string we first need an alphabet.

An alphabet is a nonempty finite set. We will usually denote an alphabet by a capital Greek
letter such as ⌃. Examples of alphabets include {0, 1}, {a, b, c}, and all other nonempty finite sets.
Elements of an alphabet ⌃ are called characters or symbols. An alphabet should be thought of
as the set of symbols that a program needs to recognize. For most purposes, we will simply pick
⌃ = {0, 1} for simplicity, though in theory we could also choose the alphabet ⌃ to be the set of
English letters or the set of ASCII characters or anything else.

Once an alphabet ⌃ has been fixed, we define a string over ⌃ to be a finite sequence of elements
of ⌃. For example, if ⌃ = {a, b, c}, valid strings include cabbbac, aaa, and bababac, whereas if
the alphabet is {0, 1}, valid strings include 001, 01010111, and 1. If x is a string, the length of x,
denoted |x|, is the number of characters in the sequence x. Note that strings are not allowed to
be infinite: the sequence 00000 . . . repeating forever, although it is a well-defined sequence, is not
considered to be a string.

The string which contains zero characters is called the empty string. We will denote it by ✏.
The length of ✏ is 0, but it is a valid string. In fact, ✏ is a string over every alphabet ⌃.

If x and y are two strings over the same alphabet ⌃, the concatenation of x and y is the string
xy consisting of the sequence of characters in x followed by the sequence of characters in y. For
example, if x = 0011 and y = 101, then their concatenation xy is the string xy = 0011101. Note
that concatenation is not commutative: the string yx is 1010011, which is different from xy. Also
note that the concatenation of ✏ with any string x equals x: we have ✏x = x✏ = x. Another useful
property is that the length |xy| of the concatenation of x and y equals |x|+ |y|.

We say that a string x is a prefix of a string y if there is a string z such that xz = y; that is, if
the string y starts with x. If x is a prefix of y, then |x|  |y|. Similarly, we say that x is a suffix of
y if there is a string z with zx = y. We say that x is a substring of y if there are strings z and w
with zxw = y.

We will use xR to denote the reverse of a string. That is, if x = x1x2 . . . xn where xi 2 ⌃ are
alphabet symbols, then xR = xnxn�1 . . . x2x1. For example, 0100R = 0010. We have |xR| = |x|,
and in particular, ✏R = ✏. Note that x is a prefix of y if and only if xR is a suffix of yR, and x is a
substring of y if and only if xR is a substring of yR.
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1.4 Languages

Given an alphabet ⌃, a language over ⌃ is a set of strings over ⌃. For example, if ⌃ = {0, 1}, one
example of a language is A = {000, 010, 11, ✏}.

Since ✏ is a valid string, languages may contain ✏. Be careful not to confuse the empty language
? with the empty string ✏; one is a language and the other is a string. There is also {✏}, the
language which contains ✏ as its only string, which is a different object from both ? and ✏.

A language can only contain finite strings (since strings are by definition finite), but the language
itself may be infinite. For example, the set of all strings over {0, 1} which have an even number of
1s is a well-defined language.

Even though languages can be infinite, languages are always countable: the cardinality of a
language is always at most the cardinality of N. To see this, note that a language A over an
alphabet ⌃ is always a subset of the set of all (finite) strings over ⌃; we will denote this latter set by
⌃⇤, for reasons we will see later. We will now claim that ⌃⇤ can be put in one-to-one correspondence
with N, so ⌃⇤ is countable. Let’s sketch a proof of this claim in the case that ⌃ = {0, 1}. In this case,
we have ⌃⇤ = {✏, 0, 1, 00, 01, 10, 11, 000, 001, . . . }. We can put this set in one-to-one correspondence
with N = {0, 1, 2, . . . , }. To do so, we will match 0 $ ✏, 1 $ 0, 2 $ 1, 3 $ 00, 4 $ 01, and so on.
In other words, we have a natural ordering of the strings in ⌃⇤, where we first order the strings by
length and then order them alphabetically; this is called the lexicographic ordering of the strings
in ⌃⇤. We then match each string in ⌃⇤ to the natural number in N which is the position of that
string in the lexicographic order (starting from 0).

We’ve shown that the language of all strings over ⌃ is countable, and hence every language is
countable (since every language over ⌃ is a subset of this language ⌃⇤).

Question 1.3. Is the set of all languages over an alphabet ⌃ countable?

The languages over ⌃ are the subsets of ⌃⇤, and hence the set of all languages over ⌃ is P(⌃⇤).
We know that |⌃⇤| = |N |, and Cantor’s theorem tells us that the power set of a set has strictly larger
cardinality; hence |P(⌃⇤)| has larger cardinality than |N |, so it is uncountable. In other words,
while each language is always countable, the set of all languages over an alphabet ⌃ is uncountable.

1.4.1 Operations on languages

There are a few useful operations we will define for languages. First, since languages are sets, the
set operations are defined for them. That is, if A and B are languages over ⌃, then A \B, A [B,
and A \B are also languages over ⌃.

Another useful operation is concatenation for languages. If A and B are languages over ⌃, we
define AB to be {xy : x 2 A, y 2 B}. This is the set of all strings we can form by concatenating
some string in A with some string in B. Note that language concatenation is not commutative, for
the same reason that string concatenation is not commutative. This means BA will in general be
a different set than AB.

Question 1.4. Let A be a language. What is the concatenation A?? What about A{✏}?

Answer: well, by definition we have AB = {xy : x 2 A, y 2 B}. If B = ?, then there are no
strings y 2 B, and hence no strings xy can be formed; this means A? = ?. On the other hand, if
B = {✏}, then there is a single string y in B: the string y = ✏. Hence the set of all xy with x 2 A
and y 2 B is the set of all x✏ for x 2 A. This is equal to the set A. In other words, A{✏} = A.

Next, we will define An to be the language A concatenated with itself n times. That is to say,
A1 = A, A2 = AA, A3 = AAA, and so on for each natural number n � 1. How shall we define
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A0? Well, note that for n � 1, we have AAn = An+1. If we wish to preserve this property, it would
make sense to define A0 so that AA0 = A. This motivates the definition A0 = {✏} for all A. In fact,
we will define A0 = {✏} even when A = ?. This means ?0 = {✏}, but ?n = ? for n � 1.

We also define an additional operation A⇤, which is called the Kleene star or just star for short.
This is defined to be

A⇤ = A0 [A1 [A2 [ . . . ,

the union of An over all n 2 N. Note that although we are taking a union over infinitely many sets,
each set contains only finite strings; this means the final set A⇤ also contains only finite strings.
For example, {0}⇤ is the set {✏, 0, 00, 000, . . . }, which has infinitely many strings, each of which has
finite length.

The set A⇤ can be viewed as the set of all strings one can form by concatenating strings in A
to each other in any order. In particular, if ⌃ is an alphabet, then ⌃⇤ is the set of all strings over
that alphabet, since every string over ⌃ can be formed by concatenating characters of ⌃ together.
This explains why we’ve used ⌃⇤ to denote the language of all strings over ⌃.

Note that by definition, we have ✏ 2 A⇤ for all languages A. We have ?⇤ = {✏} and {✏}⇤ = {✏},
but for all other languages A, A⇤ is an infinite set. This is because a language A not equal to ?
or to {✏} must contain at least one nonempty string x, which means that A⇤ must contain all the
strings x, xx, xxx, . . . . Since x is nonempty, it has length at least 1, which means each of these
strings has different length; in particular, each of the strings x, xx, xxx, . . . is distinct when x 6= ✏.
Thus A⇤ contains infinitely many distinct strings.

We can define a few additional operations. Let’s use AR = {xR : x 2 A} to denote the reverse
of a language; this is the set of all reverses of strings in the original language A. We can also use
Prefix(A) to denote the set of all prefixes of strings in A, and Su�x(A) to denote the set of all suffixes
of strings in A. For example, if A = {001, 110}, then Prefix(A) will be {001, 00, 0, ✏, 110, 11, 1}. See
if you can show that Prefix(A)R = Su�x(AR).

As a final note, recall that complements of sets are only defined with respect to some universe
set. When A is a language, we take the complement A to be with respect to the universe ⌃⇤, where
⌃ is the alphabet of A. In other words, we define A = ⌃⇤ \ A. This is the set of all strings over ⌃
that are not in A.

1.5 Summary

In this lecture, we went over basic terminology regarding sets. You should make sure you are
comfortable with the following terms: set, element of a set, subset, superset, proper subset, union,
intersection, set difference, complement, power set, cadinality, and empty set.

We also discussed infinite sets. While our coverage was a little brief, it is good to be familiar
with terms like infinite, countable, and uncountable.

We also introduced strings and languages. You should make sure you are comfortable with the
terms alphabet, character (or symbol), string, empty string, string concatenation, prefix, suffix,
substring, reverse of a string, language, language concatenation, (Kleene) star, and complement of
a language.

Languages will be one of the main objects of study in this course. We will use them to represent
computational tasks: if A is a language, the task it represents is the task of taking an input string
x and determining whether x is in A. As we will see, different computational models can solve this
task for different types of languages; understanding languages and ways to measure their complexity
will help us understand the power of different models of computation.


