
Lecture 22

Non-deterministic Turing machines and

NP

In this lecture, we will introduce the concept of non-deterministic Turing machines, and use them
to formally define the complexity class NP and some related classes.

22.1 Non-deterministic Turing machines

We will first introduce the notion of a non-deterministic Turing machine. Recall that a Turing
machine was a 7-tuple M = (Q,⌃,�, �, q0, qacc, qrej) where Q was the finite set of states, q0, qacc,
and qrej were special states in Q corresponding to the start state, accept state, and reject state, ⌃
and � were the input alphabet and tape alphabet respectively, and � was the transition function,
with signature � : (Q \ {qacc, qrej})⇥ �! Q⇥ �⇥ { ,!}, which governs how the Turing machine
acts.

How should we define a non-deterministic Turing machine? This will be analogous to the defini-
tion of a non-deterministic finite automaton; the idea is that there are multiple allowed transitions
instead of a single allowed transition at each step. Formally, we will define a non-deterministic
Turing machine N to be

N = (Q,⌃,�, �, q0, qacc, qrej),

where Q, ⌃, �, q0, qacc, and qrej are exactly the same as for regular (deterministic) Turing machines,
but where � now outputs sets of allowed transitions. That is, the signature of � is now

� : (Q \ {qacc, qrej})⇥ �! P(Q⇥ �⇥ { ,!}),

where recall that P(A) represents the power set of the set A (that is, the set of all subsets of A).
In other words, for each q 2 Q \ {qacc, qrej} and each c 2 �, the value of �(q, c) is a set that contains
triples of the form (q0, c0, ) or (q0, c0,!), where q0 2 Q and c0 2 �.

We abbreviate “non-deterministic Turing machine” as “NTM”.

22.1.1 The yields relation for non-deterministic Turing machines

Recall that we represented the configuration of a TM using the notation u(q, a)v, where u, v 2 �⇤

were strings representing all the non-blank symbols on the tape to the left and right of the head
position, a 2 � was the symbol on the tape at the head position, and q 2 Q was the internal state.
We also had functions ↵ and �, where ↵(v) strips off all the initial blank symbols of the string
v 2 �⇤ and �(v) strips off all the final blank symbols.
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For a deterministic Turing machine M , we then defined the yields relation `M ; for example,
if � maps (p, a) to (q, b, ), we defined vc(p, a)u `M v(q, c)�(bu) (this corresponds to the Turing
machine starting at state p with a on the tape at the head position, vc on the tape to the left of
the head, and u on the tape to the right of the head; then the Turing machine overwrites a with b,
transitions to internal state b, and moves left on the tape). We now define the yields relation for a
non-deterministic Turing machine.

Definition 22.1 (Yields relation for NTMs). For an NTM N with transition function �, we say

that u(q, a)v `N u0(q0, a0)v0 if there exist some triple (q0, b,D) (with D 2 { ,!}) which is in the

set �(q, a) such that if we start at configuration u(q, a)v and apply the deterministic version of the

yields relation assuming that the transition function mapped (q, a) to (q0, b,D), we would get the

configuration u0(q0, a0)v0.

Note that the yields relation for non-deterministic Turing machines can map a configuration
u(q, a)v to many possible configurations. Essentially, we will write u(q, a)v `N u0(q0, a0)v0 if it is
possible to start from configuration u(q, a)v and take a single step of N to reach configuration
u0(q0, a0)v0. Since N is non-deterministic, there are potentially many ways to take a single step, so
the configuration u0(q0, a0)v0 is not uniquely specified by starting point u(q, a)v. Next, we define the
extended yields relation for NTMs.

Definition 22.2 (Extended yields relation for NTMs). Let N be an NTM. We say that u(p, a)v `⇤
N

u0(p0, a0)v0 if we can reach from u(p, a)v to u0(p0, a0)v0 using a finite sequence of `N relations. That is,

we say that u(p, a)v `⇤
N

u0(p0, a0)v0 if there is a natural number k 2 N and sequences u0, u1, . . . , uk 2
�⇤

, p0, p1, . . . , pk 2 Q, a1, a2, . . . , ak 2 �, and v0, v1, . . . , vk 2 �⇤
such that

1. (u0, p0, a0, v0) = (u, p, a, v),

2. (uk, pk, ak, vk) = (u0, p0, a0, v0), and

3. for all i = 1, 2, . . . , k, we have ui�1(pi�1, ai�1)vi�1 `N ui(pi, ai)vi.

Equipped with this definition, we can now define when an NTM accepts, as well as the language
of an NTM.

Definition 22.3. Let N = (Q,⌃,�, �, q0, qacc, qrej) be an NTM. We say that N accepts a string w
if (q0, �)w `N u(qacc, a)v for some u, v 2 �⇤

and a 2 �. In other words, if say that N accepts w if

there is some (finite) path that leads N to the accept state when run on w.

We let L(N) be the language of all strings in ⌃⇤
that N accepts. We say that N recognizes a

language A if L(N) = A. We say that N decides a language A if it recognizes A and, in addition,

for each string w 2 ⌃⇤
there is some finite number k 2 N such that all possible paths of N when run

on w use at most k steps.

Note that there is an asymmetry between the accept and reject states: if N(w) has a path to
qacc and also a different path to qrej, we say that N(w) accepts. In other words, N(w) accepts if it
is at all possible to accept w, and only rejects if all possible paths fail to lead to an accept state.

22.1.2 Languages decidable by an NTM

The definition of non-deterministic Turing machines leads naturally to the concepts of “decidable
by an NTM” and “recognizable by an NTM”. We now show that these notions are not any different
from the decidability and recognizability we are used to: if a language can be recognized by an
NTM, then it can also be recognized by a TM, and similarly with decidability.
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Theorem 22.4. A language is recognizable by an NTM if and only if it is recognizable by a TM.

Similarly, a language is decidable by an NTM if and only if it is decidable by a TM.

Proof. Every TM is automatically also an NTM (we just need to change the transition function �
from mapping �(q, a) = (p, b, ) to �(q, a) = {(p, b, )} and so on). This means that everything
decidable by a TM is decidable by an NTM, and everything recognizable by a TM is recognizable
by an NTM.

Now let A be a language recognizable by an NTM, and let N by an NTM recognizing it. We
want to show it is recognizable by a TM M . On input w, the Turing machine M will simulate N(w),
and whenever there is a forking path – whenever N can decide among multiple different transitions
– the machine M will copy its simulation of N to make one copy for each new path, and simulate
all these copies in parallel. After any finite number of steps t 2 N, there can only be finitely many
configurations that N(w) can be in, and M will simulate all of them; it will then go through each
and take another step in the simulation (in all possible ways of taking a step), yielding another
finite list, this time of all possible configurations that N(w) can be in after t + 1 steps. M will
proceed in this way until it finds a path that accepts; when that happens, M will stop simulating
and accept. It is easy to see that M(w) accepts if and only if some path of N(w) leads to the accept
state, which is the definition of N accepting w. Hence M accepts exactly the strings accepted by
N , so L(M) = L(N) = A.

Next, suppose that the language B is actually decidable by an NTM, so that there is an NTM
N that decides it; this means that for each string w, there is some finite number k such that N(w)
uses at most k steps in all possible paths. Now we will construct a TM M that simulates N , just
like before. This time, on any string w, the machine M will certainly halt when it has simulated k
steps of N(w) down all possible paths. So we have L(M) = L(N) = A as argued above, but also
M(w) always halts, so M decides A, as desired.

We conclude that NTMs are not actually more powerful than TMs, at least as far as decidabil-
ity/recognizability is concerned. This is reminiscent of the situation with DFAs and NFAs, which
ended up being equivalent. NTMs are more interesting in resource-bounded situations, however.

22.2 Resource-bounded NTMs

We now define the running time and space functions of an NTM, similar to how we did so for TMs.

Definition 22.5 (Running time and space function of an NTM). Let N be an NTM with input

alphabet ⌃. For a string w 2 ⌃⇤
, let T (w) denote the maximum number of steps N takes when run

on w, where this maximum is considered over all possible paths N can take (set T (w) = 1 if the

paths get arbitrarily long). Let S(w) be the maximum amount of space N takes when run on w,

where this maximum is considered over all possible paths N can take; we can define this to be the

maximum distance that the tape head of N ever gets from its starting position, for example (and we

again set S(w) =1 if there is no maximum).

Then define

t(n) = max{T (w) : w 2 ⌃⇤, |w|  n},
s(n) = max{S(w) : w 2 ⌃⇤, |w|  n}.

These are called the running time and the space function of N , respectively.
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This definition is directly analogous to the one we used for TMs; the main thing to remember
about it is that if N(w) uses different amounts of time or space down different non-deterministic
paths, we consider only the maximum time and maximum space.

Using this definition, we can now define non-deterministic complexity classes. We will assume
a fixed input alphabet, such as ⌃ = {0, 1}.

Definition 22.6. Let f : N! N be a function. We define NTIME(f) to be the class of all languages

that are decidable by an NTM N such that its running time t satisfies t(n) = O(f(n)).
We define NSPACE(f) to be the class of all languages that are decidable by an NTM N such that

its space function s satisfies s(n) = O(f(n)).

With the definitions of NTIME and NSPACE in hand, we can now define the more “robust”
complexity classes that ignore polynomial factors (and therefore tend to be less sensitive to the
computational model, such as single-tape or multi-tape Turing machines).

Definition 22.7. Define the following classes.

NP =
[

k2N
NTIME(nk)

NEXP =
[

k2N
NTIME(2n

k
)

NPSPACE =
[

k2N
NSPACE(nk)

NEXPSPACE =
[

k2N
NSPACE(2n

k
).

22.3 Properties of non-deterministic classes

Let’s now establish some properties of the non-deterministic classes we’ve just defined. First, note
that if the NTM N has running time t(n), then its space usage cannot be more than O(t(n)),
because the position of the head can move at most 1 per time step. This means that we have
s(n) = O(t(n)) for NTMs, just as we had it for TMs. It follows that if a class can be decided by
an NTM in O(f(n)) time, then it is also decided by the same NTM in O(f(n)) space, and so each
class in NTIME(f(n)) is also in NSPACE(f(n)); thus

NTIME(f(n)) ✓ NSPACE(f(n))

for all functions f , and in particular,

NP ✓ NPSPACE, NEXP ✓ NEXPSPACE.

We also know that each TM is automatically an NTM with the same running time and space
functions; thus if a language is decidable on a TM in a certain amount of time or space, it is also
decidable on an NTM in that amount of time or space. From this it follows that TIME(f(n)) ✓
NTIME(f(n)) and that SPACE(f(n)) ✓ NSPACE(f(n)) for all functions f . In particular,

P ✓ NP, EXP ✓ NEXP, PSPACE ✓ NPSPACE, EXPSPACE ✓ NEXPSPACE.

The next property we will establish is called Savitch’s theorem. It says that an NTM which
uses a certain amount of space can be simulated by a TM that uses quadratically more space (but
possibly exponentially more time).
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Theorem 22.8 (Savitch’s theorem). Let f : N! N be a time-constructible function. Then

NSPACE(f(n)) ✓ SPACE(f(n)2).

(The condition that f is time constructible can be relaxed, but we won’t show this for this
course.)

Proof. Fix such f , and let A 2 NSPACE(f(n)). Let N be an NTM deciding A with space function
sN (n) = O(f(n)). It will suffice to construct a TM M that decides A and has space function
sM (n) = O(f(n)2).

The Turing machine M will simulate N , as follows. On input w 2 ⌃⇤, the machine M will
write down the starting configuration C0 of N(w), using O(f(|w|)) space to represent it (we will
use O(f(|w|)) space to represent all configurations of N when run on w, because we know that
N will never use more than O(f(|w|)) space no matter what the non-deterministic choices are).
Next, M will iterate over all possible accepting configurations C of N(w), each of which also take
only O(f(|w|)) to represent. That is, M cycles through all possible strings that represent possible
configurations of the tape, head position, and internal state of N when run on w; and for each such
configuration, it checks whether it’s an accepting configuration in which N is at its accept state.
This iteration only requires O(f(|w|)) space to implement. Note that we are assuming that M can
calculate this upper bound O(f(|w|)) in the first place, but this is a safe assumption as f is time
constructible.

Now, for each possible accepting configuration C, M needs to determine whether configuration
C0 can reach configuration C according to the transition rules of N . Actually, because we know
that any computation that takes at most S space can take at most 2100S time (since otherwise some
configuration repeats, causing an infinite loop to occur), the machine M merely needs to figure
out whether configuration C0 can reach configuration C within at most 2100f(|w|) according to the
transition rules of N .

We will give a recursive algorithm for doing so. We are going to define a subroutine r, which
takes in a triple (C1, C2, `) and needs to determine whether configuration C1 can reach configuration
C2 using at most 2` transitions of N . If we successfully define this subroutine r, then M can just
evaluate r(C0, C, 100f(|w|)).

The subroutine r works as follows. For input (C1, C2, k):

1. If C1 = C2, return true.

2. If k = 0, check if C2 is reachable from C1 in a single step of N ; if so, return true, otherwise,
return false.

3. Iterate through all possible configurations C 0 that use O(f(|w|)) space.

4. For each such C 0, call r(C1, C 0, k�1) and r(C 0, C2, k�1) as subroutines. If both of these calls
return true, the current call of r should also return true.

5. If the iteration over C 0 finished without returning, then return false.

The idea of this subroutine is that to check if C1 can reach C2 in 2k steps of N , it searches for
the configuration C 0 that is in the middle; such a configuration would be reachable from C1 within
2k/2 = 2k�1 steps, and it would also be able to reach C2 within 2k/2 = 2k�1 steps. From this, it is
not hard to verify that the subroutine r always returns the correct answer. We omit the details of
this proof.
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How much space does the subroutine r use? Well, each times it calls itself recursively, k decreases
by 1, so there can be at most k+1 nested recursive calls. Each call must iterate over all configurations
C 0, and these configurations take O(f(|w|)) space to store. Since there are O(k) recursively-nested
calls, and each call stores a configuration of size O(f(|w|)), this actually uses O(kf(|w|)) space.
The machine M will call r(C0, C, 100f(|w|)), and so it will use O(f(|w|)2) space, as desired. (We
omitted some details, but hopefully the idea is clear.)

Savitch’s theorem implies that NSPACE(nk) ✓ SPACE(n2k), for all k � 2. From this, it is not
hard to see that NPSPACE ✓ PSPACE, and since we already had the reverse inclusion, we conclude

NPSPACE = PSPACE.

Similarly, NEXPSPACE = EXPSPACE. This means we actually have

P ✓ NP ✓ PSPACE ✓ EXP ✓ NEXP ✓ EXPSPACE,

with NPSPACE = PSPACE and NEXPSPACE = EXPSPACE. In other words, we only really intro-
duced two new complexity classes: NP and NEXP. The former is between P and PSPACE, and the
latter is between EXP and EXPSPACE.

22.4 Alternate characterization of NP and NEXP

We have defined NP and NEXP in terms of non-deterministic Turing machines that run in polynomial
or exponential time. We now give an alternative characterization of NP which only uses deterministic
TMs and does not rely on the definition of NTMs at all. A similar definition exists for NEXP, though
we won’t cover it in this course.

Definition 22.9 (Polynomial-time verifier). Let A be a language. We say that a Turing machine V
is a polynomial-time verifier for A if there are constants k, c 2 N such that the following conditions

hold:

1. for each x 2 A, there exists a string w 2 ⌃⇤
such that |w|  |x|k + c and such that V (hx,wi)

accepts

2. for each x /2 A and for any string w, V (hx,wi) rejects

3. V runs in polynomial time.

In other words, a polynomial-time verifier for A is a TM that takes in an input x and a “witness”
w, and essentially checks if w is a proof that x is in A. We require that if x is really in A, then
some witness w of polynomial size proves this to V ’s satisfaction. We also require that if x is not
in A, then no proposed witness w would fool V into thinking that x is in A. Additionally, V must
take polynomial time for its verification.

Note that the condition |w|  |x|k + c is only meant to indicate that the witness size |w| must
be polynomial in the input size |x|; it just so happens that any polynomial function p(n) satisfies
p(n)  nk + c for some k, c 2 N, so we used this nk + c function as a simpler version of referring to
polynomial size.

We can do something similar for the running time of V ; we know this must be some polynomial
function, so we can say that V runs in time at most nk

0
+ c0 on inputs of size n. Since we know

that the input to V should be of the form hx,wi with |w|  |x|k + c (or else V can safely reject),
we can even assume that V runs in time |x|k` + c, where ` 2 N is an appropriately chosen constant.
In other words, we can give a slightly more concrete definition of a polynomial-time verifier.
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Definition 22.10 (Polynomial-time verifier, simplified). Let A be a language. A polynomial-time

verifier for A is a tuple (V, k, `, c) where V is a TM and k, `, c 2 N+
, such that the following

conditions are satisfied:

1. For all x 2 A there exists w 2 ⌃⇤
such that |w|  |x|k + c and V (hx,wi) accepts

2. For all x /2 A and all w 2 ⌃⇤
, V (hx,wi) rejects

3. On inputs of the form hx,wi, V halts in at most |x|k`+c steps, and on inputs of other formats,

V rejects in linear time.

We now claim that a language is in NP if and only if it has a polynomial-time verifier, so the
definition of polynomial-time verifiers above can be used to give an alternative characterization of
the class NP.

Theorem 22.11. A language A is in NP if and only if there is a polynomial-time verifier for A.

Proof. Suppose that A has a polynomial-time verifier, that is, a tuple (V, k, `, c) as in the above
definition. We describe an NTM N for deciding A. On input x, the NTM non-deterministically
guesses all possible strings w with |w|  |x|k+c. Guessing one such string w takes O(|w|) = O(|x|k)
time. Given such a guess w, the NTM N will then simulate V (hx,wi), and accept if it accepts,
rejecting otherwise. This takes O(|x|k`) time in all possible paths.

Now note that if x 2 A, then there is a witness w causing V (hx,wi) to accept, which means
that some path of N accepts (the path where N guessed the string w as the witness). Conversely,
if x /2 A, then no witness w will cause V (hx,wi) to accept, and so N rejects in all paths. Hence N
accepts the string x if and only if x 2 A, so L(N) = A. The worst-case running time of N is only
O(|x|k`), since that is how long it takes to run the simulation of V after guessing w. We conclude
that A 2 NTIME(nk`), and hence A 2 NP.

Next, let A in NP. Since NP =
S

k2N NTIME(nk), we have A 2 NTIME(nk) for some k 2 N.
This means there is an NTM N which decides A and has running time t with t(n) = O(nk). We
define a verifier (V, k, `, c) for A.

Note that at each step in the run of N , there are only a constant number of non-deterministic
options of where to go next: there are |Q| options for which state to go to, |�| options for what
to write on the tape, and 2 options for going either left or right, for a total of 2|Q||�|, a number
independent of the input size (here we are denoting N = (Q,⌃,�, �, q0, qacc, qrej)). This means that
on input x, the machine N runs for at most O(nk) steps, and hence can make at most O(nk) non-
deterministic options, each of which has at most 2|Q||�| choices. The sequence of all choices made
in a specific path taken by N when run on w can be denoted by a string of length O(nk log(|Q||�|)),
which is O(nk) as |Q| and |�| are constant independent on the input size.

To define a verifier V , we just tell V to check whether the input has the format hx,wi, and if so,
to check whether w denotes a valid sequence of choices made in an accepting path of N when run on
x. In other words, V will simulate N on x, and whenever V encounters a non-deterministic choice,
V will take the path indicated by the string w (the string w must provide a valid selection for all
choices encountered when N runs on x). If this simulation successfully leads V to an accepting
state of N when run on x, then V accepts; otherwise, V rejects.

Note that V runs in polynomial time: it just needs to simulate N(x) in a single path, which
uses at most O(|x|k) steps. There might be a bit of simulation overhead, but V still runs in time
|x|a + c for some constants a and c. Next, note that if x 2 A, then N(x) has an accepting path,
and hence there is some string w of size |w| = O(|x|k) describing this path; this string w causes
V (hx,wi) to accept. Finally, if x /2 A, then N(x) rejects, meaning that it does not have any path
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leading to the accept state. This means that no string w can cause V (hx,wi) to accept. It follows
that V is a polynomial-time verifier for A (it is easy to find the constants k, `, c that cause the
formal conditions of a polynomial-time verifier to be satisfied).

22.5 The class coNP

We define another complexity class coNP by writing coNP = {A : A 2 NP}.
Note that coNP is almost the same thing as NP; if we had an NP language A as we asked if x /2 A

instead of asking if x 2 A, we’ve switched the problem from an NP problem to a coNP problem. In
other words, coNP is the same as NP except we switched the “yes” and “no” answers.

Why would we introduce coNP? The main reason is to be able to ask whether NP = coNP.
Remember, the definition of a NTM is asymmetric between accepting and rejecting; an NTM
accepts if there is some accepting path, but only rejects if all paths reject. This means it is not
clear whether NP is closed under complement: given a polynomial-time NTM for A, it is not clear
how to construct a polynomial-time NTM for A. In fact, we conjecture that this is impossible in
general: we conjecture that NP 6= coNP. This is an open problem. In contrast, it should be clear
that the deterministic languages P, PSPACE, EXP, etc. are all closed under complement (we can
just take the TM for a language and flip its accept and reject states; but this doesn’t work for an
NTM). In other words, coP is just the same thing as P, so we don’t need to define this.

It’s not hard to check that P ✓ coNP and that coNP ✓ PSPACE (because P and PSPACE are
closed under complement). As you’ve probably heard, we don’t know whether NP = P. Another
interesting question is whether NP \ coNP = P. This intersection NP \ coNP is the class of all
languages A that have a verifier for checking if x 2 A, and also a verifier for checking if x /2 A; that
is, if x 2 A there is a proof w of this fact (that can be verified by a polynomial-time verifier V ),
and if x /2 A there is also a proof of that fact. There are only a few languages in NP \ coNP that
are not known to be in P.

22.6 Further remarks

We’ve now formally defined the class NP, which you’ve likely encountered in other courses. As it
turns out, NP actually stands for “non-deterministic polynomial time”, and you now know what this
means: it is the class of all languages that can be decided in polynomial time on a non-deterministic
Turing machine.

A non-deterministic Turing machine is a confusing object. One way to think about it is as follows:
imagine you wrote a wizard-assisted computer program in your favorite programming language. The
program has commands that go “now either set the variable to 0 or to 1, as chosen by the wizard”.
The wizard is all-knowing. However, he cannot be trusted to lead the program to the correct
answer! Instead, the wizard wants the program to accept. That is, imagine the wizard gets paid if
the program accepts, even if the correct answer was to reject this input. This makes the wizard
dangerous to use: if you just go “on input x, return an answer chosen by the wizard”, then you’ve
written a program that always accepts, the same as writing “on input x, return true”.

The best way to use the wizard is to ask him to provide a proof (sometimes called witness)
that the input x is in the language A that we wish to decide. Then given this witness w given
by the wizard, we structure the rest of the program to check whether w is a valid proof that x is
in A. Remember that the wizard will attempt to prove x 2 A even if x /2 A; he gets paid if the
program accepts. So we must be vigilant, and design the program in a way that definitely rejects
any supposed proof w if in fact x /2 A. This is precisely what motivates the definition of a verifier.
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