
Lecture 18

Busy Beaver and Kolmogorov

Complexity

In this lecture, we will look at some interesting examples of non-computable functions.

18.1 Non-computable functions from languages

We have seen that the range of a computable function f is always a nonempty recognizable language.
This means that one way to show that a function is not computable is to show that its range is
not recognizable. We have already seen examples of nonrecognizable languages; indeed, for every
non-decidable language A, either A or A is not recognizable. In particular, we saw that HTM is not
recognizable. To construct a non-computable function, we can simply construct a function whose
range is HTM . For example, consider the function f where f(x) = x if x 2 HTM , and if x /2 HTM ,
then f(x) = y for some fixed string y 2 HTM . Then the range of f is HTM by construction, which
is not recognizable. Hence f is not computable.

Another way of getting non-computable functions from languages is using arguments surrounding
mapping reductions. Consider the function f where f(w) = 1 if w 2 HTM and f(w) = 0 if
w /2 HTM . Let A be any decidable language with 1 2 A and 0 /2 A, such as A = {1}. Then if f
were computable, it would be a mapping reduction from HTM to A, so we would have HTM m A.
However, since HTM is undecidable and A is decidable, this is not possible. We conclude that f is
not a computable function. Note that this argument only used the fact that HTM was not decidable,
whereas the previous argument used the fact that HTM is not recognizable.

18.2 Functions growing too fast to be computable

We have so far looked at functions from strings to strings, but we can also consider functions
from natural numbers to natural numbers. Of course, we know that every natural number can be
represented by a string: for example, in binary, or in decimal notation, or even by the lexicographic
ordering of strings where w represents the number n if w is the n-th string in lexicographic order.
We can also represent strings in unary, using 0n to represent the number n. For our purposes, it
won’t really matter how we map from numbers to strings and back, because a Turing machine can
easily convert between these different representations.

Surprisingly, it turns out that every function f : N ! N which grows sufficiently quickly is not
computable. That is, one can show that a function on natural numbers cannot be computed by a
Turing machine (or a computer program) simply by showing that the function grows too fast.
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To show this, we first start with a definition.

Definition 18.1. Let f : N ! N and g : N ! N be functions. We say that f grows faster than g if
there is some N 2 N such that for all n � N , f(n) > g(n).

In other words, f grows faster than g if eventually, for sufficiently large inputs n, f(n) is larger
than g(n); there must be a point N beyond which f surpasses g and never looks back. Note that
this property is transitive: if f grows faster than g and g grows faster than h, then f grows faster
than h (see if you can prove this).

Definition 18.2. We say that f : N ! N grows faster than every computable function if for every
computable function g, f grows faster than g.

This definition is straightforward, though it is not yet clear that there is any function f which
grows faster than all computable functions. However, what should be clear is that if such f does
exist, then any function growing faster than f also grows faster than all computable functions. This
means that if we find any such f , we can show another function g is non-computable simply by
showing that g grows faster than f .

We now introduce an example of a function f which grows faster than every computable function.
The function f is defined as one more than the largest number any Turing machine with at most
n states can output given input at most n. That is, fix an input alphabet ⌃, say ⌃ = {0, 1}, fix a
tape alphabet �, say � = ⌃ [ {�}, and consider the set Cn of all Turing machines with at most n
states over alphabets ⌃ and �. This is a finite set, because it is not hard to check that there are
only finitely many non-equivalent Turing machines with at most n states over these fixed alphabets
(the states might as well be q0, qacc, qrej representing the start, accept, and reject states, plus states
q1, q2, . . . , qk for some k  n� 3; then all we need to do is specify the transition function, but there
are finitely many choices of �(p, a) for each state p and each a 2 �). Next, for each pair (M,k)
with M 2 Cn and k  n, consider the value of M(k), that is, what M(k) has written on the tape
when it halts. If M(k) does not halt, discard the pair (M,k). Otherwise, take the maximum value
of M(k) for all such pairs where M halts on k. Define f(n) to be this maximum value, plus one.

Note that f(n) is a well-defined function: there are only finitely many pairs of (a TM with at
most n states) and (a natural number k  n), only finitely many of them have the property that
M halts on k, and so we can take the maximum value of M(k) over pairs (M,k) where M halts on
k. This means that for each n, f(n) refers to a specific, unique natural number.

However, we claim that f grows faster than any computable function. To see this, let g by any
computable function, and let Mg compute g. Then Mg has some finite number of states, say N
states. Now, for any n � N , we claim that f(n) > g(n). This is because by definition, f(n) is one
plus the maximum value of M(k), maximized over pairs (M,k) where M is a TM with at most n
states, k is a natural number at most n, and M halts on input k. In particular, for any TM M
of at most n states and any k  n such that M halts on k, we have f(n) > M(k). We now pick
M = Mg (which has N  n states) and pick k = n. Then f(n) > Mg(n) = g(n). This holds for all
n � N , and hence f grows faster than g. Since g was an arbitrary computable function, f grows
faster than every computable function.

What happened here? We effectively defined f(n) to be one more than what an n-state Turing
machine may output given n as input. This is by definition larger than what an n-state Turing
machine can output on input n. Since any Turing machine has some finite number of states, we can
pick input size n large enough such that f(n) is larger than what this Turing machine can output
on input n.

Note that this argument also works with programming languages, not just Turing machines.
Pick your favourite programming language. Let f(n) be one more than the maximum number that
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can be generated by an n-character program in that programming language when given input n
or less. This is well-defined because there are only finitely many choices for n characters of code.
Then f cannot be computed by any program written in that programming language. In fact, since
Turing machines can simulate programming languages, the original f we defined (with respect to
Turing machines) already grows faster than any function that can be computed by your favourite
programming language.

18.2.1 The busy beaver function

The busy beaver function is a famous example of a fast-growing function. It is usually defined with
respect to Turing machines that have alphabets ⌃ = {1} and � = {1, �}. Let Hn be the set of all
such Turing machines which have n states, and which halt on the empty string ✏. The busy beaver
function BB(n) is defined as the maximum number of 1s written on the tape by a machine in Hn

by the time it halts.
We claim that BB(n) grows faster than every computable function. To see this, let g be any

computable function, and let Mg be a Turing machine computing it. Then Mg takes input n and
outputs g(n). We can convert it into a Turing machine M 0

g which has tape alphabet � = {1, �}, but
which simulates Mg anyway; that is, if it starts with n on the tape (represented using binary, with
1� representing a 0 and �1 representing a 1), then it ends with g(n) on the tape. This is not hard
to do using �1 in place of the symbol 0, using 1� in place of the symbol 1, and using �� as the blank
symbol. Next, we can have another Turing machine M 00

g which, on input n (again represented using
1 and �), first runs M 0

g to get g(n), and then writes down g(n) + 1 ones on the tape. Hence M 00
g

converts n to 1g(n)+1.
Finally, for each n 2 N, let the machine Mg,n be a Turing machine which is the same as M 00

g

with the input n hard-coded; that is, on empty input, the machine Mg,n first writes down n on the
tape (represented using 1 and � symbols), and then runs M 00

g on n, getting 1g(n)+1. This way Mg,n

is a Turing machine with the property that Mg,n(✏) halts with g(n) + 1 ones written on the tape.
How many states does Mg,n have? Note that M 00

g has some fixed number of states, say K 2 N. The
machine Mg,n has K states for the part of the machine which simulates M 00

g , plus some additional
number of states for writing down n on the tape. Recall that the number n on the tape was written
in binary, using �1 and 1� as the 0 and 1 characters of the binary string. It takes dlog2 ne binary
bits to write down n in binary, and since we are using two characters for each binary bit, we can
write down n using only 2dlog2 ne states. We need a few more states to go back to the left of the
input before we run M 00

g , but all in all, the number of states of Mg,n can be made to be at most
K + 2 log2 n+ 10.

Now, for sufficiently large n, we have n � K + 2 log2 n+ 10. In particular, there is some N 2 N
such that for all n � N , we have n � K + 2 log2 n+ 10 (this is because K is a constant which does
not grow with n, and because n grows much faster than 2 log2 n). Note that for such n, the Turing
machine Mg,n has fewer than n states, but prints out g(n) + 1 ones before halting when run on the
empty input string. We can add dummy states to it (which are never used) to make the machine
have n states, so that it is a machine in Hn. Since BB(n) is defined as the maximum number of
1s a machine in Hn can write on its tape before halting, we have BB(n) � g(n) + 1 for all n � N .
This means that BB grows faster than g, and since g was arbitrary, BB grows faster than every
computable function.

What’s the intuition behind the busy beaver function being non-computable? One intuition is
that if you had an upper bound on how long an n-state machine to run while still halting, then you
could solve the halting problem – or at least the language AE of Turing machines which accept ✏.
This is because if you could compute an upper bound on the runtime of a (halting) n-state machine,
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then on input hMi, you could look at the number of states n of M , compute this upper bound f(n),
and then simulate M(✏) for f(n) states. If M(✏) accepts within that time span, you can accept, as
hMi 2 AE, whereas if M(✏) does not halt within that time span, you can be sure it never halts.
Hence any computable upper bound on the time it takes for an n-state Turing machine to halt
would allow us to construct a Turing machine which decides whether an input machine halts, which
is impossible.

The busy beaver function doesn’t directly give an upper bound on the number of steps a machine
can take before halting, because it only gives an upper bound on the number of 1s a Turing machine
can write down before halting. However, it’s not hard to convert between the two: if a Turing
machine M takes k steps to halt, we can construct a machine M 0 which simulates M , counts its
steps, and writes down that many 1s; this can be done using only a few more states than the number
of states M has. Hence the maximum number of steps an n-state Turing machine can take before
halting and the maximum number of ones an n-state Turing machine can write before halting are
closely related; if we call these functions ↵(n) and BB(n), then they would satisfy something like
BB(n)  ↵(n)  BB(n+ 100).

18.3 Kolmogorov complexity

Another interesting application of computability theory is for compression. Compression is a way of
using a shorter string to denote a longer string, something you are likely familiar with in the context
of files on a computer. Formally, compression would just be a function from strings to strings, say
f : {0, 1}⇤ ! {0, 1}⇤ (we will stick with the alphabet {0, 1} for simplicity), which is injective: that
is, where no two strings map to the same output (so f(x) 6= f(y) whenever x 6= y). The injectivity
allows us to decompress without ambiguity.

It is not hard to see that compressing every string by a shorter string is impossible. Why? Well,
there are 2n Boolean strings of length n, and only 1 + 2 + 4 + · · ·+ 2n�1 = 2n � 1 strings of length
shorter than n. Hence there is no way to map each n-bit string to a shorter string, simply because
there are not enough shorter strings! In fact, the number of strings of length at most n � 11 is
2n�10�1 < 2n/1000, so fewer than 0.1% of all strings of length n can be compressed in a way which
saves even 11 bits of storage.

How does compression work in practice? The trick is that we only care about compressing
strings that have patterns, not strings that are full of random noise. Therefore, even though we will
be able to meaningfully compress only a tiny fraction of all possible strings, this tiny fraction are,
in practice, the strings we care about.

Kolmogorov proposed the following way of compressing an n-bit string: simply represent the
string w by the smallest Turing machine Mw which generates w when run on the empty string.
That is, the compression function is f(w) = hMwi, where Mw is a Turing machine with shortest
possible description hMwi such that (1) Mw halts on ✏, and (2) Mw(✏) writes down w on the tape
by the time it halts. The Kolmogorov complexity of w, which we will denote by K(w), is the length
|hMwi|, that is, the smallest description of a Turing machine which generates w when run on an
empty tape. (For concreteness, we will restrict all Turing machines under consideration to have
input alphabet {0, 1} and tape alphabet {0, 1, �}.)

As an example, consider the string (01)n for some fixed n 2 N. This string has length 2n.
However, it is very easy to generate by a computer program or Turing machine: all one needs to
do is have a loop which writes 01 on the tape and counts the number of times, stopping when
this number reaches n. The length of a Turing machine which does this is only a constant plus
the amount of space needed to store the number n (since the Turing machine must hard-code the
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number n in order to produce the string (01)n). Hence we have K((01)n)  O(log n), since the
number n can be stored using O(log n) bits in binary.

Note that the compression scheme proposed by Kolmogorov is invertible: that is, we can de-
compress each string uniquely. Indeed, to decompress the string hMi, all we need to do is run
M(✏) until it halts, and read off the string written on the tape of M once it halts. Note that this
decompression scheme is computable: we described an algorithm for taking the compression of w
and outputting back the original string w.

Moreover, note that if |w| = n, then one Turing machine which writes down w on the tape is the
roughly-n-state Turing machine which just has w hard coded (from its start state, it writes down
the first symbol w1, and transitions to the second state; then it writes down w2 and transitions to
the third state; and so on, until it has written down all symbols of w). The number of states in such
a machine may not be exactly n due to the need for an accept and reject state in the definition of
a Turing machine, but it will be at most n + 2. It is not hard to check that we can describe this
simple machine which hard-codes w using only a string whose length is a constant factor more than
n; Hence K(w) is at most O(|w|) for all strings w (using big-O notation to hide constant factors).

We claim that this Kolmogorov compression is, up to constant factors, at least as efficient as any
compression method which can be computably inverted. To see this, suppose g is a compression
method which can be computably inverted, and let Let Mg be a Turing machine computing the
inverse of g (so that Mg(g(w)) = w for all strings w). Let k be the length of the string hMgi. Then
for any string w, we can construct a Turing machine Mw which, on empty input, first writes g(w)
and then runs Mg. Note that the size of this machine is roughly the length of g(w) plus the size of
Mg; that is, it is at most O(|g(w)|+ k). Now, k is constant, as the compression scheme g does not
change with the size of the string. Hence the Kolmogorov complexity of w is at most O(|g(w)|), so
for sufficiently large strings, Kolmogorov compression is at least as good as g except for constant
factors.

We could also define Kolmogorov complexity with respect to programming languages, rather
than Turing machines. For example, let K 0(w) be the number of characters in the shortest Python
program which outputs w. We claim that K(w) and K 0(w) are equivalent up to constant factors.
To see this, recall that Turing machines can simulate Python programs and vice versa. Let M be
a Turing machine which takes in a Python program as input and simulates it. Then for any string
w, if P is the shortest Python program which outputs w, we can construct a Turing machine Mw

which first writes down P on the tape (hard-coding P ), and then runs M on P . This machine Mw

will simulate P when run on empty input, and hence Mw(✏) outputs w. Moreover, the length of
hMwi is (up to constant factors) the length of P plus the length of M , and the latter is constant as
it does not vary with the input. Thus we have K(w)  |hMwi| = O(|P |) = O(K 0(w)). Since Python
programs can also simulate Turing machines, an analogous argument gives K 0(w)  O(K(w)), so
the two versions of Kolmogorov complexity are equivalent up to constant factors.

18.3.1 Kolmogorov complexity is not computable

We’ve seen that Kolmogorov compression can be computably inverted, and we’ve also seen that it is
the best possible compression with that property (up to constant factors). Unfortunately, it turns
out that Kolmogorov compression is not computable. That is, while we can unzip a Kolmogorov-
zipped string using a Turing machine (or computer program), we cannot zip a string using Kol-
mogorov’s scheme in the first place, at least not in a computable way (we cannot write a program
or a Turing machine to zip strings in that manner).

The proof of this is amazingly simple. Suppose by contradiction that we had a Turing machine
M which computes K, so that on input w, the machine M(w) outputs K(w) and halts. Consider
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the following Turing machine Mn, which generates a string of Kolmogorov complexity at least n.
When run on ✏, the machine Mn will iterate over all strings in lexicographic order, and for each
such string w, it will run M on it to get K(w), until it finds a string w with K(w) � n. Note
that as we’ve seen, every compression scheme must have some string of length n which cannot be
compressed below length n; in particular, there is always a string w of length at most n such that
K(w)  n, so the machine Mn will always eventually halt.

What is the description length of Mn (that is, the length of hMni)? Well, Mn needs to encode
the machine M which computes K, and it needs to encode a loop over all strings in lexicographic
order. However, both of those subroutines are independent of n. Additionally, the machine Mn

needs to encode the number n itself, so that it can compare K(w) to n for each string w. Encoding
n can be done in binary, so Mn can use O(log n) states and transitions to write n on the tape. In
total, the length of hMni can be made to be at most O(log n); that is, at most A log2 n+B for some
constants A and B which are independent of n.

Now, recall that n grows much faster than O(log n). In particular, there is some natural number
n large enough that n > A log2 n+B. For such a number n, the machine Mn generates a string of
Kolmogorov complexity at least n, despite having description length less than n; but by definition,
if Mn generates w, then K(w) is at most hMni, which is less than n, which means Mn would not
output w! We get a contradiction, so the machine M could not have existed in the first place.

This proof is similar to the following paradox: “consider the smallest natural number which
cannot be described in fewer than one thousand English words.” Of course, such a number must
exist, since there are finitely many sequences of at most a thousand English words, and so at
most finitely many natural numbers may be described in this way. Since there are infinitely many
numbers, some of them cannot be described in fewer than a thousand words, and we can certainly
talk about the minimum such number. Let’s call it k. Then we just described k using fewer than a
thousand English words!

The key to this paradox, however, is that the notion of “described by at most thousand English
words” is not really well-defined. If we tried to define it properly, we might say something like
“the smallest number which cannot be described by a Turing machine of size at most 1,000”, which
is indeed well-defined – it is the smallest number of Kolmogorov complexity greater than 1000.
However, the punchline of “we just described it” no longer works – we would like to say “we just
constructed a small Turing machine which outputs it, simply by telling the machine to search for
the first string of Kolmogorov complexity greater than 1000,” in order to get a paradox; however,
constructing such a machine requires computing the Kolmogorov complexity of numbers, which is
not possible. If it were possible, then the paradox would work in real life, and mathematics would
break.
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