
CS885 Reinforcement Learning
Lecture 11a: June 6, 2018

Hidden Markov Models
[RusNor] Sec. 15.3 [SutBar] Sec. 17.3
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Reinforcement Learning Problem

Agent

Environment

State
Reward Action

Goal: Learn to choose actions that maximize rewards
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Observation
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• Assumptions: 
– (first-order) Markovian: 

Pr 𝑠! 𝑠!"#, … , 𝑠$ = Pr(𝑠!|𝑠!"#)
– Stationary:

Pr 𝑠! 𝑠!"# = Pr(𝑠!%#|𝑠!) ∀𝑡

Markov Process

s1 s2 s3 s4 s5
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• Assumptions: 
– (first-order) Markovian: 

Pr 𝑠! 𝑠!"#, … , 𝑠$ = Pr(𝑠!|𝑠!"#)
– Stationary:

Pr 𝑠! 𝑠!"# = Pr(𝑠!%#|𝑠!) ∀𝑡
Pr 𝑜! 𝑠! = Pr(𝑜!%#|𝑠!%#) ∀𝑡

Hidden Markov Model

s1 s2 s3 s4 s5
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Speech Recognition
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Mobile Robot Localisation
• Example of a Markov process

• Problem: uncertainty grows over time…
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Mobile Robot Localisation
• Hidden Markov Model:

𝒔: coordinates of the robot on a map
𝒐: distances to surrounding obstacles (measured by laser 
range finders or sonars)
𝐏𝐫(𝒔𝒕|𝒔𝒕"𝟏): movement of the robot with uncertainty
𝐏𝐫(𝒐𝒕|𝒔𝒕): uncertainty in the measurements provided by 
laser range finders and sonars

• Localisation: Pr(𝑠!|𝑜! , … , 𝑜")?

University of Waterloo
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Inference in temporal models
• Four common tasks:

– Monitoring: Pr(𝑠!|𝑜#..!)
– Prediction: Pr(𝑠!%)|𝑜#..!)
– Hindsight: 𝑃𝑟(𝑠)|𝑜#..!) where 𝑘 < 𝑡
– Most likely explanation:

𝑎𝑟𝑔𝑚𝑎𝑥*!,…,*" Pr(𝑠#..!|𝑜#..!)

• What algorithms should we use?

University of Waterloo



CS885 Spring 2018 Pascal Poupart 9

Monitoring
• Pr(𝑠!|𝑜"..!): distribution over current state given 

observations
• Examples: robot localisation, patient monitoring
• Recursive computation:

Pr 𝑠! 𝑜#..! ∝ Pr(𝑜!|𝑠!, 𝑜#..!"#)Pr(𝑠!|𝑜#..!"#) by Bayes’ thm
= Pr 𝑜! 𝑠! Pr(𝑠!|𝑜#..!"#) by conditional independence
= Pr 𝑜! 𝑠! ∑*"#! Pr(𝑠!, 𝑠!"#|𝑜#..!"#) by marginalization
= Pr 𝑜! 𝑠! ∑*"#! Pr 𝑠! 𝑠!"#, 𝑜#..!"# Pr(𝑠!"#|𝑜#..!"#)

by chain rule
= Pr 𝑜! 𝑠! ∑*"#! Pr 𝑠! 𝑠!"# Pr(𝑠!"#|𝑜#..!"#) by cond. ind.
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Forward Algorithm
• Compute Pr(𝑠!|𝑜"..!) by forward computation

Pr 𝑠# 𝑜# ∝ Pr 𝑜# 𝑠# Pr(𝑠#)
For 𝑖 = 2 to 𝑡 do

Pr 𝑠- 𝑜#..- ∝ Pr 𝑜- 𝑠- ∑*$#! Pr 𝑠- 𝑠-"# Pr(𝑠-"#|𝑜#..-"#)
End

• Linear complexity in 𝑡
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Prediction
• Pr(𝑠!$%|𝑜"..!): distribution over future state given 

observations
• Examples: weather prediction, stock market prediction

• Recursive computation
Pr 𝑠!%) 𝑜#..! = ∑*"%&#! Pr(𝑠!%), 𝑠!%)"#|𝑜#..!) by marginalization
= ∑*"%&#! Pr 𝑠!%) 𝑠!%)"#, 𝑜#..! Pr(𝑠!%)"#|𝑜#..!) by chain rule

= ∑*"%&#! Pr 𝑠!%) 𝑠!%)"# Pr(𝑠!%)"#|𝑜#..!) by cond. ind.
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Forward Algorithm
1. Compute Pr(𝑠!|𝑜"..!) by forward computation
Pr 𝑠# 𝑜# ∝ Pr 𝑜# 𝑠# Pr 𝑠#
For 𝑖 = 1 to 𝑡 do

Pr 𝑠- 𝑜#..- ∝ Pr 𝑜- 𝑠- ∑.$#! Pr 𝑠- 𝑠-"# Pr(𝑠-"#|𝑜#..-"#)
End

2. Compute Pr(𝑠!$%|𝑜"..!) by forward computation
For 𝑗 = 1 to 𝑘 do

Pr 𝑠!%/ 𝑜#..! = ∑*"%'#! Pr 𝑠!%/ 𝑠!%/"# Pr(𝑠!%/"#|𝑜#..!)

End

• Linear complexity in 𝑡 + 𝑘
University of Waterloo



13

Case Study: Activity Recognition
• Task: infer activities performed by a user of a smart walker
– Inputs: sensor measurements
– Output: activity 

Backward view Forward view
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Inputs: Raw Sensor Data
• 8 channels:

– Forward acceleration
– Lateral acceleration
– Vertical acceleration
– Load on left rear wheel
– Load on right rear wheel
– Load on left front wheel
– Load on right front wheel
– Wheel rotation counts (speed)

• Data recorded at 50 Hz and digitized (16 bits)
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Data Collection
• 8 walker users at Winston Park  (84-97 years old)
• 12 older adults (80-89 years old) in the Kitchener-Waterloo 

area who do not use walkers
Output: Activities

– Not Touching Walker (NTW)
– Standing (ST)

– Walking Forward (WF)
– Turning Left (TL)
– Turning Right (TR)

– Walking Backwards (WB)
– Sitting on the Walker (SW)

– Reaching Tasks (RT)
– Up Ramp/Curb (UR/UC)
– Down Ramp/Curb (DR/DC)

CS489/698 (c) 2018 P. Poupart
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Hidden Markov Model (HMM)

• Parameters
– Initial state distribution:  𝜓!"#$$ = Pr(𝑠% = 𝑐𝑙𝑎𝑠𝑠)
– Transition probabilities:  𝜃!"#$$&|!"#$$ = Pr(𝑠()% = 𝑐𝑙𝑎𝑠𝑠&|𝑠( = 𝑐𝑙𝑎𝑠𝑠)

– Observation probabilities:   𝜙*#"|!"#$$
+ = Pr(𝑜(+ = 𝑣𝑎𝑙|𝑜( = 𝑐𝑙𝑎𝑠𝑠)

or   𝑁 𝑣𝑎𝑙 𝜇!"#$$+ , 𝜎!"#$$+ ) = Pr(𝑜(+ = 𝑣𝑎𝑙|𝑜( = 𝑐𝑙𝑎𝑠𝑠)

• Maximum likelihood:
– Supervised:     𝜓∗, 𝜃∗, 𝜙∗ = 𝑎𝑟𝑔𝑚𝑎𝑥-,/,0 Pr(𝑠%:2 , 𝑜%:2|𝜓, 𝜃, 𝜙)

– Unsupervised: 𝜓∗, 𝜃∗, 𝜙∗ = 𝑎𝑟𝑔𝑚𝑎𝑥-,/,0 Pr(𝑜%:2|𝜓, 𝜃, 𝜙)

𝑠!

𝑜!" 𝑜!# 𝑜!$…

𝑠!%"

𝑜!%"" 𝑜!%"# 𝑜!%"$…

𝑠!%#

𝑜!%#" 𝑜!%## 𝑜!%#$…
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Demo
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