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Streams of relational queries submitted by client applications to database servers contain patterns that can be used to predict future requests. We present the Scalpel system, which detects
these patterns and optimizes request streams using context-based predictions of future requests.
Scalpel uses its predictions to provide a form of semantic prefetching, which involves combining
a predicted series of requests into a single request that can be issued immediately. Scalpel’s semantic prefetching reduces not only the latency experienced by the application but also the total
cost of query evaluation. We describe how Scalpel learns to predict optimizable request patterns by
observing the application’s request stream during a training phase. We also describe the types of
query pattern rewrites that Scalpel’s cost-based optimizer considers. Finally, we present empirical
results that show the costs and benefits of Scalpel’s optimizations.
Categories and Subject Descriptors: C.2.4 [Computer-Communication Networks]: Distributed
Systems—Distributed databases; H.2.4 [Database Management]: Systems—Transaction
processing
General Terms: Performance
Additional Key Words and Phrases: Prefetching, query streams

1. INTRODUCTION
Relational database applications establish database server connections
through which they issue streams of query and update requests and fetch the
results of those requests. Although there has been a great deal of work on
relational query optimization, most of that work focuses on optimizing the processing of individual requests by the database server. Here, we consider the
problem of optimizing the stream of client/server interactions that occurs over
a connection, rather than individual requests.
As an illustration of the kind of optimization we hope to achieve, consider the
client-side database application code shown in Figure 1. The code is adapted
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Fig. 1. SQL-Ledger get openinvoices function.

Fig. 2. The join query Q opt .

from SQL-Ledger [Simader 2004], a web-based double-entry accounting system written in Perl. The get openinvoices function retrieves a list of all open
invoices for a given customer that were recorded with a given monetary currency. If the given currency differs from the configured system default, then the
exchange rate for each invoice is retrieved using the get exchangerate function. When this application runs, it issues a series of small single-table queries
(Q 1 , Q 2 , Q 2 , Q 2 , . . .) to the database server. It uses the results of these queries
to perform a two-way, nested loops join on the client side.
In this article, we present the Scalpel system, which optimizes application
request streams using context-based predictions of upcoming requests. Scalpel
monitors the requests issued by the client application and learns to recognize
and optimize query patterns. For example, if Scalpel recognizes the nested
query pattern (Q 1 , Q 2 , Q 2 , Q 2 , . . .) generated by the application in Figure 1,
it can replace the entire pattern with a single, larger query similar to Q opt ,
which is shown in Figure 2. Query Q opt performs the join at the server and
returns all of the data that would have been returned by Q 1 and the series of
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inner Q 2 queries. Scalpel is transparent to the database client: no changes to
the application code are required.
Scalpel’s rewrites are predictive. When Scalpel sees Q 1 , it predicts that Q 1
will be followed by a series of nested Q 2 queries. Based on this prediction, it
issues Q opt , rather than Q 1 , to the server. If the application then requests Q 2
as expected, Scalpel does not pass Q 2 to the server. Instead, it extracts the
required data from the result of Q opt and returns that to the application. If
the application behaves unexpectedly, perhaps by issuing a different query Q 3 ,
then Scalpel can simply forward Q 3 to the server for execution. In this case
Scalpel has done some extra work, since Q opt is a larger and more complex
query than Q 1 . However, Scalpel always returns correct results to the client.
By replacing Q 1 with Q opt , Scalpel implements a kind of prefetching. We call it
semantic prefetching because Scalpel must understand the queries Q 1 and Q 2
in order to generate an appropriate Q opt .
There are two reasons to do semantic prefetching. First, it provides the query
optimizer at the server with more scope for optimization. For example, the application shown in Figure 1 effectively joins two tables at the client site. However, the server’s optimizer will be unaware that the join is occurring. Scalpel’s
rewrite makes the server aware of the join, allowing its optimizer to consider
alternative join methods that it may implement.
Second, by replacing many small queries with fewer larger queries, Scalpel
can reduce the latency and overhead associated with the interconnection network and the layers of system interface and communications software at
both ends of the connection. These costs can be quite significant, as noted by
Bernstein et al. [1999]. We measured the cost of fetching a single in-memory row
from several commercial relational database management systems. Regardless
of whether the client used local shared memory or an inter-city WAN to communicate with the server, overhead was consistently over 99% of the total query
time. This excludes the cost of parsing and optimizing the query text, which
would make the overhead even higher. For the application shown in Figure 1,
this means that almost all of the time spent issuing queries Q 2 to the server is
overhead.
A potential objection to Scalpel is that the problems we have illustrated can
be solved by manually rewriting the client applications. For example, the two
functions shown in Figure 1 could be replaced by a single function that opens
Q opt (Figure 2). However, we claim that there is a place for both manual application tuning and automatic, run-time optimization of application request
streams. Manual tuning can clearly improve application performance, but runtime optimization has some strengths that application tuning does not. First,
run-time optimization can take advantage of information that is not known at
application development time, or that varies from installation to installation.
For example, when the monetary currency of the report differs from the default currency, the implementation of the get openinvoices function shown in
Figure 1 is much worse than a revised implementation based on the join query
of Figure 2. However, if the report currency and the default currency are the
same, the implementation of Figure 1 will perform best. For which of these
circumstances should the implementation be tuned? The programmer may not
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know the answer to this question; worse, the answer may be different for different instances of the program. Other examples of run-time information that may
have a significant impact on the performance of the application are program
parameter values, data distributions, and system parameters such as network
latency. A run-time optimizer can consider these factors in deciding how best
to interact with the database server.
A second argument in favor of run-time optimization is a software engineering argument. Performance is not the only issue to be considered when designing and implementing an application. For example, the SQL-Ledger application
actually calls get exchangerate from eight locations. Only one of these calls is
shown in Figure 1. Rewriting get openinvoices to use the join query of Figure 2
breaks the encapsulation of the exchange rate computation that was present
in the original implementation, resulting in duplication of the application’s exchange rate logic. This kind of duplication can lead to increased development
cost and possible maintenance issues.
Finally, there is the issue of the time and effort required to tune applications.
While we do not expect Scalpel to eliminate the need for manual application
tuning, any performance tuning that can be accomplished automatically can
reduce the manual tuning effort. Scalpel may be particularly beneficial for tuning automatically or semi-automatically generated application programs, for
which there may be little or no opportunity for manual tuning.
1.1 Application Request Patterns
We surveyed a set of database application programs to identify the kinds of
query patterns they produce, and the prevalence of those patterns. We describe
two of these systems in more detail in Section 8. We considered open-source
systems and proprietary applications, ranging from on-line order processing
systems to report generating systems.
From our application sample, we identified three types of query patterns that
are amenable to optimization: batches, nesting, and data structure correlations.
A batch is a sequence of related queries. Each query in a batch is opened,
fetched, and closed before the next query is opened. The queries may be related
in the sense that a query may provide parameter values which are used when
a subsequent query is opened.
In the nesting pattern, one query is opened and then other queries are
opened, executed, and closed for each row of the outer query. Figure 1 showed
an example of an application that generates a nesting query pattern. The nesting pattern effectively implements a nested loops join in the application. Data
structure correlations are similar to nesting, in that there is an inner query
that is executed for each row fetched from an outer query. In the case of a data
structure correlation, the application opens the outer query, fetches the outer
rows into a data structure, then closes the outer query. Then, an inner query is
executed for some or all of the values stored in the data structure.
Batches were common in all of the applications we considered. Nesting or
data structure correlation also occurred in each of the applications, although
less frequently than batches. Although nesting and data structure correlation
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Fig. 3. Scalpel structure during training phase. Scalpel components are shaded.

are less common than batches, the potential payoff for optimizing these patterns
is greater because they usually allow more database requests to be eliminated.
For example, the SQL-Ledger application in Figure 1 issues Q 2 once for each
customer invoice. All of these queries can be replaced by a single query. Although both nesting and data structure correlation offer a large optimization
payoff, nesting patterns are easier than data structure correlations to detect
and optimize.
We have developed techniques for detecting and exploiting both batches and
nesting patterns [Bowman 2005]. However, in this article, we will focus exclusively on nesting. The remainder of the paper is structured as follows. Section 2
provides an overview of the Scalpel system. Section 3 describes how Scalpel
monitors application request streams and learns to predict nested query patterns. Sections 4 and 5 describe describe how Scalpel’s cost-based optimizer
chooses effective predictive rewrites for such patterns, and Section 6 describes
how these rewrites are applied at run time to the application’s request stream.
In Sections 7 and 8, we present synthetic experiments and two case studies that
illustrate the costs and benefits of Scalpel. Section 9 describes the issues that
updates pose for semantic prefetching, and discusses how Scalpel addresses
them.
2. SCALPEL SYSTEM ARCHITECTURE
The Scalpel system is located between database client applications and the
database server, on the client side of the client/server interconnect. Scalpel operates in two phases: a training phase and a run-time phase. Figure 3 illustrates
the operation of Scalpel in the training phase. Scalpel monitors database interface calls that are made by the application, and passes them to the Pattern
Detector for analysis. The Pattern Detector, which is described in Section 3,
builds a context tree, which describes the nested application request patterns
that have been generated by the client application. At the conclusion of the
training period, the Pattern Optimizer (Section 5) analyzes the context tree
and uses the Cost Model to determine whether it is worthwhile to rewrite any
of the observed patterns. If so, the Query Rewriter (Section 4) rewrites the
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Fig. 4. Scalpel structure during run-time. Scalpel components are shaded.

patterns and annotates the context tree with them. The annotated context tree
is recorded in the Scalpel’s database for use during run-time.
Scalpel’s run-time operation is illustrated in Figure 4. At run-time, Scalpel
again monitors the client application and compares the application’s request
stream against the request patterns that are encoded in the stored context tree.
When the Prefetcher detects a request for which there is a rewrite, it applies
the rewrite and issues the rewritten request to the server. Run-time operation
is described in more detail in Section 6.
When client applications submit requests to a DBMS, they do so using API
calls to a DB client library provided by the DBMS vendor. These calls are used
to prepare SQL statements for later execution, to open cursors, to fetch rows
from open cursors, and to close cursors. The DB client library implements these
calls using some form of interprocess communication with the DBMS. There
is significant variation in the details of the calls handled by different DBMS
products. For the sake of generality, we use a simplified representation of a
request stream. By request stream, we mean the sequence of calls made by an
application to the DB client library and monitored by Scalpel. We assume that
a request stream consists of the following types of requests:
CONNECT. Initiate a connection between the client application and the
DBMS.
EXECUTE. Modify the database, for example, by inserting, deleting, or updating rows.
OPEN. Send a query to the DBMS, returning a cursor which can be used
to fetch the rows of the query result.
FETCH. Fetch a row from an open cursor.
CLOSE. Close an open cursor.
COMMIT. Terminate the current transaction and implicitly close any open
cursors.
DISCONNECT. Terminate a connection, and implicitly close any open cursors.
Since our interest is in rewriting application queries, we will be concerned
primarily with sequences of OPEN, FETCH, and CLOSE requests. Updates are also
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Fig. 5. Trace example showing contexts, results, and parameter correlations.

significant, and can potentially have an effect on the correctness of Scalpel’s
query rewrites. However, to simplify our presentation, we will defer discussion
of EXECUTE requests until Section 9. COMMIT requests are of interest primarily
because they implicitly close open cursors. For now, we will represent them
and treat them like CLOSE. However, there is some discussion of the impact
on Scalpel of transactions and SQL isolation levels in Section 9. CONNECT and
DISCONNECT requests do not have a significant impact on Scalpel’s behavior (except for closing cursors) and we assume that they occur relatively infrequently,
so we have not shown them explicitly in our examples.
Figure 5 shows an example of a request stream that could have been produced
by an application running the program from Figure 1. The “Request” column
shows the actual sequence of requests issued by the application and monitored
by Scalpel. The “Result” column shows the result of each request. Since Scalpel
is located between the DBMS client library and the application, it can also
monitor these result values. The “Context” and “Correlations” columns will
be explained in Section 3. The example request stream illustrates a nested
query pattern, in which Q 2 is nested within Q 1 . This is clear because each
OPEN/CLOSE pair for Q 2 occurs between the OPEN and CLOSE requests for Q 1 .
Currently, Scalpel works only with request streams that are strictly nested,
like the example. Strict nesting means that if Q 1 ’s OPEN precedes Q 2 ’s OPEN,
then Q 2 ’s CLOSE precedes Q 1 ’s CLOSE.
In the rest of the article, we will assume that Scalpel is optimizing a request
stream or a sequence of request streams produced by a single client application.
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However, it is not difficult to generalize this to multiple clients generating request streams over concurrent connections. To handle that situation, Scalpel
would track multiple current contexts, one for each concurrent client. Each
monitored request would be tagged to identify the connection over which it
came. The Pattern Detector would build a single context tree, but track multiple current contexts within that tree. The Pattern Detector would use the tags
to determine which of the current contexts to update.
Another potential issue is connection pooling, which is used to multiplex multiple logical database connections onto a single physical connection. Pooling is
irrelevant to Scalpel if the Call Monitor can be placed between the application
and the system or library that implements pooling. For example, if connection pooling is implemented in the DB Client Library (Figures 3 and 4), as is
done in some commercial DBMS, then connection pooling will be transparent
to Scalpel. If pooling is implemented above the DB Client Library, for example,
in an application server, then the Call Monitor should be located between the
pooling implementation and the applications themselves. This should not be
difficult because a pooling implementation should present an API that is very
similar to that of the DB Client library, with which Scalpel is designed to work.
Alternatively, Scalpel can be made to monitor the pooled connection. However,
in this case, it must have a way to identify the logical connection with which
each request is associated.
3. TRAINING SCALPEL
In this section, we describe the operation of the Scalpel Pattern Detector, which
was shown in Figure 3. The role of the Pattern Detector is to record the various
queries that are opened in the request stream, and to track the situations,
or contexts, in which each query appears. Intuitively, if a query appears in
a particular context during the training period, then Scalpel may be able to
predict that that query will occur when the same context occurs at run time.
Since our goal is to detect nested query patterns, we choose to define contexts
in terms of query nesting. Specifically, for each request r in the request stream,
we define the context at r as the ordered list of queries that are open when
r occurs. We write contexts using path-separator notation to emphasize their
nested nature. The “Context” column in Figure 5 shows the context of each of
the requests in that stream. For example, the context of the FETCH request on
line 12 is /Q 1 /Q 2 , which means that queries Q 1 and Q 2 are both open at the
time of the FETCH, and that Q 1 was opened before Q 2 . If /Q 1 /Q 2 /· · ·/Q n is a
context, we refer to Q n as the inner query of the context, and the remaining
queries as the outer queries.
The Pattern Detector builds a context tree, which represents the queries and
contexts that it observes during the training period. Figure 6 shows the context
tree that the Detector would construct for the trace from Figure 5. A context tree
consists of a node for each distinct context that occurs in the request stream.
From each node is an edge corresponding to each query that is opened at least
once in that context. Each edge leads to the context that results when the
corresponding query is opened.
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Fig. 6. Context tree for the trace from Figure 5.

Fig. 7. Part of the context tree for the SQL Ledger application.

The application snippet shown in Figure 1 is fairly simple, and so is its
context tree. Figure 7 shows another example of a context tree, which is a
portion of the context tree produced by the Pattern Detector during our case
study of the SQL Ledger application (Section 8.2). In more realistic context
trees like this one, several different queries may occur within a given context,
for example, both Q 2 and Q 3 occur in context /Q 1 , and the same query may
occur in multiple contexts, for example, Q 5 occurs in contexts /Q 4 and /Q 8 .
3.1 Application Predicates
The presence of an edge Q from a context C in the context tree indicates that the
Pattern Detector observed Q being opened at least once in context C. However,
predicates in the application code may dictate that Q occurs during some occurrences of C, but not during others. For example, the predicate (currency !=
defaultcurrency) in Figure 1 determines whether query Q 2 will occur in context /Q 1 . To determine whether a request rewrite is worthwhile, Scalpel’s Pattern Optimizer requires an estimate of how likely it is that Q will occur in
context C. For this reason, the Pattern Detector maintains two probability estimates for each context. Section 5.2 describes how the Pattern Optimizer uses
these two probabilities to estimate the costs of potential rewrites of nested
request patterns.
The first estimate, called EST-P, is an estimate of the probability that an inner
query will be opened for each outer query row. Suppose that C is a context with
inner query Q and that C p is C’s parent in the context tree, that is, C is C p /Q.
EST-P(C) is defined as the number times Q is opened within C p , divided by
the number of rows fetched from the inner query of C p .1 For example, if C is
1 At

present, Scalpel assumes the inner query will be opened at most one time for each outer row,
which implies that EST-P will be no greater than 1.
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/Q 1 /Q 2 , then EST-P(C) is the number times Q 2 is opened within /Q 1 divided by
the number of rows fetched from Q 1 .
Although EST-P provides useful information about how likely Q is within
context C, this information is sometimes insufficient for the Pattern Optimizer.
Suppose that Scalpel observes that context /Q 1 is entered a total of four times,
and that on each occasion the application fetches 4 rows from Q 1 . Suppose further that /Q 1 /Q 2 is a child context and that Scalpel has estimated EST-P(/Q 1 /Q 2 )
to be 0.5. This indicates that Q 2 was opened for half of the 16 rows fetched from
Q 1 . However, it provides no information about which of those 16 rows resulted
in Q 2 being opened. In particular, it does not distinguish the case in which half
of the fetched rows result in Q 2 each time Q 1 is opened from the case in which
all of the fetched rows result in Q 2 half of the times that Q 1 is opened. This
distinction is important to Scalpel’s Pattern Optimizer, since it affects the relative costs of some of the rewrites that it considers. For this reason, the Pattern
Detector tracks a second estimate, called EST-P0, for each context in the tree.
For C = C p /Q, EST-P0(C) is an estimate of the probability that Q will be opened
at least once whenever context C p is entered. Thus, EST-P0(/Q 1 /Q 2 ) will be 1.0
in the first scenario described above, and it will be 0.5 in the second scenario.
3.2 Query Parameters
Queries are often parameterized. Although the context tree is sufficient to identify nested query patterns, Scalpel requires additional information if it is to
be able to rewrite these patterns. Suppose that Scalpel’s context tree predicts
nested Q 2 queries when Q 1 is opened, and that Scalpel is considering combining Q 1 and Q 2 into a single query similar to Q opt (Figures 1 and 2), which will be
issued to the database server in place of Q 1 . Since Q 2 is parameterized, Scalpel
needs to predict the values of Q 2 ’s input parameters, and not just the occurrence of Q 2 itself. Otherwise, Scalpel will not be able to derive an appropriate
query (Q opt ) with which to replace Q 1 .
To accomplish this, Scalpel tries to identify nested queries whose input parameter values are correlated with specific input and output parameters of the
queries in the current context. By monitoring input and output parameter values, Scalpel learns to predict correlations between the input parameters of the
inner query and the input and output parameters of the outer queries in each
context. Specifically, for each node C in the context tree, the Pattern Detector
maintains a set of correlations for the input parameters of the inner query of
C, which we will call Q. Currently, Scalpel is capable of detecting three kinds
of correlations for Q’s input parameters:
3.2.1 Input Parameter Correlation. An input parameter correlation is a
correlation between one of Q’s input parameters and an input parameter of
one of the outer queries of C. We use the notation i → j in. p to represent a
correlation between the ith input parameter of Q and the pth input parameter
of the j th outer query in C. The meaning of such a correlation is that every time
context C is entered (i.e., every time Q is opened within the outer queries of C),
the value of Q’s ith input parameter matches the value of the input parameter
it is correlated to.
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3.2.2 Output Parameter Correlation. An output parameter correlation is
a correlation between one of Q’s input parameters and a value fetched from
one of the outer queries of C. Scalpel only considers correlations between Q’s
input parameters and values in the most recently fetched tuple from each of the
outer queries in C. We use the notation i → j. out[ p] to represent a correlation
between the ith input parameter of Q and the pth attribute of the result of the
j th outer query in C. As was the case for input parameter correlations, an
output parameter correlation means Q’s ith input parameter matches the pth
attribute of the most recently fetched row of the j th outer query every time
that Q is opened in C. (However, note that each open of Q may correspond to
a different row fetched from the outer query.)
3.2.3 Constant Correlation. A constant correlation indicates that an input
parameter of Q has the same value every time that Q is opened in context C.
We use the notation i → v to represent a constant correlation for the ith input
parameter of Q, where v is the constant value of that parameter.
To detect correlations, the Pattern Detector records the values of the input
parameters of each open query, as well as the value of the most recently fetched
row from each open query. The first time that a query Q is opened in context C,
the Pattern Detector creates a new context C/Q. In addition, it compares Q’s
input parameters to the recorded input and output parameters of the queries
in C to determine an initial list of correlations that hold for C/Q. On each subsequent open of Q in C, the Pattern Detector checks each of the correlations for
C/Q and eliminates any that no longer hold. This ensures that any remaining
correlations have held every time Q was opened in C.
The “Correlations” column of Figure 5 shows the correlations that hold for
each opened query after each OPEN request in the trace. For example, at line 3
in Figure 5, after Q 2 has opened for the first time in context /Q 1 , the Pattern
Detector initializes the set of correlations for /Q 1 /Q 2 to include the following:
1 → 1.in[2]. This indicates that curr1, the value of the first input parameter of Q 2 (currency), matches the value of the second input parameter of the
first (outermost) query in the current context, which is Q 1 .
2 → 1.out[2]. This indicates that date1, the value of Q 2 ’s second input
parameter (transdate), matches the value of the second field in the most recent
tuple fetched from Q 1 , at line 2.
1 → curr1,2 → date1. These constant correlations indicate that Q 2 ’s
first and second input parameters have been constant each time that Q 2 has
been opened in this context. At this point, of course, Q 2 has only been opened
once in context /Q 1 .
At line 7 of Figure 5, Q 2 is opened a second time in context /Q 1 . After this
open, 2 → date1 is eliminated from the set of correlations, since Q 2 ’s second input parameter was not equal to date1. The three remaining correlations
continue to hold at line 7, and also at line 11.
Inspection of the code in Figure 1 reveals that the observed correlations
1 → 1.in[2] and 2 → 1.out[2] correspond to actual parameter correlations
in application that generated the trace. The third correlation, 1 → curr1, is
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Fig. 8. An example application (a), and the corresponding context tree (b).

spurious. With a sufficiently long training period, we hope that such spurious
correlations will be eliminated, as the correlation 2 → date1 was. However,
there is no guarantee of this: true correlations will be detected if they are observed at least once in the training trace, but spurious correlations are possible.
Spurious correlations may cause Scalpel to generate semantic prefetches that
are not useful. Since Scalpel can recognize such prefetches at run-time, this may
impact the system’s performance but it will not cause Scalpel to return incorrect
query results to the application. This issue is discussed further in Section 6.
4. EXECUTION ALTERNATIVES
At the conclusion of the training period, Scalpel’s pattern detector produces a
context tree annotated with probability estimates and parameter correlations.
This tree is then passed to the Pattern Optimizer and the Query Rewriter,
which determine whether any rewrites should be applied to the application’s
request stream at run-time. In this section, we describe the kinds of rewrites
that Scalpel considers. Section 5 describes how Scalpel determines which application requests, if any, should be rewritten, and which type of rewrite to use
for each such request.
To illustrate the types of rewrites that Scalpel considers, we will use the artificial application example shown in Figure 8(a) and the corresponding context
tree shown in Figure 8(b). This is the context tree that the Pattern Detector
should produce given a sufficiently long training trace of application requests.
Scalpel considers three fundamental approaches to the execution of nested application queries like Q m , Q xy , and Q abcdef :
Nested Execution. Nested execution means that a nested query, like Q m , is
executed as it was originally by the application program. In this case, a separate
instance of Q m will be executed for each row fetched from the outer query, Q xy .
Unified Execution. Unified execution means that an inner query is combined with the outer query into a single query. For example, Scalpel might
combine Q m with Q xy , or it might combine Q abcdef with Q RST . The result of
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Fig. 9. Fetch traces.

the combined query includes the results of the original outer query as well as
the results of all predicted instances of the inner query. When the application
opens the original outer query, Scalpel issues the combined query instead. Each
time the application then opens the inner query, Scalpel extracts the required
results from the result of the combined query. This approach was called unified
by Fernandez et al. [2001].
Partitioned Execution. Partitioned execution also combines the inner and
outer queries. The combined query encodes the results of all of the predicted
instances of the inner query. Under partitioned execution, the application’s
outer query is shipped unmodified to the database server. However, the first
time the application opens the inner query (e.g., Q abcdef ), Scalpel issues the
combined query instead. Subsequent opens of the inner query are answered
using the results of the combined query. This effectively executes the nested
query like a distributed join in which the inner table (Q abcdef ) is moved to the
outer table’s location and joined there, in this case by the application code.
Scalpel currently considers two different forms of unified execution and two
different forms of partitioned execution, in addition to nested execution. In
the remainder of this section, these execution strategies are described in more
detail. Figure 9 illustrates the various strategies that will be discussed by showing how they would apply to the an execution of the application fragment from
Figure 8. In each part of the figure, each column corresponds to one of the
four application queries, and time advances from the top of the figure to the
bottom. Rectangles are used to denote separately opened and fetched cursors.
The letters within the cursor rectangles represent the tuples returned through
those cursors. The various queries are named according to the tuples that they
return, for example, Q RST returns tuples R, S, and T .
4.1 Nested Execution
Figure 9(a) illustrates the nested execution strategy. In this example, a total
of nine cursors are opened. Although fixed per-request costs are associated
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Fig. 10. Combined nested SQL-Ledger query (not legal SQL/99).

with each of these cursors, the nested execution strategy may be appropriate
if the inner query is opened infrequently. For example, this will be true for
the get openinvoices function in Figure 1 if the report currency is usually the
same as the default currency.
4.2 Unified Execution
Under the unified execution strategy, Scalpel combines the inner and outer
queries into a single query which returns all of the rows that would have been
returned by the individual outer and inner queries. When the Prefetcher component observes the application opening the outer query (in the correct context),
it submits instead the combined query. The Scalpel system then uses the cursor
opened over the combined query to respond to the application’s requests to fetch
rows from the inner and outer queries that were combined.
Many unified strategies are possible. Scalpel’s optimizer currently considers
two representative unified strategies, one that combines the outer and inner
queries using an (outer) join and another which combines them using an outer
union. We describe these two strategies next. To actually combine the queries,
Scalpel makes use of an SQL construct called lateral derived tables. In the
remainder of this section, we first describe lateral derived tables (Section 4.2.1),
and then show how they are used to perform the outer join (Section 4.2.2) and
outer union (Section 4.2.3) rewrites.
4.2.1 Lateral Derived Tables. Figure 2 illustrates one way to combine the
inner and outer queries from the SQL-Ledger application from Figure 1. The
query is expressed using a join in an unnested style, and is likely to execute
efficiently. However, the algorithm for combining the two queries requires a
flattening of the nesting relationship that is present in the client application. This is a nontrivial procedure that has been studied extensively for the
case when the nesting is present within a single query. If we could combine
the two queries into a single nested query, we would have a relatively simple way to combine queries, and we could rely on rewrite optimizations implemented in the DBMS optimizer to unnest the query and generate an efficient access plan. For example, if we could write a query such as the one in
Figure 10, we could easily express the application’s query nesting, allowing the
DBMS query optimizer to select the best execution strategy. Unfortunately, the
query in Figure 10 is not legal according to SQL/99. The references to O.curr
and O.transdate within query I are outer references, and are not within the
scope of O.
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Fig. 11. Combined nested SQL-Ledger query using Shanmugasundaram’s approach [2001].

Shanmugasundaram et al. [2001] used a clever approach to combine queries,
relying on the fact that the scope clause of a table reference includes all of the
join conditions for joins containing the table reference. Their approach would
result in the query in Figure 11. This approach works adequately for queries
consisting of select-project-join (SPJ), where the correlation value is used only
in predicates in the WHERE clause of the inner query. As described, however,
this approach does not work with cases where the correlations appear in more
complex contexts such as an ON condition of an outer join in the FROM clause or
in an expression in the SELECT list.
Galindo-Legaria and Joshi [2001] showed that, in principle, the approach
described by Shanmugasundaram et al. [2001] could be extended to handle
arbitrary queries. However, the transformations used to decorrelate the inner
query may generate queries that are significantly more expensive than the
original, correlated, variant. Cost-based optimization is needed to determine
whether decorrelation is warranted; this type of optimization is best performed
by the DBMS optimizer.
Fortunately, SQL/99 [International Standards Organization 1999] introduced a new construct called lateral derived tables, and this feature makes
it easy to express nesting in the FROM clause. Using the keyword LATERAL, we
are able to write a query in the style of Figure 10 that is legal. By writing a
query with nesting in the FROM clause, we directly express the original application semantics to the DBMS optimizer, allowing it to perform any decorrelation
that it estimates is beneficial. The LATERAL keyword signals that the inner derived table contains outer references, and it is equivalent to the algebraic apply
operator ( A× ) described by Galindo-Legaria and Joshi [2001].
The syntax:
FROM <table reference list>,
LATERAL (<query expression>) <correlation name>

has the following semantics. Let TRL be the <table reference list>. Let QE
be the <query expression>. The SQL within QE can contain references to attributes of TRL; these are called outer references. Let TRLR be the multi-set
of rows resulting from TRL. Let QE(r) represent the multiset resulting from
evaluating QE with attributes of r supplied as actual parameters to the corresponding outer references. The result of the FROM clause above is the following
multiset:
{|r, q | r ∈ TRLR, q ∈ QE(r)|},
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Fig. 12. Combined nested SQL-Ledger query using LATERAL.

where r, q denotes the formation of a tuple by concatenating row q with row
r. Figure 12 shows how the illegal query of Figure 10 can be corrected using
the LATERAL keyword.
The lateral derived table construct allows Scalpel to generate a single SQL
query that directly matches the application semantics that it infers from monitoring the request stream, and we have used it to describe all of the rewrites
presented in the remainder of this section. Of the three commercial DBMSs
that we used in our study, one supports the LATERAL construct directly. The
other two systems support the same semantics using (distinct) vendor-specific
syntax, to which we translate LATERAL expressions as necessary.
The query in Figure 12 has a shortcoming: rows from the outer query will
not be included in the result unless there is at least one row from the inner
with matching currency and transaction date. If these rows must be included,
an equivalent of an outer join must be used to preserve the rows from the outer
queries (the table references that precede the lateral derived table in the FROM
clause). The SQL/99 standard does not provide support for directly expressing
a lateral derived table operating in an outer join with outer references to the
preserved side of the outer join. We define an extension to SQL/99, LEFT OUTER
LATERAL, which provides the required outer-join semantics:
FROM <table reference list>,
LEFT OUTER LATERAL (<query expression>) <correlation name>.

The result of the FROM clause above is the following multiset:

{|r, q | r ∈ TRLR, q ∈ QE(r)|}
{|r, N  | r ∈ TRLR, QE(r) = ∅|},
where r, N  denotes the formation of a tuple by supplying NULL for the attributes of Q. The LEFT OUTER LATERAL construct is equivalent to the outer
apply algebraic operator ( ALOJ ) defined by Galindo-Legaria and Joshi [2001].
Of the three commercial DBMSs we considered, two provide vendor-specific
syntax supporting the use of LATERAL-style derived tables in outer joins. We
translate LEFT OUTER LATERAL to those vendor-specific dialects. For the remaining system, we can translate LEFT OUTER LATERAL to standards compliant SQL
using the LATERAL construct and an outer join.
4.2.2 The Outer Join Strategy. Figure 13 shows a simplified version of how
Scalpel forms a combined join query using a lateral derived table expression
(we omit details such as the replacement of parameter markers with outer
references). Given the texts of the outer and inner queries, Scalpel produces
a derived table expression similar to the one shown in Figure 12, except that
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Fig. 13. Outer join rewrite. Syntactic substitution shown as < >.

LEFT OUTER LATERAL is used in place of LATERAL to ensure that all rows of the
original outer query are included in the result. In addition, the combined query
contains an ORDER BY clause matching the ORDER BY clause of the original outer
query. Thus, Scalpel would add ORDER BY O.id to the combined query shown in
Figure 12 since the original outer query (from the get openinvoices function
in Figure 1) was so ordered. Although Figure 13 describes the combination of
an outer query with a single inner query, in general it is possible to combine
multiple correlated inner queries with the outer query.
Figure 9 (b) illustrates the case in which outer query Q RST is combined with
inner query Q xy using the outer join rewrite. When the application opens Q RST ,
Scalpel issues the combined join query instead. When the application performs
a FETCH on the outer query, Scalpel consumes the next row from the combined
query’s cursor and extracts the values that correspond to the outer query’s
columns. When the application performs a FETCH on an inner query (Q xy ),
Scalpel simply extracts the attributes required by that query from the current row of the combined query. This case is distinguished from a case where
all attributes happen to be NULL by requiring that at least one non-null attribute of the inner query is included in the combined result (for example, a key
column).
Scalpel considers using the outer join strategy only if it can infer that the
inner query will return at most one row for each row of the outer query. Scalpel’s
query analyzer implements a support routine, AT-MOST-ONE(Q), to implement
this restriction. This function acts as an oracle that must be correct when it
returns true, but is allowed to return false for queries that can only return
one row. Currently, this is implemented by checking whether there are equality
conditions on the key attributes of the inner query, however, more elaborate
checks are certainly possible.
The AT-MOST-ONE restriction is not strictly necessary. Scalpel implements it
for two reasons. First, the restriction significantly simplifies the decoding procedure used to extract the results of the original inner and outer queries from
the result of the combined query. Without the restriction, decoding would, in
general, require a scrollable cursor for the combined query. Where supported,
scrollable cursors are often more expensive than forward-only cursors. Furthermore, fetching backward may reintroduce some of the per-request latency
that the unified strategy is designed to avoid, since fetching backward may require that rows be re-fetched from the server. Second, The presence of multirow
inner queries can introduces redundancy into the combined query result. For
example, Figure 9(c) illustrates the result of executing all four queries from the
example of Figure 8 as a single combined outer join query. The shaded parts of
the join query result indicate those portions of the result that are redundantthey are computed by the combined query but should not be returned to the
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Fig. 14. Outer union rewrite.

Fig. 15. Example queries combined using outer union.

application. Redundancy generated by the unrelated inner queries (such as Q xy
and Q abcdef ) can, in general, result excessive overhead due to the duplication
of attributes and rows. This led Shanmugasundaram et al. [2001] to label the
approach “redundant relations”, and they stopped considering it after finding
that the performance was poor.
4.2.3 The Outer Union Strategy. The outer union strategy is illustrated
in Figure 9(d). Each query is represented by distinct columns in the result of
the combined query. Each row corresponds to a tuple that would have been
returned by one of the original queries, with NULL values supplied for the
columns corresponding to the other queries.
Figure 14 shows a simplified version of how Scalpel combines outer and
inner queries using an outer union strategy.2 The Nulls function is used to
generate a NULL place-holder for each column that is not present in one branch
of the outer union. Scalpel uses a more general version of this rewrite, which
allows it to combine an outer query with more than one correlated inner query.
Figure 15 shows the result of applying the outer union rewrite to the transaction
and exchange rate queries of our running example. The first column of the
combined query’s result is a type field, which is used to ensure that Scalpel
can unambiguously determine which of the original queries a particular row of
the outer union result is associated with. In the example from Figure 15, rows
resulting from the original outer query are tagged with type 0, while those
2A

VALUES clause results in a tuple constructed from the specified expressions.
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Fig. 16. Example queries combined using client hash join.

from the inner query have type 1. In the more general case, Scalpel assigns a
distinct type field value to each of the inner queries. The ORDER BY clause is
used to ensure that resulting rows appear in the order in which they will be
required the application. The rows are ordered first by the ordering attributes
of the outer query (O.Id in this case), then by a candidate key of the outer
query, then by the type field, which ensures that all of the inner query tuples
that correspond to a particular outer tuple are grouped together in the result,
and finally by the ordering attributes of the inner query if there are any. For
some DBMSs, it may be possible to eliminate the type field by relying on the
sort order of NULL [Shanmugasundaram et al. 2001].
Unlike the join strategy, the outer union strategy can be applied regardless of
the number of rows returned by the inner query. When the application performs
a FETCH on either the outer query or the inner query, Scalpel obtains the next
row from the combined query’s cursor and extracts the values that correspond
to the original query’s columns. A change in the value of the type field (from 1
to 0) indicates that there are no more inner query tuples for the current row of
the outer.
4.3 Partitioned Execution
Under the unified execution strategies the combined query is issued when the
application first opens the original outer query. In contrast, under a partitioned
strategy, the rewritten, combined query is issued when the application first
opens the original inner query of a query/context pair. There are many possible
partitioned strategies, of which Scalpel’s optimizer currently considers two: the
client hash join strategy and the client merge join strategy. We describe these
two strategies next.
4.3.1 The Client Hash Join Strategy. Under this strategy, the inner query
is combined with the outer using a lateral derived table like the one shown
in Figure 16. This gives a single statement that retrieves all of the desired
rows from the inner query for all possible outer rows. The first time that the
inner query is executed by the application, the combined query is submitted
instead to the server. All result rows are fetched and stored in a hash table at the client using the parameters of the inner query from the result set
(O1.curr and O1.transdate in Figure 16) as the hash key. When the application opens the inner query, the hash table is consulted, using the inner query
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Fig. 17. Client hash join rewrite.

parameter values as the lookup key, to determine the tuple(s) that should be
returned to the application. When the outer query is closed, the hash table is
discarded.
Figure 17 shows how Scalpel combines queries under the client hash join
strategy. This is similar to the approach that is used under the unified outer
join strategy (Figure 13). However, there are a few important differences. Only
the attributes of the outer query that provide parameter values to the inner
query are included in the result. Also, each distinct set of inner query parameter
values need only be included once in the outer table. Figure 16 shows how a
DISTINCT keyword can be used to achieve this. Finally, LEFT OUTER LATERAL is
not needed, since any correlation values that result in an empty inner query
can be left out of the client hash table.
Figure 9(e) illustrates the the situation in which the client hash join strategy
is used for all four of the queries nested under Q RST . While the nested strategy opens nine cursors, the partitioned client hash join strategy only opens
five. Furthermore, the number of opened cursors in the partitioned execution
strategy does not depend on the number of rows returned from outer queries.
However, this strategy does require sufficient memory at the client to hold the
hash table, and the CPU of the client machine may make the hash lookups
slower than the original, nested strategy. Scalpel accounts for this extra cost
when choosing an execution plan (Section 5.2).
In the example of Figure 9(e), Scalpel combines inner query Q m with outer
query Q xy . The combined query is executed at most once per instance of the
parent query Q xy . Scalpel does not need to execute the combined query if
the application never opens Q m under a particular instance of Q xy . Thus, in
the example, the combined query is executed twice, because the application
opens Q xy three times, but in one of those cases it never opens the nested
query Q m because Q xy returns no rows. In general, it would be possible to
combine Q m with both Q xy and Q RST , so that the combined query would have
to be opened (at most) once per instance of Q RST . Whether this strategy is
preferable to combining only with the immediate parent depends on costs and
query selectivities. Although it would certainly be possible to consider these
alternatives, at present Scalpel only considers the hash join combination of a
query with its immediate parent from the context tree.
4.3.2 The Client Merge Join Strategy. The client hash join strategy
amounts to a distributed hash join executed at the client. Similarly, the client
merge join strategy amounts to a distributed merge join implemented at the
client. For this to work properly, Scalpel must ensure that the inner and outer
tuples arrive at the client in the proper order for merging.
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Fig. 18. Client merge join strategy.

Fig. 19. Combined inner query for the client merge join strategy.

The merge join approach consists of opening rewritten versions of both the
outer query and the inner query. The outer query is rewritten so that the result
has a known total ordering, and so that it includes those attributes that we
guess will be used as correlation parameters to the inner queries (based on our
training period). The inner query is rewritten by combining it with the original
outer query so that it returns matching inner rows for all of the rows of the outer
query. This is similar to the rewriting that is done to the inner query under the
client hash join strategy. However, under the client merge join strategy, the
rewritten inner query is ordered to match the known ordering that we imposed
on the outer query results, as well as any order requirements specified in the
original inner query.
Figure 18 shows a simplified version of how Scalpel produces the combined
inner query, and Figure 19 shows the query that would result from combining
the inner and outer queries from our running example. In this case, the rewritten inner query is ordered by O.Id, which is the sort order of the outer query.
No additional ordering constraints are imposed by the original inner query.
The first time that the inner query is opened, Scalpel submits instead the
combined query. In response to a FETCH on the inner query, Scalpel first checks
the values of the sorting and key attributes of the current row of the outer
query. It then advances the cursor of the combined inner query to the first row
for which the corresponding attributes do not exceed the current values from the
outer. If combined query’s sorting attributes match those of the current outer
tuple, Scalpel returns the values of the inner query attributes. If they exceed
those of the current outer tuple, this indicates the end of the application’s inner
query’s result set. Scalpel closes the combined inner query’s cursor when the
outer query’s cursor is closed.
Figure 9(f) illustrates the the situation in which the client merge join strategy
is used for all four of the queries nested under Q RST . As was the case for the
client hash join, Scalpel only considers the merge join combination of a query
with its immediate parent from the context tree, for example, Q m is combined
with Q xy but not with Q RST . Thus, the resulting pattern of query instances is
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Fig. 20. Examples of generated plans. Edge labels have been omitted to reduce clutter.

almost the same as that of the client hash join strategy, except for the ordering
of the result of the combined inner queries. Unlike the hash join strategy, the
merge join strategy does not require that the result set of the combined inner
query be stored at the client. However, the merge join strategy does impose an
additional sorting burden on the server. Scalpel’s optimizer uses its cost model
to choose between these alternatives.
5. OPTIMIZATION
Section 4 described five alternative strategies that can be employed to execute a
nested query. After the training phase has built a context tree, Scalpel’s Pattern
Optimizer and Query Rewriter decide which execution strategy should be used
in each of the contexts in the tree.
An execution plan is a context tree in which each node has been annotated
with an execution strategy (N, J, U, H, or M) corresponding to the five strategies
presented in Section 4. For example, Figure 20 shows six plans for the context
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Fig. 21. Pseudo-code to annotate an execution plan with query rewrites.

tree example of Figure 8. These strategies correspond to the execution traces
shown in Figure 9.
Optimization in Scalpel works as follows: A plan generation module generates candidate plans from the context tree provided by the Pattern Detector. For
each candidate plan, the original application queries are rewritten according to
the execution strategies specified for the plan, using the rewriting techniques
presented in Section 4. The cost of the candidate plan is then estimated. The
candidate plan with the lowest estimated cost is selected by the Pattern Optimizer. This plan, with its strategy annotations and rewritten queries, is stored
in Scalpel’s database for use at run time. The following sections describe these
steps in more detail. Section 5.1 describes how Scalpel generates the rewritten
queries for a candidate plan. Section 5.2 describes how the cost of a candidate
plan is estimated. Section 5.3 describes how Scalpel estimates the cost and size
of individual queries. Finally, Section 5.4 describes how candidate plans are
generated.
5.1 Generating Query Rewrites
Figure 21 shows the RewriteQueries algorithm, which is used to generate
the rewritten queries for an execution plan. RewriteQueries is a recursive
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Table I. Statistics used for Ranking Plans
Quantity
ESTTOTAL(Q)
|Q|
InterpretCost(C)
EST-P0, EST-P

Source
Analytical
Analytical
Calibration
Training

Description
Estimated total cost for Q in seconds
Estimated # of rows returned by Q
The cost to interpret results for context C
Selectivity of client predicates

algorithm. Scalpel generates the rewritten queries for an entire execution plan
by calling RewriteQueries on the plan’s root context. In Figure 21, annotate(C)
represents the strategy annotation at node C of the plan, Q(C) represents the
original query for context C (i.e., the inner query of C), and Q’(C) is the rewritten query that will be used in place of Q(C) at run-time.
When called at node C, the rewriting algorithm first recursively rewrites the
subtrees rooted at C’s children. The functions RewriteHashJoin(Q1,Q2) and
RewriteMergeJoin(Q1,Q2) apply the hash join and merge join rewrites, respectively, to outer query Q1 and inner query Q2. If the plan calls for any of C’s
children to use partitioned strategies, the queries at those children are rewritten using those two functions. If the plan calls for any of C’s children to be
unified with the outer query at node C, those childrens’ queries are added to
lists of queries to be unified. The RewriteOuterJoin and RewriteOuterUnion
functions combine an outer query with a set of inner queries using the outer
join and outer union rewrites described in Section 4. Finally, if any of the children of C use the merge join strategy, then the outer query at C must return
a totally ordered result set. This is ensured by AddTotalOrdering, which adds
additional ordering constraints to Q’(C) if necessary. When RewriteQueries
is finished, each node in the execution plan will have been annotated with a
rewritten query.
5.2 Ranking Execution Plans
Scalpel ranks execution plans using estimates of the response time (in seconds)
experienced by the client application. Clearly, other ranking functions can be
used instead; for example, we could choose to rank based only on server execution costs, or we could attempt to create a more precise model of latency
by estimating the amount of overlap for server, network, and client processing
costs. In this article, we concentrate only on ranking by total latency, which is
the sum of client-side, network, and server latencies.
To estimate the cost of an execution plan, Scalpel uses the statistics shown in
Table I. ESTTOTAL(Q) refers to the estimated response time for a query Q that
appears in the execution plan. (Each node in the plan is annotated with two
queries: the original application query and a rewritten query. It is the rewritten
queries that are used to rank the execution plans.) |Q| is the estimated number
of rows returned by Q. InterpretCost(C) is an estimate of Scalpel’s costs for
interpreting the application’s OPEN, FETCH, and CLOSE requests in context C of
the plan. This reflects the cost of decoding the result sets of rewritten queries.
InterpretCost(C) depends on the strategy annotation at C, for example, the
interpretation cost is higher at an ‘H’ node than at an ‘N’ node to reflect the costs
of inserting and deleting results from the client hash table. Scalpel calibrates
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Table II. Statistics used to Estimate Query Costs and Sizes

Quantity
AVGTOT(Q)
AVGSRV(Q)
AVGROWS(Q)
DBMS-COST(Q)
U0 = AVGTOT(Q 0 )
AVGSRV(Q 0 )

Source
Training
Training
Training
DBMS
Calibration
Calibration

Description
Observed average total cost for Q in seconds
Observed average server cost for Q in seconds
Observed average # of rows returned by Q
DBMS estimate of server cost for Q in server units
Query-independent overhead
Query-independent server overhead

InterpretCost(C) for each strategy prior to training. Finally, EST-P0 and EST-P
are the probability estimates produced by the Pattern Detector as described in
Section 3.1.
To estimate the cost of a plan, Scalpel computes a weighted sum of the estimated costs of the individual contexts in the plan. The contexts are weighted
according to their estimated relative frequency of occurrence. Specifically, suppose that C is a plan context with rewritten query Q, and that P is the parent
context of C. Scalpel recursively estimates ROWS(C) (the total number of result
row produced in context C), OPENS(C) (the number of times C’s query is opened),
and ONEOPENS(C) (the number of opens of P for which C’s query is opened at
least once), as
ROWS(C) = OPENS(C) × |Q|
OPENS(C) = OPENS(P ) × ROWS(P ) × EST-P(C)
ONEOPENS(C) = OPENS(P ) × EST-P0(C)

(1)
(2)
(3)

with OPENS() and ROWS() defined to be 1 for the root context. The weighted cost
of each context C is then defined as
COST(C)

= OPENS(C) × (ESTTOTAL(Q) + InterpretCost(C))

(4)

for contexts annotated with the nested strategy. Under the partitioned strategies, the rewritten inner query is issued only if the application requests opens
the inner query at least once after the outer has been opened. Therefore, for
contexts annotated with a partitioned strategy (‘H’ or ‘M’), we use
COST(C)

= ONEOPENS(C) × ESTTOTAL(Q) + OPENS(C) × InterpretCost(C). (5)

If a unified strategy is used at C, then no query is issued to the server when C
is entered. Instead, Scalpel decodes prefetched results from the rewritten outer
query. So, for contexts annotated with a unified strategy (‘J’ or ‘U’), we use
COST(C)

= OPENS(C) × InterpretCost(C).

(6)

5.3 Estimating Query Costs and Sizes
To obtain the estimates ESTTOTAL(Q) and |Q| for each query Q in an execution
plan, Scalpel relies on statistics observed during the training period, calibrated
values, estimates provided by the DBMS, and calculations based on its own analytical cost model. Table II lists the statistics that Scalpel uses for query costing,
and their sources. For every query Q observed during training, Scalpel measures the average total execution time, AVGTOT(Q), using a timer in Scalpel’s
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Fig. 22. A sample communication trace.

Call Monitor. AVGTOT(Q) includes client, network, and server latencies. In
addition, Scalpel uses DBMS timing features to measure the server latency
AVGSRV(Q) of each query. The calibrated costs AVGTOT(Q 0 ) and AVGSRV(Q 0 ) represent the total and server execution time of a specially constructed calibration
query, Q 0 , which is discussed in Section 5.3.1.
Scalpel needs to determine ESTTOTAL(Q) and |Q| for two different kinds of run
time queries that appear in execution plans. Some run time queries have been
observed by Scalpel during its training period. Others are the results of Scalpel’s
rewrites, and these have not been observed. For queries that were observed
during training, query cost and query size are relatively easy to estimate, since
Scalpel measures their actual execution times during training. For such queries,
execution time ESTTOTAL(Q) and number of rows |Q| are estimated using:
ESTTOTAL(Q) = AVGTOT(Q)
|Q| = AVGROWS(Q)

(7)
(8)

For queries that Scalpel did not observe during training, i.e., for rewritten
queries, estimating cost is more difficult. Most DBMS systems provide a mechanism to estimate the cost of executing an arbitrary query Q. We refer to this
estimate as DBMS-COST(Q) in Table II. One possibility is to use DBMS-COST(Q)
as our required estimate ESTTOTAL(Q) for rewritten queries. In general, however, DBMS estimates are not sufficient for this purpose. One problem is that
the DBMS does not typically estimate the network and client-side costs for answering a query: all of the execution strategies available to the DBMS return
the same result set and therefore share the same network and client-side costs,
so there is little reason for the DBMS optimizer to include those costs in its estimate. Normally, DBMS-COST(Q) estimates only server execution time. Another
problem is that the cost units returned by the DBMS are not necessarily in the
same units that Scalpel uses. For some DBMS, the cost is returned in an undisclosed cost unit. Even where it is possible to convert the DBMS cost units to
seconds, we have found the estimates used by the DBMS often are not very close
to the observed time in seconds. The goal of the DBMS optimizer is to rank execution plans, not to give a precise time estimate for a query. For these reasons,
we do not use DBMS-COST(Q) as a direct estimate of the total query cost.
Instead, Scalpel estimates the costs of rewritten queries using the request
model shown in Figure 22. The query Q is submitted to the server (A, B, C),
executed by the DBMS (D), then all result rows are returned to the client
(E, F, G). This model is a simplification; in practice, there can be overlap of some
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of the components and other complicating factors.3 As a further simplification,
we assume that durations of the intervals A, B and C are independent of the
request Q, and that the durations of E, F , and G can be written as
E = C + E  (Q)


F = B + F (Q)
G = A + G  (Q).

(9)
(10)
(11)

In other words, the time required to return the query result from the server to
the client is equal to the time required to ship the query from the client to the
server, plus a query-dependent term that reflects the size of the query result.
Larger query results take more time to return to client, which is reflected in
larger values of E  (Q), F  (Q), and G  (Q).
With these simplifications, we can write:
ESTTOTAL(Q) = 2(A + B + C) + D(Q) + E  (Q) + F  (Q) + G  (Q).

(12)

We have written D(Q), rather than D, to emphasize the fact that the server
execution time depends on the query being executed. For the purposes of estimation, we split the total time into two parts, a server processing time D(Q)
and the remaining client and network time ESTOTHER(Q), defined as
ESTOTHER(Q) = 2(A + B + C) + E  (Q) + F  (Q) + G  (Q).

(13)

To estimate the cost of a query Q, Scalpel estimates D(Q) and ESTOTHER(Q)
and sums them to obtain ESTTOTAL(Q).
As shown in Eqs. (7) and (8), Scalpel has estimates for the total cost and the
size of each original query, based on training time measurements. Training time
measurements also provide Scalpel with an estimate (AVGSRV(Q)) of the server
time of each original query Q. However, the measured value is AVGSRV(Q) =
2C + D(Q) + E  (Q), while we would like to isolate D(Q).
D(Q) = AVGSRV(Q) − 2C − E  (Q).

(14)

To estimate D(Q), Scalpel uses a calibration step which runs prior to the training period. Calibration involves measuring the total execution time (A+· · ·+ G)
and the server execution time (C + D + E) of a specially constructed calibration query Q 0 . The calibration query is constructed so that server execution
time (D(Q 0 )) and the query dependent parts of the result return time (E  (Q 0 ),
F  (Q 0 ), and G  (G 0 )) are negligible. For example, we can use the following query:
SELECT 1 FROM ( VALUES(1) ) T(x) WHERE 1=0

By measuring the calibration query Q 0 , we find the following:
AVGTOT(Q 0 ) = 2(A + B + C)
AVGSRV(Q 0 ) = 2C.
3 In

(15)
(16)

this model, we assume that the actual query text is submitted to the DBMS for parsing and
optimization at some point prior to the trace of Figure 22. We do not include the cost of submitting,
parsing, and optimizing the query text in our cost model and experiments.
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Table III. Query Constructs
Construct

Q1 Q2
Q 1 A× Q 2
Q 1 ALOJ Q 2
S(Q)

Description
Union of Q 1 and Q 2 (preserving duplicates)
Lateral derived table with Q 1 outer and Q 2 inner
Outer lateral derived table with Q 1 outer and Q 2 inner
Query Q with additional ordering specification

We define quantity U0 = AVGTOT(Q 0 ). This is the minimum cost of executing a
query.
Unfortunately, we have no available estimate that we can use to account for
the last term, E  (Q) of Eq. (14). If Q is small, that term is likely to be negligible.
If Q is larger, then that term will probably be dominated by the server execution
cost (interval D). Therefore, we simply ignore the term, giving:
D(Q) ≈ AVGSRV(Q) − AVGSRV(Q 0 ).

(17)

Scalpel uses four basic constructs to rewrite queries.
These four constructs

are summarized in Table III. The union rewrite Q 1 Q 2 is used when the outer
union execution strategy is chosen, as described in Section 4. Similarly, the two
lateral rewrites (Q 1 A× Q 2 and Q 1 ALOJ Q 2 ) are used to support the outer join,
client hash join, and client merge join strategies. Finally, under the client merge
join strategy, Scalpel rewrites the outer query to ensure that its result is totally
ordered. This rewrite is represented by S(Q).
For each such construct, Scalpel needs to estimate of the size and cost of
the constructed query. It takes a compositional approach to this problem. This
means that we start with the size and cost estimates for the original application
queries. The size and cost of a constructed query are then estimated based on
the already-estimated sizes and costs of the individual queries used in the
construction. In the remainder of this subsection, we describe how this is done
for each of the four types of combined queries shown in Table III.
5.3.1 Estimating Union Queries. Since we are using duplicate-preserving
union, we estimate the number of rows to be the sum of the rows from the two
branches.

|Q 1
Q 2 | = |Q 1 | + |Q 2 |.
(18)
From Eq. (13), the nonserver cost of the union query can be written as

ESTOTHER(Q 1 Q 2 ) = 2(A + B +
C)


+ E  (Q 1 Q 2 ) + F  (Q 1 Q 2 ) + G  (Q 1 Q 2 ).

(19)

Since E  , F  and G  depend
only on the result size of the query, we can distribute
them (for example, E  (Q 1 Q 2 ) = E  (Q 1 ) + E  (Q 2 ). Therefore, we find:

ESTOTHER(Q 1
Q 2 ) = ESTOTHER(Q 1 ) + ESTOTHER(Q 2 ) − 2(A + B + C). (20)
With the result of our calibration queries (Eq. (15)), we can write a final
expression for the nonserver cost of the union query:

ESTOTHER(Q 1
Q 2 ) = ESTOTHER(Q 1 ) + ESTOTHER(Q 2 ) − U0 .
(21)
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This gives a nonserver cost estimate for the union query in terms of the nonserver cost estimate of the combined queries and the calibrated value U0 , as
desired.

To estimate the server execution cost D(Q 1 Q 2 ), we could use the sum
of the server costs of Q 1 and Q 2 . However, this does not take into account
the fact that the database server may be able to execute the combined query
more efficiently than the individual queries. For example, the two branches of
the union may refer to the same data, allowing sharing. To account for this, we
multiply the original estimate by a factor F , which reflects these efficiencies:



D(Q 1
(22)
Q 2 ) = D(Q 1 ) + D(Q 2 ) × F .
Following an approach suggested by Zhu [1995] and Rahal et al. [2004], we
use DBMS server cost estimates to estimate the efficiency factor F :

DBMS-COST(Q 1 Q 2 )
F =
.
(23)
DBMS-COST(Q 1 ) + DBMS-COST(Q 2 )
Since F is a dimensionless quantity, this allows us to estimate the impact of
server optimizations without having to worry about matching the DBMS costs
units to Scalpel’s.
5.3.2 Estimating Lateral Queries. We estimate costs and sizes for a lateral
derived table ( A× ) and its outer variant ( ALOJ ) using an approach similar to
the approach used for unions. For laterals, we estimate the number of rows
using the product of the outer and inner cardinalities. The estimate for the
outer variant is similar except that each outer row is preserved. We account for
this using max as shown in Eq. (25).
|Q 1 A× Q 2 | = |Q 1 | × |Q 2 |
|Q 1 ALOJ Q 2 | = |Q 1 | × max(1, |Q 2 |).

(24)
(25)

For nonserver costs, we follow the approach used to develop Eq. (21), except
that in this case the query result size is no longer the sum of the sizes of the
combined queries. For the lateral table, this gives
ESTOTHER(Q 1 A× Q 2 ) = ESTOTHER(Q 1 ) + |Q 1 | × (ESTOTHER(Q 2 ) − U0 ).

(26)

We estimate that the outer lateral has the same cost as the inner, ignoring the
cost of generating NULL values.
To estimate server costs, we start with an estimate that assumes that the
server uses a nested loop strategy to execute the combined query. We then
correct this using an efficiency factor (F A× ) to reflect the fact that the server
may be able to use a more efficient method of executing the query. For the lateral
table, this gives:


D(Q 1 A× Q 2 ) = D(Q 1 ) + |Q 1 | × D(Q 2 ) × FA× .
(27)
The efficiency factor F A× is also estimated like the efficiency factor for union
queries:
FA× =

DBMS-COST(Q 1 A× Q 2 )
.
DBMS-COST(Q 1 ) + |Q 1 | × DBMS-COST(Q 2 )
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5.3.3 Estimating the Cost of Added Ordering. When Scalpel modifies the
ordering characteristics of a query (e.g., because of a child annotated with client
merge join), we estimate the number of rows based on the original query. In
order to estimate the execution cost of S(Q), we need to know how the additional
sorting attributes affect the DBMS optimizer’s choice of execution plan. We use
DBMS-COST to incorporate this cost as follows:
|S(Q)| = |Q|

(29)

ESTOTHER(S(Q)) = ESTOTHER(Q)

(30)
(31)

D(S(Q)) = D(Q) × FS
DBMS-COST(S(Q))
FS =
.
DBMS-COST(Q)

(32)

5.4 Generating Candidate Plans
With 5 possible annotations per node, there are up to 5n possible execution plans
for a context tree with n contexts. Of these 5n plans, some are not valid. The
root context of a tree (/) and its immediate children must be annotated with N
because there is no parent query that can be combined with the node. Further,
we must consider whether Scalpel has predictions for all of the input parameters of the inner query Q of a context C from the correlation detection during
the training period. We say that an input parameter of query Q is predicted
if the context tree includes at least one correlation for that parameter. We say
that a query is predicted if all of its input parameters are predicted. If C’s query
Q is not predicted, then then C must be annotated with N because query Q can
not be rewritten. A final restriction results from the AT-MOST-ONE(Q) condition
that Scalpel uses with the outer join rewrite. A context C with inner query Q
can be marked as J only if AT-MOST-ONE(Q) is true.
Exhaustive enumeration could become expensive if an application generated
a large context tree. There are several additional techniques that can be used
to reduce the number of candidate plans to be considered, or to reduce the cost
of evaluating them.
First, we note that the outer join strategy is always cheaper than the outer
union strategy when the inner query returns at most one row. Because of this,
we only need to consider at most one unified strategy for each context: outer join
if the inner query is known to return at most one row, otherwise outer union.
Second, we note that, if a node C in the context tree is annotated with a
nested or partitioned strategy, then the choice of strategy for the subtree rooted
at C is independent of the rest of the context tree. This means that for any
node that is restricted to the nested execution strategy, we can optimize the
associated subtree independently of the rest of the tree. Alternatively, given a
nested or partitioned strategy S, we can memoize the best plan for the subtree
when C is annotated with S. This memoization, which can be performed in
O(n2 ) space for a tree with n nodes, reduces redundant optimization work.
These simplifications are effective at reducing the total optimization time
needed. For the dbunload case study (Section 8.1), an exhaustive enumeration would require costing 535 strategies. Because Scalpel uses the above
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Fig. 23. Estimated execution plan cost compared to actual time.

simplifications, it computed the cost for only 1080 execution plans, with a total
optimization time of 3.25 ms.
While these heuristics have reduced the optimization time, it is still exponential in the worst case. Further reductions in optimization time are possible
if we make more restrictions on the DBMS cost estimates; these simplifications, however, may come at the expense of reduced plan quality. It is possible
to shrink Scalpel’s search space further by making simplifying assumptions
about server costs. For example, in principle the DBMS may recognize data
sharing opportunities for different children of a context. While we have found
in our case studies that it is common for a parent query and its children to have
shared data that benefits from executing as a shared query, we have not found
examples where different children benefit from being combined. We can ignore
this potential for sharing and assume that the cost of a given strategy for a child
C1 of C is independent of the strategies for other children of C. This restriction
on DBMS-COST restricts the number of plans that need to be considered, at the
expense of choosing a plan that does not account for data sharing opportunities.
5.5 Cost Model Validation
Figure 23 shows the estimated cost compared to the observed actual cost for the
configurations tested in Section 7. In these experiments, we use a controlled execution environment, and Scalpel’s estimates are close to the actual quantities.
This precision allows Scalpel to generate estimates that are generally close to
the actual observed cost. However, Figure 23 does show a consistent trend toward over-estimation of costs. Although it is not possible to see this in Figure 23,
we have also observed that this over-estimation affects the rewritten strategies
more than the nested execution strategy. One source of this over-estimation is
the overlapping of client, network, and server execution costs. Since Scalpel’s
cost model assumes there is no overlap, there is a tendency to overestimate,
and this affects the rewritten strategies more because they expose more opportunities to overlap work. Other simplifications in Scalpel’s request model
(Figure 22) contribute to estimation errors. In some cases, these errors may
lead Scalpel to select a slightly sub-optimal execution plan. However, we expect
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that Scalpel will typically pick a reasonable plan, correctly rejecting the worst
plans.
6. SCALPEL AT RUN TIME
At run-time, Scalpel uses the annotated context tree that was produced during
the training phase. The annotations include the execution strategy that was
selected by the Pattern Optimizer for each context in the tree, as well as the
rewritten queries that are needed for any contexts that are to be handled using
unified or partitioned strategies.
As the application runs, Scalpel monitors its request stream and the
Prefetcher tracks the current context within the saved context tree. Each time
the application enters a new context by opening a query, the Prefetcher checks
the annotations of that context to determine how to behave. The Prefetcher
may pass the application’s query through to the server if the nested execution
strategy is being used. If a unified or partitioned strategy is being used, the
Prefetcher may need to pass a rewritten query to the server, or it may be able
to satisfy the user’s request using the results of a rewritten query that it had
previously submitted.
The context tree and its annotations describe the predicted behaviour of the
application program. However, there is no guarantee that the application will
behave as predicted. To ensure correctness, the prefetcher must be able to detect
unexpected application behavior and react appropriately. One possibility is that
the application may open a query that that Scalpel has never seen in the current
context. That is, if the current context is C and the application opens query Q,
there may be no child context C/Q in the context tree. When this occurs, the
Prefetcher simply passes Q unmodified to the database server, and it make the
root of the context tree the new current context.
A more subtle problem involves parameter correlations. All of the unified and
partitioned rewriting strategies that Scalpel considers depend on the query parameter correlations that it learns during its training phase. If these learned
correlations hold during the run-time phase, then Scalpel can use its rewritten queries to return the appropriate values in response the the application’s
FETCH requests as we have already described. However, if the predicted correlations do not hold at run-time, then the rewritten queries should not be used,
since they may result in incorrect values being returned to the application.
To ensure that this does not occur, the Prefetcher verifies predicted parameter correlations at run time. To do this, it records the input parameter values
and the most recently fetched row of each open query, much as the Pattern Detector did during training. Whenever the application opens an inner query for
which Scalpel has determined to use a unified or partitioned execution strategy, Scalpel first checks the inner query’s input parameter values to determine
whether the predicted correlations actually hold. That is, it compares the inner
query’s parameter values with the stored outer query input parameters and
result attributes with which the inner query is expected to be correlated. If
they all match, then the correlation has held as expected and Scalpel can proceed to answer the application’s subsequent FETCH requests using its prefetched
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Table IV. Available Computers
Computer
A
B
C
D

Processor
3 GHz Pentium IV
2 × 2.2 GHz Pentium XEON
1.8 GHz Pentium IV
733 MHz Pentium III

O/S
Windows XP
Windows 2003 Server
Windows XP
Windows 2000

Table V. Tested Configurations
Name
LCL
LAN1
LAN0.1
WiFi
WAN

Client
A
B
B
B
C

Server
A
A
A
A
D

Communication Link
Local shared memory
1 Gbps LAN
100 Mbps LAN
11 Mbps 802.11b WiFi
1 Mbps Cable modem + WAN

U0 (ms)
0.5
1.1
1.4
11.6
468.9

results. Otherwise, Scalpel ignores any prefetched results that it may have for
the inner query, submits the original, unmodified inner query to the server, and
uses the results of that query to provide values to the application. These cases,
when they occur, constitute failures of Scalpel’s semantic prefetching strategies.
Such failures cause Scalpel to do extra work, since may execute queries that
are wholly or partially unnecessary. However, since Scalpel is always free to
issue the application’s original, unmodified query, they do not lead to incorrect
answers.
7. EXPERIMENTS
The performance of the various execution strategies described in Section 4 depend on the characteristics of the application queries, on the presence of predicates within the application code, and on the characteristics of the run-time
environment. In this section we present several experiments that characterize
these effects. In addition, in Section 7.4 we consider the training and monitoring overheads introduced by the Scalpel system. Table IV shows the computers
used in the experiments, and Table V shows the configurations of these computers. We ran our tests with three commercial DBMS products. The license
agreements prevent us from identifying them. As results for all three systems
were consistent (although with different constants) we show results for only
one DBMS product.
Our experiments are based on the test application program shown in
Figure 24. This program generates a nested query pattern, with up to F inner
queries Q i nested within an outer query Q 0 . We set F = 2 unless otherwise
specified. Probability parameters P0 and P1 are used to model the effects of
predicates in real applications. P0 models the impact of a predicate that does
not depend on the outer row, like the predicate currency != defaultcurrency
in Figure 1, while P1 models the impact of predicates that do depend on the
outer row. If p0flag is false, then the inner queries are never executed. If it
is true, then the inner queries are executed with probability P1 for each row
fetched from the outer query. The outer query Q 0 returns 2048/F rows from a
sequential scan with a range predicate. This setup gives a constant number of
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Fig. 24. Test application used to drive the experiments. The function RandomBoolean( p) generates
a random boolean value, returning true with probability p.

Fig. 25. Test application run times under the nested (N), outer join (J), outer union (U), client
merge join (M), and client hash join (H) strategies for varying P0 and P1 on configuration LCL.

inner query opens when varying fanout F . The inner queries Q i each return
R rows per invocation using an index range scan. R is set to 1 by default so
that the outer join strategy can be compared. Each returned row consists of L
integer columns, with L = 5 by default.
All tests were run with JDK 1.4.2 and JDBC drivers provided by the DBMS
vendors. The database instance was fully cached to minimize the variance in
server costs. A prototype implementation of Scalpel was used for the experiments; combined queries were automatically combined using the LATERAL
keyword for one of the DBMS systems, and vendor-specific equivalents for the
other two systems.
In our experiments, we measure the time required to run the test application under the various execution strategies considered by Scalpel. All of the
reported measurements represent the average of a number of repetitions, with
the number of repetitions selected so that the standard error of the mean (σ M )
is less than 5% of the mean for each measurement. The SQL statements were
prepared once for each factor combination and prepare time is not included in
the reported measurements.
7.1 Effects of Client Predicate Selectivity
Figure 25 shows the test application’s run time under the each of the execution
strategies as the selectivity of the application predicates is varied. Selectivity
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Fig. 26. Test application run times for the nested (N), outer union (U), outer join (J), client hash
join (H), and client merge join (M) strategies for varying query costs on configuration LCL. The
query cost factors are calibrated so that each cost factor unit adds approximately one second of
application run time.

is controlled by the probabilities P0 and P1 . In Figure 25(a), P1 is fixed at 1.0
and P0 is varied. In Figure 25(b), P0 is fixed at 1 and P1 is varied.
For the original nested execution strategy, mean execution time is proportional to the product P = P0 P1 , so it has similar behaviour in both Figure 25(a)
and (b). Outer query Q 0 is always executed one time, and FP inner queries Q i
are executed, on average, for each row of the outer. For low values of P , the
nested strategy is optimal since the inner queries are rarely executed, and no
resources are wasted fetching unneeded results. However, the run time of the
nested strategy grows rapidly with increasing P , as more inner queries are
executed.
For the unified strategies, the execution time is largely independent of P0
and P1 . Regardless of the results of these predicates, the combined query is executed and all rows are fetched by the client. There is a slight linear dependence
resulting from the cost of decoding the attributes for the inner queries. If inner
queries are not executed, their attributes are not decoded from the combined
result set, leading to slightly lower run-times.
The partitioned strategies fetch all possible rows from a rewritten inner
query when the inner query is first executed. This gives the partitioned strategies a strong dependence on P0 , the probability that the inner queries will be
opened at all.
7.2 Query Costs
We added an outer join in each query of the test queries Q 0 and Q i . The outer
joins allowed us to vary the server cost of each query without affecting the number of rows it returns. We used this to test the performance of Scalpel’s execution
strategies as the costs of the inner and outer queries vary. Figure 26 shows results of this experiment. Predicate selectivity was fixed at P0 = 1 and P1 = 0.5.
The cost of the nested strategy increases linearly with the cost of the outer
and inner queries. The cost of the unified strategies also increases linearly with
the cost of the outer query, and with the same slope as the nested strategy. This
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Fig. 27. Run time with varying network configurations and P1 = 18 , CI = 8.

is because these strategies execute the outer query once. As the cost of the inner
queries varies, the cost of the unified strategies increases with a steeper slope
than that of the nested strategy. This is because the unified strategies computes
the result of these inner queries for all outer rows, while the nested strategy
only evaluates the inner query when the application actually requests it. This
happens for about half of the outer rows, since P1 = 0.5. Because of this higher
slope, the outer union strategy is cheaper than nested when the inner query
cost is relatively low, but it becomes more expensive with increasing cost of the
inner query.
The partitioned strategies effectively execute the outer query F + 1 times:
once when the application issues the outer query, and once as part of the combined query that is issued when the application first requests each of the F
inner queries. This gives the partitioned strategies a stronger dependence on
the cost of the outer query. The partitioned strategies are similar to the unified
strategies when we consider the cost of the inner queries.
7.3 Execution Costs
Figure 27 compares the different execution strategies under the five different
run-time configurations listed in Table V. For these experiments, we set P0 = 1,
P1 = 18 , F = 2, and an inner cost factor of 8. One row was returned from each
invocation of the two inner queries. In this experiment, we measured client
and server CPU costs and total execution time for each strategy. Client CPU
times were measured using client O/S functions and server CPU times were
measured by the DBMS. The total time was measured at the client; in some
cases, this total was less than the sum of the components due to overlap of
execution costs.
There are several interesting observations that we can make from Figure 27.
First, the original nested execution strategy is not significantly slower than
the optimal strategy (join) in the LCL configuration. It is reasonable for system
developers to select a nested strategy for this case, especially considering the
difficulty of estimating the selectivity of local predicates and the complexity of
manually combining queries.
Second, we observe that the join and merge strategies are faster in the
LAN1 and LAN0.1 configurations than in the LCL configuration. The LAN
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Table VI. Training Overhead
Depth
1
10
10
40

Cols
10
10
10
100

Parms
1
1
10
100

Original (ms)
2.64
2.62
2.88
14.95

Training (ms)
3.15
3.31
3.34
198,368.17

configurations allow for overlap between server processing and client processing (the machine A used in LCL is a uniprocessor). The nested strategy, on the
other hand, takes more than 1.5 times as long in the LAN1 configuration and
more than 2 times as long in the LAN0.1 configuration when compared to the
LCL configuration.
Third, the unified and partitioned execution strategies reduce not only latency but also the client and server CPU costs. This cost savings results from
fewer messages that need to be formatted, sent, and interpreted. Even in the
LCL configuration, all strategies but union use less server CPU time than the
nested strategy, despite the selectivity P1 = 18 .
Finally, while the savings for the LAN configuration are low in absolute terms
(about 125 ms), the savings are very significant for WiFi and WAN; for example,
with a wireless configuration the joined strategy saves nearly 1.5 s of elapsed
time, and the savings grows to 100 s with the WAN setup.
The original nested execution strategy is close to optimal for a local connection. Even if a LAN configuration is considered, absolute benefits are modest
for an single execution of the outer and inner query (hundreds of milliseconds)
so system developers might decide to use the simpler nested implementation.
However, the server costs are 50% lower with the joined variant. Further, if
other deployments with higher network latency are used in the future, the
nested implementation will be unsatisfactory. Finally, the predicate selectivity
P1 = 18 is quite low. If the value of P1 in particular configurations is higher,
then the nested strategy will be far from optimal.
7.4 Scalpel Overhead
The Scalpel system monitors all database requests during training. The correlation detection algorithm we have presented is O(n2 ) in n the number of
attributes for all opened cursors. A slightly more complicated O(n) algorithm
exists. However, we have found that even the quadratic approach has reasonable overhead for the actual systems we examined. Table VI shows the opentime for a query with varying numbers of outer queries opened (Depth), varying
number of columns for each query (Cols), and varying number of parameters for
the innermost query (Parms). Testing was performed with a local client (LCL).
The overhead of the correlation detection algorithm is reasonable so long as
the product of Depth, Cols, and Parms is not greater than 1000. In the actual
systems we examined, we did not find any cases where this product exceeded
100. However, the poor scalability of the quadratic algorithm indicates that a
linear algorithm may be preferable in a practical implementation.
At run-time, all OPEN requests are intercepted. If a query is not being rewritten, the original query is submitted to the DBMS and the result set is wrapped
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Fig. 28. Context tree for dbunload.

in a monitor object that can detect when the cursor is closed. This monitoring
is needed to maintain the current context for triggering rewrites.
We measured the overhead Scalpel adds to opening a query. With a local
configuration (LCL), the overhead is 27 μs per query, or 7.0%. The overhead is
the same for all network setups, and drops to 1.6% in the LAN configuration
due to the higher base cost.
The overhead would be reduced if Scalpel were integrated with the vendorprovided JDBC driver (eliminating, for example, the need to use wrapper objects
to track the current context). However, the overhead seems acceptable as it is
low in absolute terms, and consists entirely of client CPU time. Even with
current overhead levels, significant gains can be made without significantly
impacting user interaction due to the benefits of rewrites performed by the
Scalpel system.
8. CASE STUDIES
As was noted in Section 1.1, we studied a set of application programs to determine the kinds of request patterns that they exhibit. In this section, we present
two of these applications as case studies in the use of Scalpel. Our manual
inspections of these applications found nested request patterns. We are interested in determining whether Scalpel is able to identify and effectively exploit
those patterns. Section 8.1 describes the dbunload case study, and Section 8.2
describes the SQL-Ledger.
8.1 dbunload Case Study
The first case we considered is the dbunload program. dbunload is provided
with Adaptive Server Anywhere, a relational DBMS produced by iAnywhere
Solutions, a Sybase company. The dbunload program generates a text-based
“unload” of a database, suitable for recreating both the schema and instance
data.
We considered only the schema portion of dbunload. Figure 28 shows the
context tree that Scalpel detected when we trained Scalpel using a small set
of artificially created databases. The context tree is relatively complex. By inspecting the source code, we found that the nesting arises because the code
structure matches the nesting structure of the output (e.g., one cursor is used
over all tables; a nested cursor is used for all columns of a table). Further, nesting appears because of informational functions that are called from multiple
contexts. These informational functions typically select a single row using a
provided primary key.
We measured the performance of dbunload when using Scalpel with 31 realworld databases. Figure 29 shows the run-time with and without Scalpel’s
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Fig. 29. Running time(s) of dbunload on LAN0.1. Original times are shown on the left in increasing
order by cost, and times with Scalpel’s optimizations are shown on the right in the opposite order.

Fig. 30. SQL-Ledger system structure.

optimizations for these 31 databases on the LAN0.1 configurations. These
databases are labelled with A,B, . . . ,Z,α, β, θ λ, μ in order of increasing cost on
the LCL configuration. In these tests, all of Scalpel’s strategies were permitted, and we show the time to unload the entire schema. The results show that
Scalpel provides significant savings. Total run-time was reduced by an average
of 60%, with a server costs reduced by an average 58% and client costs reduced
by 20%.
While it is clearly cheaper to execute dbunload using the optimizations that
Scalpel provides, it is daunting to consider implementing these optimizations
manually in the code. Each of the queries is relatively complex, with a number
of variants that may be executed depending on configuration settings. It would
be quite difficult to manually generated the needed combined queries.
8.2 SQL-Ledger Case Study
We considered SQL-Ledger as a second case study. SQL-Ledger is a web-based
double-entry accounting system written in Perl. The system is configured with
a DBMS storing persistent accounting entries, a web server that executes Perl
scripts to implement business logic, and a web browser that presents the user
interface.
Figure 30 gives an overview of the structure of the SQL-Ledger system. A
web browser presents a user interface, and a web server executes the business
logic. The SQL-Ledger business logic communicates with a DBMS using the
Perl DBI library and a vendor-specific DBD module. We use ‘V’ as a placeholder
in Figure 30 to represent a specific DBMS implementation.
In general, the web browser, business logic, and DBMS can be placed on
separate machines. We simulated a web user and the business logic on machine
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Table VII. Simulated User Activities
Activity
A. Add Sales Invoice
B. Add Cash Receipt
C. Transaction History
D. Tax Collected
E. A/R Aging

Frequency
35%
35%
10%
10%
10%

# Database Requests
Original Optimized
1429.9
118.5
46.4
28.7
85.0
71.5
3.1
3.1
63.4
4.0

Improvement
92%
38%
16%
0%
94%

B, and used a commercial DBMS on machine A communicating using a 100Mbps LAN (configuration LAN0.1 in Table V).
The web browser presents a menu of links to activities that a user can perform, such as adding a transaction. Each of these activities may require multiple
steps. For example, when adding an invoice, a separate step is used for each
invoice line For each step, the user presses an Update button that submits a
partially completed form to the web server. The business logic scripts parse the
partially completed form, issue database requests to retrieve additional information, and format a new form to be returned to the user. The last step of a
user activity consists of using a Post button to apply the requested changes to
the database server. Some of the business logic scripts that are executed during a user activity issue nested database requests that might benefit from our
proposed optimizations.
We populated the database with synthetic data and simulated the activities
of a user working with the system. We used two scale factors, SF1 and SF10;
SF1 is a small instance that we use for training of Scalpel, and SF10 represents
the data needs of a medium sized company. We simulated a user performing
accounts receivable activities with this synthetic data. Table VII shows the activities that we simulated based on the description in the SQL-Ledger manual
[Simader 2004]. For each activity, we show the proportion of simulated sessions that perform the activity. We also show the number of database requests
submitted for each activity in both the original setup and with Scalpel’s optimizations.
8.2.1 Configuring the System for Measurement. The dbunload program requires no human interaction, so we were able to run it with and without optimizations and achieve comparable results. Since the SQL-Ledger program is
interactive, we need another approach to generate repeatable results. We used
the following procedure. First, we created a backup of the populated database.
Then, we executed 500 simulated activities from a single simulated user. We
monitored all database requests made by the business logic, and we stored these
as a trace. Then, to simulate an execution, we restored the data file from the
backup and replayed all database requests (with associated think time delays).
This approach gives a repeatable setup provided that the order of the returned
rows does not change. For this reason, we restricted Scalpel to use only the
nested execution (N), outer join (J), and client hash join (H) strategies. These
strategies do not alter the ordering of rows from outer queries so so they can
be used with replayed workloads.
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Table VIII. Costs of 500 User Activities

Total time (s)
Server CPU (s)
Client CPU (s)
Queries Submitted
Top-Level
Nested
Update Requests
Network Packets
Client → Server
Server→ Client
Network Bytes (MB)
Client → Server
Server→ Client

SF1
Original Training
171.5
172.4
29.3
38.6
48.6
60.1
39,909
39,909
16,130
16,130
23,779
23,779
5,263
5,263
163,223
179,181
83,195
91,383
80,028
87,798
57.2
61.9
22.2
23.5
35.1
38.4

Original
1,439.2
578.8
373.9
285,913
18,791
267,122
6,818
1,200,287
610,739
589,548
457.6
137.2
320.5

SF10
Optimized
629.8
283.7
319.6
24,982
18,791
6,191
6,818
160,583
93,466
67,117
199.8
22.1
177.7

Improvement
56.2%
51.0%
14.4%
91.3%
0%
97.7%
0.0%
86.6%
84.7%
88.6%
56.3%
83.9%
44.6%

8.2.2 Rewrite Opportunities. After configuring the system as described,
we used Scalpel’s training mode on a SF1 database to identify opportunities for
optimization. Figure 7 shows part of the context tree detected by the Pattern
Detector. The SQL-Ledger system dynamically generates queries with variations based on input configuration; to Scalpel, these appear as distinct queries..
Scalpel discovered three variants of Q 1 , and two variants of Q 9 . We collapsed
these variants for a simpler presentation. Only Q 5 can be used in a join strategy
as the other queries could return more than one row.
Note that query Q 5 appears in two contexts, /Q 4 and /Q 8 . In the first context, the input parameters of Q 5 are predicted to be equal to attributes of Q 4 .
However, in context /Q 8 there is no prediction for one of the input parameters
of Q 5 . Because of this, node /Q 8 /Q 5 must be executed using the nested strategy
(N).
8.2.3 Performance Results. Table VIII summarizes the performance results when executing a stored trace of 500 user activities. During training with
a SF1 database, overall time is slightly slower than running without Scalpel.
However, training did increase client processing costs due to the requirements
of finding nesting patterns and identifying parameter correlations. The network and server costs are also slightly higher during training due to the need
to retrieve catalog information from the DBMS for query analysis and costing.
When we execute the stored trace with the SF10 database using Scalpel’s
optimizations, the difference is more dramatic effect. The elapsed time is reduced by over 800s (an improvement of 56%). Further, this savings in latency
is associated with significant reductions in server and client processing costs,
along with lower communication costs.
As suggested by Table VII, all of the simulated activities except D-Tax Collected contain some nested requests that are optimized. Figure 31(a) compares
the optimized and unoptimized elapsed time for each of the steps performed
by our simulated user. Each of these steps represents a single form submission
from the user, and the step may be executed multiple times within a single activity. There are four steps that benefit from Scalpel’s optimizations: A(3), B(1),
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Fig. 31. SQL-Ledger elapsed time for unoptimized (U) and optimized (O) configurations.

C(2), and E(1). Figure 31(b) shows the elapsed time for outermost queries and
inner queries for these four steps that are optimized.
8.3 Summary of Case Studies
In summary, our examination of dbunload and the SQL-Ledger system demonstrates that opportunities for our proposed optimization do appear in some systems. While these opportunities are relatively rare, they can have substantial
benefit when they are optimized.
Scalpel can identify these optimization opportunities using a training period that does not excessively degrade system performance, and it is able to
automatically rewrite submitted requests to take advantage of the selected
optimizations.
9. CONCURRENT UPDATES
When Scalpel performs a rewrite it combines an outer query with one or more
inner queries, and it issues the combined query to the server before the inner
queries have actually been requested by the application. This can potentially
lead to a data consistency problem: Prefetched results obtained from the combined query may not contain updates that would have been observed by the
original inner queries. There are two possible sources of such updates. They
may occur on the same database connection as the queries, or they may be
occur on some other concurrent connection.
Updates performed on the same connection as the queries are observed and
monitored by the Scalpel system. If such an update is observed at run-time,
and if that update could possibly affect prefetched results, Scalpel’s Prefetcher
can react by simply ignoring the prefetched data, and shipping any subsequent
inner queries directly to the DBMS. This is essentially the same technique that
Scalpel uses to recover from mispredictions. However, determining whether an
update conflicts with a rewritten query is, in general, a difficult task. That
task would be further complicated by the presence of of updatable views and
triggers in the database. To avoid these problems, Scalpel takes the conservative
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approach of assuming that any update conflicts with prefetched query results,
and ignoring the prefetched results.
Scalpel may also observe updates on the monitored connection during training. If this occurs, Scalpel’s Pattern Detector marks the outermost open query
as containing an update. The Pattern Optimizer does not generate rewrites for
any context tree nodes in the subtree below the marked node. Thus, Scalpel
will not prefetch in any context in which it observed an update during training.
While Scalpel can detect updates on the monitored connection, it does not
observe changes made on other, concurrent connections. If the serializable isolation level is used, then this does not introduce a correctness problem. The
serializability requirement means that subsequent fetches would observe the
same results as a prefetched result. However, depending on the implementation of the serializable isolation, prefetching can cause extra data contention
because Scalpel prefetches some data that would not have been fetched by the
original application (because a local P0 or P1 predicate failed). Locking-based
implementations will prevent updates to these unneeded rows until the transaction ends. On the other hand, when using rewriting strategies the Scalpel system significantly reduces the run-time of a transaction, which can act to reduce
data contention because locks are held for a shorter period. When an isolation
level weaker than serializable is used, prefetching may introduce anomalies.
These anomalies are likely acceptable to application developers that accept
the anomalies associated with weak isolation, but they need to be carefully
considered.
A final, related issue is cursor sensitivity. If a cursor is currently open
over prefetched results, it will not reflect any updates made after the data is
prefetched. This satisfies the requirements of the INSENSITIVE and ASENSITIVE
cursor types, but not SENSITIVE cursors. SENSITIVE cursors are required to reflect relevant changes made by the same connection after the cursor is opened.
Scalpel cannot use prefetched results to satisfy these types of cursors as the
sensitivity requirements cannot be met using prefetched data.
10. RELATED WORK
A number of researchers have studied how to effectively execute queries that
contain various forms of nesting [Fegaras and Maier 2000; Seshadri et al. 1996].
The approaches developed in that work are effective at choosing efficient evaluation plans for the correlated combined queries that we generate. However,
the techniques are not directly applicable to the problem we consider because
the nesting appears in the application, not the queries.
Shanmugasundaram et al. [2001] and Fernandez et al. [2001] studied efficient mechanisms to generate nested results from relational data sources. Their
work differs from the current research in three ways. First, they assumed that
the query nesting was known due to the presence of an XML view definition,
while we detect nesting and correlations in the sequence of requests submitted by a client application. Second, our work extends the view tree reduction of
Fernandez et al., a heuristic that combines all at-most-one-row queries with
their outer query using joins. In our work, we choose the queries to join together
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on the basis of a cost model that accounts for the effects of local predicates that
can appear in client application.
Mayr and Seshadri [1999] also considered effective mechanisms to execute
queries that contain local predicates. However, they did not consider the case
of nested queries, and assumed that the local predicate was identified in the
query. The rewrites they employ can be applied to our case. However, the local
predicates that we identified appear in application code. These predicates would
need to be re-expressed so that they could be exploited by the rewrites Mayr and
Seshadri [1999] use. We have elected to leave the client application unchanged,
which means that local predicates are always executed after fetching all the
rows of a combined query.
Florescu et al. [1999] discussed query simplification under preconditions,
an approach to optimizing parameterized queries based on knowledge of the
source of the binding parameters. In their work, they considered queries that
were accessed with actual parameter values drawn from different outer queries,
and exploited rewrite optimizations that were safe in certain contexts. Their
work relied on having a declarative representation of the queries and nesting,
so they could be assured of knowing when a query was truly correlated.
Bernstein et al. [1999] suggested that the context in which an object was
fetched is an important factor to consider when deciding which related objects
should be prefetched. For example, if two objects, A and B were both fetched
from the same query, then we fetch A’s x attribute, it is a reasonable assumption
that we will soon fetch B’s x attribute. The solution proposed by the authors
attempts to discover operations that should be applied to multiple objects, and
uses this as the basis for prefetching. In contrast to Scalpel, their system examined contexts of objects not of queries.
Other researchers have considered how query results can be fetched before
the query is actually requested. Yao and An [2003] found that there are semantic relationships between queries submitted by a user within a single session.
They explored how a system can exploit predictions of future requests by, for
example, prefetching results before the query is submitted or caching results
from previous requests. If a set of user access patterns is identified through
mining database workload traces, their work shows how these patterns can be
used to reduce latency. In contrast to our work, they considered sequences of
queries instead of nesting patterns.
Sellis [1988] investigated mechanisms for choosing an execution strategy for
a stream of queries that are known ahead of time. Results for multiquery optimization complement our results well. Scalpel derives a prediction of queries
that will be executed together, and these could be optimized by a query optimizer using multiquery optimization.
11. CONCLUSIONS AND FUTURE WORK
A number of client applications generate patterns of nested, correlated queries
in the stream of requests they submit to a DBMS. This nesting pattern generates a large number of small queries that contribute to high latency and
server processing costs. While it is possible in some cases to rewrite applications
ACM Transactions on Database Systems, Vol. 30, No. 4, December 2005.

1100

•

I. T. Bowman and K. Salem

manually to avoid generating these patterns, such rewrites are complicated by
a number of factors. One of these is the fact that a nested approach is in fact
optimal for some configurations of the application program (e.g., see Figure 25).
In the cases where such optimal configurations are expected to occur in the majority of client deployments, it is prudent to choose the nested implementation,
which is in any case easier to implement.
Although optimal in some configurations, the nested strategy can lead to
poor execution performance for deployments that do not match the expected
configuration. Developers are thus faced with an unfortunate decision: either
use a more complicated implementation that is actually slower in the majority of predicted deployments, duplicate development effort to use multiple
implementations that choose the optimal strategy at deployment time, or accept suboptimal performance in deployments that do not match the expected
case.
We have presented Scalpel, a system for detecting and optimizing patterns
of repeated requests within a query stream. Scalpel uses a deployment-time
training period that monitors a request stream to automatically detect nesting
of queries and correlations between query parameters and attributes of outer
queries.
Once Scalpel detects nested requests and finds predicted correlation sources
for parameters of inner queries, it uses a cost-based optimizer to choose the optimal execution strategy for the particular deployed configuration. The cost-based
optimizer minimizes response time by comparing the server, communication,
and client costs of three execution strategies: nested, joined, or hash-based.
The execution strategies that we have presented give correct results even
in the case that the training phase predicted correlations that do not hold at
run-time. Further, these strategies give correct results in the face of concurrent updates provided that serializable transactions are used. If weaker isolation levels are used, the presented strategies may introduce anomalies that
may be acceptable to application developers, although they must be carefully
considered.
Rewriting nested patterns is only a first step toward optimizing the query
streams applications present to servers: data structure correlations and batches
also occur frequently. Further, additional strategies such as outer unions and
merge-based rewrites may perform better in some configurations. Finally, the
patterns detected by Scalpel may be useful for tuning database servers. For example, these patterns may provide insight into appropriate materialized views
that can be used to answer multiple requests in a stream. Alternatively, knowledge of requests likely to occur in the future may aid the DBMS query optimizer
to select an appropriate execution strategy using techniques such as multiquery optimization [Sellis 1988]. We plan to address these issues in future
work.
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