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Abstract. We propose a system for assisting emergency personnel in making evidence-
based medical decisions in scenarios with constraints on time and knowledge. Our
approach is based on the artificial intelligence technique of semantic data mining, fo-
cusing on the use of ontology-based knowledge representation to provide the precise
definition of entities and their relationships. This is particularly useful in medical ap-
plications due to the heterogeneity of medical data and the diversity of health care en-
vironments. Leveraging the SNOMED-CT medical terminology encoding system, we
are able to extract information by applying context-aware semantic reasoning. Our high
level system architecture includes four primary layers: an aggregation of data repos-
itories, an ontology, a reasoning engine, and the application interface. The backbone
of the system consists of knowledge representation and a reasoning engine connected
to an end user system via a natural language processing mechanism. We also compare
our approach with other methodologies for medical decision making (under similar
constraints), emphasizing the particular value offered by our ontological approach for
these time critical environments.
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1 INTRODUCTION

With the advance of Information Communication Technologies (ICTs), more medical organiza-
tions are utilizing electronic systems to capture, manage and use patient related information. The
scope of this information varies from organization wide Electronic Medical Records (EMRs) to
Electronic Health Records (EHRs) shared between different organizations.

These systems utilize various formats for persisting and exchanging medical data, some of which
are incompatible with one another. Consequently, it can be quite difficult to process large amounts
of patient data from various sources and produce relevant information. For time critical scenarios,
such as in an emergency room setting, these medical information systems do not provide the de-
sired functionality since an intelligent (human) agent is required to (manually) search through the
patient data. Furthermore in other scenarios where the information might be readily available but



access to the information might be restricted by the available communication bandwidth, it might
be difficult to bring all pertinent information to medical personnel.

As a motivational example, consider the following scenario. A patient is found unconscious on the
sidewalk. The 911 call gets the emergency response team out to bring the patient in. The emergency
team’s first goal is to stabilize the patient and then to transport him to the nearest hospital. The
stabilization protocol might require administration of a drug or use of a procedure that is generally
acceptable but might be harmful for this particular patient. We assume that the patient’s medical
records contain evidence against administration of such a drug or procedure. However, even if
the emergency crew could see all patient information, the nature of the situation, the ability of
crew members, and the time factor might not allow them to reach the best solution for the patient.
Consequently, the patient may suffer adverse reactions which could have been prevented.

Our proposed approach draws from the field of artificial intelligence, utilizing an ontology-based
knowledge representation and a semantic reasoner to infer answers to various queries. More specif-
ically, all patient medical data, drug information and medical procedures are represented using well
established ontologies (such as SNOMED-CT [?]), while inference can be conducted using estab-
lished software [?]. For the scenario stated above, our system would create a triple-store (i.e. an
ontological structured database) based on (i) data found in patient medical records, (ii) data de-
scribing drug interactions, and (iii) data describing various medical procedures.

Once the triple-store has been established, we can apply rules to the knowledge-base to infer new
facts. For example, we might apply rules to discover that a diabetic patient who has pancreatic
cancer should not be administered insulin to stabilize blood glucose levels. Or that a certain drug
should not be given to a pregnant patient. Given these rules and the knowledge-base, the emergency
team members can query the system asking questions and receiving answers based specifically on
the patient data from the knowledge-base. A semantic reasoner can provide a proof supporting its
diagnosis, allowing easy validation by human doctors or other medical personnel.

Our proposed solution is targeted at health care providers with diverse backgrounds and technical
abilities, ranging from nurses and emergency response team members to general practitioners and
specialists. The user defines the context/scope of use by providing the relevant contextual infor-
mation. The knowledge-base can then be tailored and refined based on the specified context. The
user queries the knowledge-base in an interactive fashion by posing various questions in natural
language. The user query is then translated into a triple statement using the terminology from the
various ontologies. A referencing engine (Euler[?]) is then invoked to mine the answer from the
knowledge-base. The answers can be directly mined or can be inferred from the existing data in
the knowledge-base.

The use of an ontology provides two main benefits. First, the ontology provides semantic interop-
erability so that information (mined from various systems) can be represented for processing and
knowledge mining. Second, an ontological model allows us to discover relationships that might
not be obvious just from the raw data.

In contrast with other non-semantic systems (with similar objectives), the main advantage of our
solution is the ability to respond to ad-hoc queries over dissimilar and distributed data-sets, pro-
viding useful information to make an evidence based decision.



2 BACKGROUND

In this section we will briefly review the fundamental primitives and concepts required for struc-
tured knowledge representation, communication and processing. We will use these primitives and
concepts to lay down the foundation for knowledge-based solutions utilizing ontological represen-
tations.

“Knowledge management is concerned with the representation, organization, acquisition, cre-
ation, usage, and evolution of knowledge in its many forms. To build effective technologies for
knowledge management, we need to further our understanding of how individuals, groups and
organizations use knowledge" [?].

Medical information systems utilize ontology based knowledge representations for defining, de-
scribing and presenting information. Each specialized medical field may utilize the corresponding
specialized ontology best suited for the field. For example, the Systematized Nomenclature of
Pathology (SNOP) was originally conceived to specify morphology codes [?] for pathology.

Given the depth and the diversity of the stored information, “an assortment of techniques for
representing and managing codified knowledge has emerged from a number of areas in computer
science, notably artificial intelligence, databases, software engineering, and information systems”
[?]. Development of techniques for knowledge representation (in forms that can be exploited by
intelligent machine based agents) is the main contribution of the artificial intelligence area and the
focus of our particular design.

We begin by reviewing the basic primitives as follows:

2.1 Ontologies in Knowledge-based Systems

Within artificial intelligence, each knowledge base uses three basic primitives: (i) individuals (ii)
relations between individuals and (iii) features/attributes of individuals, which represents the cur-
rent “world" within the confines of a current interpretation. However, in order for multiple indi-
viduals to operate and work with this interpretation, they all need to agree on how to represent the
various concepts. This is to ensure that knowledge can be:

– shared between various people (semantic interoperability)
– aggregated from various sources
– preserved over time maintaining its original meaning

An ontology is defined as the specification of the meaning of all the symbols in a knowledge-
based information system [?]. There are various ways to formalize and represent an ontological
model. The most flexible representation of an ontology is the triple representation [?]. A triple
can be thought of as a simple three-word sentence to represent knowledge. The first word is a
subject representing an individual. The second word, a verb, usually defines an attribute of the
individual. The third word is an object and represents a value of the attribute. Let us consider a
simple example to illustrate this. First we define a prop relationship to represent a property, so that
saying prop(X,Y,Z) is the same as saying that X has property Y, with value Z. We can then express
knowledge/information in the following example:



– prop (dell_1557, owned_by, bob).
– prop (dell_1557, manufacturer, dell).
– prop (dell_1557, colour, red).

A triple-store is used to capture and store all information in the conceptualized world. Its format is
similar to a relational database; however a relational database requires all relationships to be explic-
itly identifiable. A triple-store has no such restriction. A triple-store can be queried for information
in a manner similar to a relational database.

2.2 RDF/Notation 3 Representation

Resource Description Framework (RDF) is a standard model for data interchange on the World
Wide Web (WWW). It has features that facilitate data merging even if the underlying schemas
differ, and it specifically supports the evolution of schemas over time without requiring all the
data consumers to be changed[?]. These properties of RDF make it an ideal candidate for manage-
ment and exchange of medical information where the data-sets (i) have a particularly large set of
consumers (ii) enjoy a long life span and (iii) are constantly evolving.

Notation 3 (N3) is based on RDF standards and represents an analogous syntax to RDF/XML to
represent data. Furthermore, N3 adds extra features (like rules and formulas) in order to process
data and make inferences from facts in the data. N3 is (i) designed for a human-readability and
(ii) comparatively easy to work with, as it is less verbose than RDF/XML[?]. N3 follows the triple
representation of information. An N3 triple-store is a collection of these statements where each
statement is terminated by a period ‘.’ symbol. Consider the following information store:

N3 Statement (triple) Translation

:thermo :temp :high. thermostat temperature is high

:heating :power 0. heating power is zero

N3 also allows us to represent rules that can govern the relationships between individuals based
on their corresponding attributes. For example by using the information above, we can create the
following rule in N3 notation which states that if the thermostat temperature is high, then the
heating power is zero.

:thermo :temp :high ⇒ :heating :power 0.

This capability adds considerable deduction and inference capabilities to a simple data-set where
the relationships between the individuals might not be explicitly known (in contrast to a relational
database information store).



2.3 Querying for Information

Once the knowledge-base has been transformed into a triple-store and the inference rules have been
established, we can query for new information by asking questions. Generally a semantic reasoner
is required to consume the triple-store and establish the various obvious relationships. The reasoner
is also capable of knowledge inference to discover latent relationships between individuals. For
example if the knowledge-base defines A equals to B and B equals to C, then the semantic reasoner
is capable of making the inference that A equals C.

It is important to realize that the semantic reasoner makes a decision based only on the knowledge-
base available to it at the time of the user query. Therefore when the reasoner fails to establish a
relationship, it could be that there exists no such relationship (in the world) or that the knowledge-
base is incomplete. Let us consider a simple example to further illustrate this. Our triple-store
(knowledge-base) is defined as follows.

:bob :member :agfa.

:agfa :w3cmember :w3c.

:agfa :subscribed :mailing_list_w3c.

We can define a simple access rule as follows to state that any person who is a member of an
institution that belongs to w3c and subscribes to the w3c mailing list can have access to the w3c
mailing list.

{?PERSON :member ?INSTITUTION.

?INSTITUTION :w3cmember :w3c.

?INSTITUTION :subscribed ?MAILINGLIST}

⇒ {?PERSON :authenticated ?MAILINGLIST}.

Given the knowledge-base and the access rule, we can now ask the question “Who is authenticated
to the w3c mailing list?” as follows:

_:WHO :authenticated :mailing_list_w3c.

The semantic reasoner will derive all relevant relationships using logical inference, and will pro-
duce a list of all individuals satisfying the authentication rule condition.

3 EXISTING DATING MINING TECHNIQUES

In recent years data mining applications in medicine have gained traction, since many organiza-
tions and research groups have realized that these techniques are useful for extracting knowledge



from large databases. In the data mining area, some traditional methods are discussed and classi-
fied in [?][?][?]. Also, several criteria are proposed to classify these methods, including the kind
of patterns discovered (predictive or informative); the representation language (symbolic or sub-
symbolic); and the data mining goal (classification or regression).

Methods from various subfields have been applied in several real and artificial domains [?], and
their performance has been compared in several studies [?]. The main conclusion is that no method
is better than the others in all domains [?], because the performance of a method is related to the ap-
plication domain. This was subsequently shown to hold across all possible data mining techniques
by Wolpert and Macready’s “No Free Lunch” Theorem [?], which shows that, in the absence of
task specific information, the expected performance of all optimization techniques is identical.

We begin by introducing five example methods representing a broad cross section of data mining
approaches: (1) Statistics and Pattern Recognition; (2) Machine Learning, (3) Neural Networks,
(4) Support Vector Machines, (5) K-Nearest neighbors algorithms.

Statistics and Pattern Recognition: Generally, an explicit underlying probability model is needed
for the statistical methods, which provides an estimate of the membership of an example to a class.
Before the application of these methods, users must define formal models and hypotheses. Classi-
cal methods are based on Fisher’s work on linear discrimination [?], which is a method used to find
a linear combination of features which characterize or separate two or more classes of objects or
events. Three methods are commonly applied, the Linear, Quadratic, and Logistic discriminants.

Machine Learning: Machine Learning is an artificial intelligence research area that studies com-
putational methods for improving performance by mechanizing the acquisition of knowledge from
experience [?]. Machine Learning algorithms enable the induction of a symbolic model, decision
tree or set of rules, of preferably low complexity, but high transparency and accuracy [?]. Some
classic techniques that are still widely used in Machine Learning are discussed in depth below.

Case-Based Reasoning: When a new case is presented to this method, Case-Based Reasoning
looks for a previous case (or cases) held in memory which have characteristics similar to this one.
These similar previous cases (for which the final outcomes are known) are used to infer the status
of the new case. Case-Based Reasoning’s performance is very sensitive to the choice of indexing
scheme and the similarity metric used.

Decision Trees: Decision trees are used to predict the value of a target variable based on several
input variables, by building a tree with nodes that branch based on the values of various data
attributes. Decision trees can be generated using algorithms such as Quinlan’s ID3 and C4.5 [?][?],
or a recursive partitioning method, which is a statistical method for mining large data-sets in order
to uncover hidden patterns and find the correct classification (such as in CART [?]). ID3 and its
successors are very popular methods and the precursor to implementations with advanced features,
like example selection for the training sets; pruning methods; good generalization performance;
and automatic conversion to classification rules.

Genetic Algorithms: The origin of Genetic Algorithms is the study of cellular automata [?]. They
simulate the natural selection mechanism by starting with a population of candidates, also called
organisms, and growing successive generations through applying crossover and mutations to the
organisms. When evaluation functions use “elitism” (i.e. allow only the best candidates to survive),
proofs of convergence to the optimal solution exist [?]. Genetic Algorithms are most often used to



extract complex concepts from small databases. This is because the technique makes several scans
over a training database to predict accurate rules, making it more I/O intensive and inappropriate for
mining extremely large data-sets. However, more recent research has provided practical solutions
to this problem[?].

Neural Networks: Neural Networks are based on models of the human brain. They represent
knowledge as a network of units, or neurons, distributed in one or several layers that transmit acti-
vation values from the input nodes to the output nodes. Neural Networks are used for classification,
clustering, prediction and regression. Some configuration rules are defined for the weighting of the
transmission, the activation of the nodes and the connection pattern of the network. Different set-
tings of these configuration rules produce different types of Neural Networks.

Support Vector Machines: A Support Vector Machine (SVM) is a discrimination technique,
which consists in separating several sets of points by a hyperplane [?]. It is based on the use of
kernels, which allow an optimal separation of the points of the plane in various categories. SVMs
are based on the structural risk minimization principle, while traditional neural networks utilize the
empirical risk minimization principle[?]. SVMs are used for classification [?] and regression [?].

K-Nearest Neighbors Algorithms: The K-Nearest Neighbors (KNN) algorithm is intended for
classification tasks, but can be extended to estimation tasks as well. KNN is a case-based reasoning
algorithm, based on the idea of making decisions using similar previously solved cases in memory.
CBR also matches new cases to find similar past cases, however CBR does not use Euclidean
distance measures. Generally, the functioning of a KNN algorithm is carried out in two steps:
(1) the distance between a new sample and each training sample is computed using Euclidean
distance measures. (2) the K samples which are the closest to the new sample are identified and
the new sample is labeled with the most frequent result among them. KNN algorithms are used for
classification [?][?].

3.1 Semantic Approaches

As discussed above, the “No Free Lunch” (NFL) theorem for search explicitly proves the expected
equivalence of all conventional data mining techniques when used in the absence of task specific
information [?]. More specifically, NFL shows that a particular data mining technique can only
perform better than average by X% on a particular task if it also performs exactly X% worse in
total on some set of other problems. Naturally, this motivates incorporation of domain specific
knowledge into data mining algorithms and the medical domain, with its substantial diversity of
data mining tasks, has proven to be a fertile starting point for many researchers. This is likely
due to the widespread availability of computerized domain knowledge, like the SNOMED-CT and
Unified Medical Language System (UMLS) ontologies [?,?], which index an enormous number of
terms and the relationships between them.

One area which has received particular attention is the improvement of query results for doctors
seeking advice in the practice of evidence based medicine. In this domain, doctors attempt to ob-
tain the most relevant and current information on the appropriate treatment for patients. Studies of
doctors’ search queries indicate that common questions regard the ideal dose of a specific medi-
cation or the causes of a specific symptom [?,?], suggesting the introduction of domain specific
knowledge by way of question interpretation. Mendonca et al. present a system for automatically



formulating appropriate search queries from typical physician question formats [?]. Additionally,
the system is capable of automatically adjusting queries based on relevant patient information,
so that queries about a patient with “congestive heart disease” can be automatically structured in
terms of that specific condition, even if formulated in terms of a more general condition (e.g. “heart
disease”). This is accomplished using the subsumption relationships in UMLS.

Similarly, Fushman and Lin develop, implement, and benchmark a system allowing physicians
to augment their search of the PubMed database [?] using ontological relationships between doc-
ument meta-data concepts [?]. The system requires use of a specialized query structure which
necessitates converting the natural language query into a meta-data like format. For example, the
authors show how the query “In children with an acute febrile illness, what is the efficacy of
single-medication therapy with acetaminophen or ibuprofen in reducing fever?” is required to be
formatted as:

– Search Task: therapy selection
– Problem/Population: acute febrile illness/in children
– Intervention: acetaminophen
– Comparison: ibuprofen
– Outcome: reducing fever

The similarity of meta-data in the search results returned by the natural language search terms can
then be compared with the formatted query using conventional classification techniques to improve
relevancy. The use of explicit query formatting addresses previous work which showed that a major
contributor to doctor’s dissatisfaction with search results is poorly formatted or ambiguous queries
[?]. Fushman and Lin’s system is empirically validated, and shown to outperform the NIH’s own
query system [?].

Jacquemart and Zweigenbaum also propose the use of ontologies in a medical question answering
system. The UMLS ontology [?] is used convert medical students’ questions into a list of keywords
for a conventional search engine [?].

Although all the approaches above utilize ontologies for data mining, they are primarily con-
cerned with first-order relationships between terms. Indeed, the question posed in our motivating
example ("Can I administer insulin?") is strikingly similar to one used by Jacquemart and Zweigen-
baum as an example of a challenging problem for their system, "My patient is diabetic; can I use
vasoconstrictors?" [?]. This query is challenging for their system because it involves higher order
relationships between terms. There is unlikely to be an explicit relationship in a medical ontology
indicating that mixing vasoconstrictors and diabetes is problematic, but such a relationship may
still be present implicitly, requiring a reasoning engine to discover it.

After presenting our proposed solution in the section that follows, we return to it contrast with the
various competing methods outlined in this section.

4 PROPOSED SOLUTION

4.1 System Architecture

Kararia and Juric suggested an ontological layering model to share e-Health information across
heterogeneous data sources [?]. We adopt a modularized architecture loosely based upon this sys-



Fig. 1. System Architecture.

tem to provide a foundation capable of incorporating a board array of medical data sources into
our model’s reasoning framework (see Figure ??). The architecture is composed of five modules.
The data repository module contains medical information stored in a variety of heterogeneous data
stores (ranging from relational database systems to unstructured documents (e.g. doctors’ notes).
In addition, they could reside in the WWW or local hospital information systems.

The ontological module is responsible for providing semantics to the diverse medical information
from the data repository module. It includes the ontologies used to define and classify different
types of health care data. For the purpose of illustration, we assume that all medical data can be
represented by an ontology such as SNOMED-CT. In order to facilitate the aggregated semantic
representation, we utilize constraints provided by the requirement module.

The reasoning module is where the semantic reasoning take place. It takes the output a natural
language processing (NLP) agent and utilizes semantic reasoners to fulfill the user query. The
inner workings of this module are discussed in detail in sections ?? and ??.

The application module provides an abstraction of the user interface for our system. We do not
enforce any particular requirements on an actual implementation. Consequently our system is capa-
ble of supporting multiple user-interfaces corresponding to various user characteristics and medical
devices. For example, a user interface used by a physician could allow for more precise and diverse
terminology than the interface used by an emergency response team member.

The requirement module cooperates with the reasoning layer. It decides which data sources and
ontologies are needed in order to retrieve the correct information for this query. This is accom-
plished by extracting the keywords from the query, and generating constraints on the data sources
and ontologies to narrow the searching range.



4.2 Details of Natural Language Processing Module

Our proposed solution takes advantage of the comparatively easy natural language processing
mechanisms provided by use of ontologies in question answering systems. Like earlier authors
[?,?], we propose to incorporate matching of user queries to commonly used formats, to facilitate
automatic conversion to logically structured queries. We limit ourselves to three possible formats
in this work, while noting the possibility of extensions:

1. “Is there any reason not to administer treatment Y to patient X?”
2. “What is an alternative treatment to Y for patient X, given condition Z?”
3. “What is the nature of the adverse reaction if patient X is given treatment Y?”

Obviously there exists a nearly infinite number of variants on these basic forms, but previous
research [?,?] suggests that patten matching is quite viable if our system limits itself to answering
a set of question types. For example, the question “Can I give John Doe insulin?” has two nouns,
“John Doe” and “insulin”. Our ontology will readily confirm that “John Doe” is a patient, and that
“insulin” is a treatment. Utilizing synonyms in conjunction with other ontological resources, such
a query can be found to be most similar to question 1 above.

The use of a finite set of canonical question forms also provides us with the ability to use “canned”
queries formats, so that, continuing with our example above, the given natural language is con-
verted into a a logical expression whose form is equivalent to the natural language in question 1
above. For example: ∃I,s.t.I =< JohnDoe,negative_interaction, Insulin >?.

4.3 Motivational Scenario

In this section we consider a simple scenario to highlight the various components of our pro-
posed solution and their interactions with each other. We use a simplistic model of the world as
depicted in Figure ??. The main entities (players) defined in our model are patients, health care
providers, drugs, diseases and various medical conditions. There are various relationships defined
between these entities, the main relationship being the IS_A relationship (sometimes called “sub-
sumption”). For example a doctor is a health care provider which is a person. Similarly Insulin
is an allopathic drug which is a drug. Besides the IS_A relationship, we can find various other
relationships between the entities defined. For example the disease ulcer has a condition called
bleeding, the drug Viagra has contra indication to the drug nitroglycerin. Please refer to Figure ??
for details.

Using the triple notation (discussed earlier) we can capture the semantic model in a triple-store
(see Appendix). Furthermore, we can add additional information based on observing actual objects
from our conceptualized world (these objects have been omitted from Figure ?? to reduce the visual
complexity). The following N3 statements represent some of the entities defined along with their
observed attributes and properties.



:John a :Patient;
:name “John";
:hasDisease :Hypoglycemia,:PancreaticCancer.

:James a :Patient;
:name “James";
:hasDisease :Ulcer.

:Mary a :Person;
:name “Mary";
:condition :Pregnancy.

:Dr.Smith a :Doctor.

:ERT.Jane a :EmergencyResponseTeam.

We will pose a series of questions to the semantic reasoner. Some of the answers can be derived
directly from the information stored in the knowledge-base, while others will require making in-
ferences based on the available knowledge and the data-mining rules (see Appendix).

Fig. 2. Simple semantic model representing main entities & their relationships.

Consider the following scenarios:

Scenario1 : Assuming that an emergency response team member is interested in administering
an insulin injection to patient John. The patient’s medical record indicates that John has hypo-
glycemia. Furthermore from the knowledge-base we know that insulin is a contra indicator to
hypoglycemia, and therefore should not be administered tox patients with hypoglycemia. In order
to make the best possible decision for the patient, the emergency response team member poses the
following queries to our system.



Can John be administered insulin? The system replies back with evidence that John can not be
given insulin, since he is suffering from Hypoglycemia.

:John :hasDisease :Hypoglycemia e:evidence file:knowledge-base#68>
:Insulin :contraIndication :Hypoglycemia e:evidence <file:knowledge-base#33> implies

:John :canNotBeGiven :Insulin e:evidence <file:rules#15>

The reasoning engine found the evidence that John has disease hypoglycemia and insulin is a
contra indicator for hypoglycemia from the knowledge-base. It then used the following rule from
the inference rule-set to decide that John should not be given insulin.

{ ?PATIENT :hasDisease? DISEASE.
?DRUG :contraIndication? DISEASE.

} ⇒ {?PATIENT :canNotBeGiven ?DRUG}.

What can be used as a replacement of insulin for John? From Figure ?? we can see that a homeo-
pathic drug “Magic Powder” can be used as a replacement for insulin.

Furthermore there exists no contra indication relationship between hypoglycemia and the drug
magic powder. A query to the system finds no evidence as to why John should not be administered
the magic powder.

Scenario2 : We can also pose more generic queries to the system, such as asking for a list of
everyone who an anticoagulant drug should not be administered to.

_:WHO :canNotBeGiven :Anticoagulant.

The reasoner searches the whole knowledge-base and finds that an anticoagulant drug should not
be administered to the following people: Mary, since she has a condition pregnancy; James, since
he has an ulcer; anyone with an ulcer. The relevant part of the knowledge base is displayed below.

:Mary :condition :Pregnancy} e:evidence <file:knowledge-base#76>.
:Anticoagulant :contraIndication :Pregnancy} e:evidence <file:knowledge-base#28>} implies
:Mary :canNotBeGiven :Anticoagulant} e:evidence <file:rules#20>}.

:James :hasDisease :Ulcer} e:evidence <file:knowledge-base#72>.
:Ulcer :condition :Bleeding} e:evidence <file:knowledge-base#51>.
:Anticoagulant :contraIndication :Bleeding} e:evidence <file:knowledge-base#28>} implies
:James :canNotBeGiven :Anticoagulant} e:evidence <file:rules#26>}.

:Ulcer :condition :Bleeding e:evidence <file:knowledge-base#51>.
:Anticoagulant :contraIndication :Bleeding} e:evidence<file:knowledge-base#28> implies

:Ulcer :canNotBeGiven :Anticoagulant} e:evidence <file:rules#20>}.



The following rules are utilized in the above inference.

{?ANY :condition ?CONDITION.
?DRUG :contraIndication ?CONDITION.
} ⇒ {?ANY :canNotBeGiven ?DRUG}.

{?PATIENT :hasDisease ?DISEASE.
?DISEASE :condition ?CONDITION.
?DRUG :contraIndication ?CONDITION.

} ⇒ {?PATIENT :canNotBeGiven ?DRUG}.

5 COMPARING WITH EXISTING NON-SEMANTIC STRATEGIES

5.1 Intrinsic Disadvantages of Non-Semantic Data Mining Strategies in Medicine

There are numerous drawbacks intrinsic in avoiding the use of semantics in data mining, both in
Medicine and in other fields. Our approach attempts to remedy many of these shortcomings, and
to allow application of data mining techniques in areas which were previously infeasible.

No Free Lunch: As discussed briefly in the existing work section above, the most readily apparent
drawback of non-semantic approaches is the “No Free Lunch” (NFL) theorem for optimization [?].
The theorem is so named because of the way in which it is often described: in terms of restaurant
menus. Given an arbitrary set of menu options, M, and a set of prices P, such that |P|= |M|, we can
imagine a set of restaurants R, such that every possible combination of menu items and prices is
represented as some member of R. That is, each row of PXM is a member of R. Then, a consumer
who does not know which restaurant they will be dining in has the same expected price for their
meal (namely, the average of the elements in P), independent of their menu item preferences. Thus
a vegetarian (who will be more likely to pick certain dishes than others) will have exactly the same
expected price for their meal as a person who is equally likely to pick any menu item.

This analogy may seem fairly far removed from the problem of optimization, but the essential sim-
ilarity lies in the fact that in optimization, in the absence of a priori knowledge about the properties
of the function to be optimized, all possible strategies for optimization must perform precisely the
same on average. The menu items are replaced by possible “next steps” in optimization. The prices
are replaced by the improvement that will result from making a particular next step, and the dining
preferences are replaced by strategies for picking the next step in optimization.

Since answering ad-hoc queries with conventional data mining techniques necessitates the con-
struction of a new regression or classification model, and that construction requires optimization
of some criteria (e.g. minimizing empirical error), all commonly used semantic-free approaches
are subject to NFL. However, NFL applies only in the absence of domain specific information (if
you know which restaurant you’re going to, you can make a better estimate about how much you
will pay). The addition of domain specific knowledge is readily accomplished using ontologies, as
we have shown here, but can also be accomplished using non-semantic approaches, in principle.
For example, instead of using ontological processes to find relevant information, we could con-
struct a new support vector machine to answer each patient query (i.e. by formulating the query



as a classification problem, training the SVM using a relevant subset of a patient database, and
using the resulting model to make predictions about the patient of interest). For example, we could
phrase the query "Can I give Joe insulin?" in terms of building a classification model which pre-
dicts whether a patient should be given insulin, and train such a model using data from people who
were given insulin in the past. The use of domain specific knowledge here would be equivalent
to selecting only those attributes relevant to answering the question of interest, a process often
called feature selection. In the absence of semantic knowledge, feature selection techniques are
essentially limited to information-based methods, whose efficacy will depend on the quality of the
data, and which may uncover relationships which are incidental (e.g. diabetes → heart disease),
rather than causal (diabetes← overweight→ heart disease). Although the relationships may exist
in practice, the lack of a causal basis for the resulting model could be highly problematic when
supporting clinical reasoning.

Opacity: One of the principal concerns with using certain modern data mining techniques is the
opacity of the resulting models. While techniques like support vector machines have the abil-
ity to discover patterns involving non-linear interactions between dozens or hundreds of features,
clinicians may be hesitant to trust such patterns, especially when there is no guarantee of causal
relationships. While these effects can be mitigated by choice of model and judicious pruning of
rule sets, the inherent opacity of these models precludes their use by computational laypersons in
emergency situations, where the results of an ad-hoc query cannot necessarily scrutinized in detail
before application.

Speed: Utilizing a conventional model for time critical ad-hoc queries may be infeasible, since
obtaining high quality results typically requires an abundance of data, and a substantial number of
features may be required in the absence of domain specific knowledge. Training time for conven-
tional data mining techniques typically scales no better than linearly in the number of data points
and the number of features used.

5.2 The Advantages of Our Solution

Optimization Independent: Our system relies on a static (or nearly static) ontology which is
assumed to define the sum total of empirically validated human medical knowledge. As such, an-
swering an ad-hoc query with our system involves reasoning about the given relationships and facts
(of the semantic entities), rather than the construction of a new data model. While conventional ap-
proaches must automatically construct a new model from the data in response to each query, our
model is static and so does not do so. This removes the need to engage in optimization when an-
swering a new query, and so is not subject to the No Free Lunch theorem. This is an important
point, since it ensures that it is possible for our system to have consistently reliable performance.

Transparent: Compared with the opacity of the conventional data mining techniques, our seman-
tic approach is much more transparent. The user can define the semantic rules clearly, in advance
of the data mining process, according to prior knowledge and experience. Consequently, the results
can be better controlled and are more readily accepted by the user. In addition, our approach can
provide its chain of reasoning directly to the end user for verification, allowing the user to review
the thought process behind an unexpected result.

Fast Response: Again, the fact that our system relies on a static model provides a solution to
a problem with conventional methods. While the requisite theorem proving may still take some



time, most queries can be expected to terminate quickly. Also, because our system uses a static
implementation, it may be possible to produce highly efficient system-specific optimizations more
readily than with conventional approaches.

6 FUTURE WORK

Future work on our proposed system would focus on implementation and extensions. It appears that
implementation of most system components could be accomplished using a suite of open source
software (The Euler Reasoning Engine, SNOMED-CT Ontology), and natural language processing
techniques outlined in publicly available literature (e.g [?]). Hardware and user interface could be
deployed using existing infrastructure via smart phones with a proprietary application. Arguably,
the most difficult component to implement would be to integrate patient records into the data
records portion of the system, a process which relies on the prior presence SNOMED-CT tags.
Fortunately, as there are other good reasons to want such tags in patient records (e.g. for billing
purposes), eventual widespread adoption of the technology seems plausible.

In terms of extensions, we intend to prioritize the addition of one additional question into the
system: “What is the approximate risk of administering treatment Y to patient X?”. This ques-
tion might be important for emergency responders if a patient is identified as being unsuitable for
treatment with available resources due to the possibility of adverse effects. If no other treatment is
available, and the patient’s condition is sufficiently urgent (i.e. life threatening), then the relative
risk of treating vs. not treating the patient becomes pertinent. Thus, a patient who will certainly
die before reaching hospital, but only has a 5% chance of adverse reaction to the proposed treat-
ment, might be treated in spite of the possibility of adverse reaction. In contrast, a patient whose
faces an 80% chance of a serious adverse reaction might not be treated if there is any chance of
reaching the hospital alive. We propose the attachment of supporting evidence to relationships in
the SNOMED-CT ontology as a possible strategy for answering this query. This would consist of
locating a document from the medical literature which describes the relationship in question, pos-
sibly including a non-technical document summary or an extracted scalar valued for the strength of
the relationship. For example, we might attach a study showing the relationship between diabetes
and obesity to the obesity→diabetes link, along with a simple summary (e.g. "Obesity increases
the likelihood of diabetes by a factor of 5"), and a scalar value (e.g. "5"). Although SNOMED-CT
contains an enormous number of inter-concept relationships (approximately 1.5 million), evidence
supporting each link can, in principle, be gathered automatically using specialized information
retrieval techniques [?]. Concise summaries of the resulting documents could be provided as a
response to queries about explicit relationships in the ontology.

Implicit relationships require a somewhat more complex approach. While in principle it might be
possible to extract a scalar value for the “strength” of each link from the corresponding supporting
evidence, it is not clear that doing so makes sense in all cases. Even if a scalar corresponding to
the magnitude of the effect implied by a particular relationship could be identified for all possible
interpretations present in SNOMED-CT, it is not clear how to interpret the series of such scalars
that would be returned by a query about an implicit relationship in the ontology. For example,
suppose we are told that we cannot administer a clotting agent based on the following chain of
reasoning about patient John Doe (note: the given numbers do not correspond to reality):



1. John Doe is overweight, but has not been diagnosed with hypertension (100% chance)
2. Overweight people often have undiagnosed hypertension (25% chance)
3. People with hypertension sometimes react badly when given procoagulants (12% chance)

There are several possible ways we could interpret these results, but all of them are problematic.
First, we could assume that being overweight does not increase the risk of complications when
administering procoagulants to a patient with hypertension (i.e. items 2 and 3 are uncorrelated). In
this case, we anticipate a 3% chance of adverse reaction if we administer the drug (0.12 ∗ 0.25 =
0.03). However, we could just as easily assume that the two events are correlated, in which case
the risk of complications can range from 25% if the events are fully positively correlated (i.e. if
2→ 3 ), to 0% if they are fully negatively correlated (i.e. if 2 6→ 3). This issue arises because
SNOMED-CT (or for that matter, medical science as a whole!) cannot possibly quantify the nth-
order relationships between all possible combinations of terms. As a stop gap measure, our system
could report the range of possible values, or perhaps just the maximum value. Continuing with the
above example, we could return {0,0.25} as the range of values, though this is not necessarily very
helpful. In the long term, we could consider incorporation of Bayesian models for patient data in to
the system to provide better estimates. Under this system, a large database of patient records could
be used to estimate the strength of the correlations between various relationships based exclusively
on previous patient data, though this introduces other problems.

7 CONCLUSIONS

In this paper, we propose a system for semantic data mining to aid in medical decision making.
Semantic data mining is enabled by ontology-based knowledge representation, which provides the
precise definition of entities and their relationships. A high level system architecture is proposed,
including data repository, ontology, reasoning, and application/interface layers. We also compare
our approach with the other methodologies, in particular statistical methods such as decision tree,
support vector machine, and so on. In contrast with other non-semantic systems, our solution re-
sponds to ad-hoc queries over dissimilar and distributed data-sets, providing useful information to
an agent to make an evidence based decision.
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APPENDIX

Semantic Knowledge Store

Knowledge (Triple) Store:
All information is represented as triples
prefix rdfs: <http://www.w3.org/2000/01/rdf-schema# >.
prefix : < # >.
Model Representation
:Person a rdfs:Class.
:Patient rdfs:subClassOf :Person.
:HealthCareProvider a :Person.
:Doctor rdfs:subClassOf :HealthCareProvider.
:EmergencyResponseTeam rdfs:subClassOf :HealthCareProvider.
:MedicalProcedure a rdfs:Class.
:Drug a rdfs:Class.
:HomeopathicDrug rdfs:subClassOf :Drug.
:AllopathicDrug rdfs:subClassOf :Drug.
:Anticoagulant rdfs:subClassOf :AllopathicDrug;

:name "Anticoagulant";
:contraIndication :Bleeding,:Pregnancy.

:Insulin rdfs:subClassOf :AllopathicDrug;
:name "Insulin";
:precaution :PancreaticCancer;
:contraIndication :Hypoglycemia;
:contraIndication :Pregnancy.

:Viagra rdfs:subClassOf :AllopathicDrug;
:name "Viagra"; :contraIndication :Nitroglycerin.

:Nitroglycerin rdfs:subClassOf :AllopathicDrug.
:MagicPowder rdfs:subClassOf :HomeopathicDrug;

:name "Magic Powder"; :replacementFor :Insulin.
:Disease a rdfs:Class.
:Diabetes rdfs:subClassOf :Disease.
:Hypoglycemia rdfs:subClassOf :Disease.
:Ulcer rdfs:subClassOf :Disease;

:name "Ulcer"; :condition :Bleeding.
:Cancer rdfs:subClassOf :Disease.
:PancreaticCancer rdfs:subClassOf :Cancer.
:MedicalCondition a rdfs:Class.
:Hemorrhage rdfs:subClassOf :MedicalCondition.
:Pregnancy rdfs:subClassOf :MedicalCondition.
:Bleeding rdfs:subClassOf :MedicalCondition.



Observed and Factual Knowledge
:John a :Patient;
:name "John";
:hasDisease :Hypoglycemia,:PancreaticCancer.
:James a :Patient;
:name "James";
:hasDisease :Ulcer.
:Mary a :Person;
:name "Mary";
:condition :Pregnancy.
:Dr.Smith a :Doctor.
:ERT.Jane a :EmergencyResponseTeam.

Inference Rules

replacementfor
{?DRUG1 :replacementFor ?DRUG2
}⇒ {?DRUG1 :exchanged ?DRUG2}.
canNotBeGiven
{?DRUG1 :contraIndication ?DRUG2.
}⇒ {?DRUG1 :canNotBeGiven ?DRUG2}.
{ ?PATIENT :hasDisease ?DISEASE.
?DRUG :contraIndication ?DISEASE.
}⇒ {?PATIENT :canNotBeGiven ?DRUG}.
{ ?ANY :condition ?CONDITION.
?DRUG :contraIndication ?CONDITION.
}⇒ {?ANY :canNotBeGiven ?DRUG}.
{ ?PATIENT :hasDisease ?DISEASE.
?DISEASE :condition ?CONDITION.
?DRUG :contraIndication ?CONDITION.
}⇒ {?PATIENT :canNotBeGiven ?DRUG}.


