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Abstract

We present a novel form of automated game theoretic mechanism
design in which mechanisms and players co-evolve. We also model the
memetic propagation of strategies through a population of players, and
argue that this process represents a more accurate depiction of human
behavior than conventional economic models. The resulting model is eval-
uated by evolving mechanisms for the ultimatum game, and replicates
the results of empirical studies of human economic behaviors, as well as
demonstrating the ability to evaluate competing hypothesises for the cre-
ation of economic incentives.

1 Introduction

This work demonstrates a new method for automatically designing mechanisms
(economic incentives) using hierarchical co-evolutionary genetic programming.
This framework is capable of modelling the propagation of strategic behavior
through a population of human-like agents, rather than assuming both perfect
information and perfect rationality on the part of the human actors. Conse-
quently, our system is able to design mechanisms which a co-evolving population
of agents cannot exploit, and which maximize arbitrary design goals. The system
achieves this through periodic adjustment of the mechanism to drive out memes
which threaten the optimal equilibrium once the co-evolving populations have
settled there. We show that the system can be used to select between competing
hypothesises for economic incentivization, and can maintain a population of co-
evolving agents in a non-Nash equilibrium for long periods of time, replicating
empirical observations of human behavior.
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The remainder of the paper is partitioned into six major sections. In the next
section (Motivation), we discuss empirical results which conventional economic
models do not address, and explain why an evolutionary view can explain these
results correctly. In Section 3 (Background), we briefly treat automated mech-
anism design, co-evolutionary genetic programming, evolutionary game theory,
and social dilemmas. In Section 4 (Model) we present a new algorithm for au-
tomated co-evolutionary mechanism design, and highlight its differences from
previous approaches. Section 5 (Experiment) discusses our implementation and
a series of experiments on a simple game designed to demonstrate the efficacy
of the system. Section 6 (Results) reports the results of the experiments and
accompanying statistical analysis, and Section 7 (Conclusions) summarizes the
results and provides some discussion.

2 Motivation

In the study of economics and game theory, it is conventional to adopt a model
of human behavior premised on rational and self-interested agents. Such agents,
referred to by convention as Homo economicus, are endowed with a utility func-
tion and strategically select actions to maximize their utilities under it [20].
However, the Homo economicus model has been subject to a wide variety of
criticisms (e.g. [10] which argue that it is inconsistent with the empirical reality
of human behavior. In this work, we consider an alternative model of human
behavior grounded in evolutionary game theory [27], wherein the behaviors of
agents emerge from gradual evolution under an external selection pressure rather
than from the unbounded rationality of Homo economicus. We argue that at-
tempts to design mechanisms (economic policies) to broadly influence human
behavior should be founded in this model.

Our critique of the Homo economicus model focuses on empirical observa-
tions of human behavior which are not well modeled by it. Consequently, we
suggest that conventional economic models are inappropriate for descriptive
purposes, and thus for real world applications on non-idealized subjects (i.e.
humans as opposed to computational agents).

Human behavior differs from the predicted behavior of economically rational
agents in a class of simple, yet interesting games, including prisoner’s dilemma
[23], and the centipede game [17]. This work however, focuses on the extensively
studied ‘ultimatum game’, in which one player suggests a division of resources
to another. If the second player accepts the division, both receive the suggested
portions. If the division is rejected, both players receive nothing. Here, econom-
ically rational behavior consists of the first player offering the smallest amount
possible, and the second player accepting any offer with a non-negative value.
Human behavior is observed to deviate from this pattern quite significantly, with
typical offers close to a 50-50 split, and offers of less than 20% typically rejected
[12]. This effect also appears to be culturally dependent (e.g. [13]) and corre-
lated with experience in market economies, precisely the environment modeled
by H. economicus. Further, humans behave in this fashion even when playing
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with strangers whom they may never encounter again, and when they are not
sure of the precise person they are playing against [12]. These issues suggest that
individuals are making their decisions on a basis other than economic rationality.

Other behaviors poorly explained by Homo economicus framework include
altruistic acts such as heroic sacrifice which, if we omit the possibility of an af-
terlife, cannot provide direct utility to a human actor. Human interpretations of
probabilities (e.g. tending to over-estimate the likelihood of improbable events
and under-estimate the likelihood of probable events [28] also lack a direct ex-
planation via economic rationality, since there is no a priori justification for this
bias. A comprehensive model of human behavior should account for observed
deviations from economic rationality. Finally, instances of bigotry or preferential
treatment lack a logical explanation in direct, individual economic terms. Such
behaviors act as a sort of distributed punishment, where an individual member
of one social group punishes others not in their group even at a disadvantage to
themselves (e.g. refusing to serve paying customers).

Human behaviors that deviate from economic rationality cast doubt on the
efficacy of mechanisms designed under the assumption that there are no such
deviations. Although there has been some limited work in designing mechanisms
that do not assume economic rationality [19], results suggest that in general,
the design of mechanisms which are robust to players who deviate irrationally
from equilibrium play is difficult. Notable successes include multi-agent systems
with a design goal of maximizing social welfare [19].

These factors suggest that an alternative approach to mechanism design is
desirable. In subsequent sections we argue for the application of an approach
inspired by co-evolutionary processes, in which designers compete to adapt their
mechanisms in an evolutionary arms race with a population of players. Following
Maynard-Smith and others [27][29], we suggest that many of these seemingly ir-
rational behaviors are the result of genetic or memetic motivations, arising from
the process of evolution by natural selection. This framework offers explanations
for many empirically observed processes which are poorly explained by conven-
tional economic models. For example, the tendency of players to cooperate in
prisoner’s dilemma and other social dilemmas can evolve in simulated exper-
iments [18][2], even in the presence of economically rational players through
strategies like Tit-for-Tat [2].

3 Background

3.1 Automated Mechanism Design

The mechanism design problem is a special type of Bayesian Game in which
one of the agents involved is allowed to adjust the outcome of a game in or-
der to achieve a personal goal. For example, a mechanism designer interested in
maximizing aggregate utilities (i.e. a “social welfare maximizer”) may adjust the
game so as to make defection a less appealing action. The process is complicated
by the ability of agents to lie about their personal status (their type). For exam-
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ple a rich agent may lie about their income to avoid paying taxes. Longstanding
impossibility results in mechanism design further complicate matters, notably
Arrow’s impossibility theorem [1] and the subsequent Gibbard-Satterthwaite
theorem [26], which constrain the set of possible mechanisms quite severely for
certain desirable outcomes. In particular, these results limit realizable mecha-
nisms for a significant class of games to being either dictatorial (i.e. there exists
a single player whose preferences determine the outcome of the game), or ma-
nipulable (players have incentives to deceive the mechanism designer).

Automated mechanism design is a process for the automatic construction
of mechanisms using optimization techniques, first proposed by Conitzer and
Sandholm [5]. The idea is that a user specifies an objective (e.g. maximize so-
cial welfare), a prior distribution for agent types, and some constraints (e.g.
the mechanism must be incentive compatible). An algorithm (e.g. linear pro-
gramming) is then employed to find a solution to the resulting constrained
optimization problem.

Automated mechanism has several advantages. Perhaps most importantly,
because mechanisms designed by automated construction are problem specific
(and not general), they can circumvent or minimize the impact of the impossi-
bility results above [25]. Although general enough to examine many problems
of the type addressed by this work (indeed, our proposed model can be viewed
as a form of automated mechanism design), we argue that canonical automated
mechanism design is subject to the constraints inherent in assuming agent ra-
tionality.

While more recent work considers designing mechanisms for agents with
bounded rationality, research into automated mechanism design assumes that
agents will select actions rationally [6]. In contrast, our work examines auto-
mated mechanism design for agents that take evolutionarily rational actions,
and optimizes mechanisms under that assumption. Our work also allows for
adaptation in the prior distribution of types, and optimizes the evolutionary
meta-game resulting from changes in the distribution over time when selection
pressures are imposed by the designer’s mechanisms.

For example, if a company generates a mechanism for its suppliers under the
assumption of a particular distribution of supplier types, the type distribution
may adapt in response to the mechanism as suppliers adjust their infrastructure
to compete. Although later work by Conitzer and Sandholm also examines this
point [6], their work still relies on the assumption of rational agents.

3.2 Social dilemmas

A social dilemma is any game in which cooperation maximizes overall utility,
but non-cooperation maximizes individual utility [8]. Social dilemmas have long
been studied in experimental settings using computer modelling. Perhaps most
prominently, Axelrod’s landmark work [2] describes the result of tournaments
involving many iterated interactions between software agents in the prisoner’s
dilemma. As discussed above, there are many cases in which human behavior
does not display rational choices in social dilemmas.
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One may simply conclude that human beings are not rational. Or, through
computer modelling, one can test whether human beings are in fact rational due
to two differences between the abstract models of the games we compare our
behaviors to and our actual game theoretic settings:

1. what is rational in an individual setting may not be what is rational in an
evolutionary setting; and,

2. what is rational within a single game may not be rational when many
games are available.

In individual settings strategies are defined analytically. In evolutionary set-
tings selection operates on individuals and on parts of individuals (genes) to-
gether with mutation and sexual reproduction to produce strategies. Stable
strategies can sometimes be found analytically (as in evolutionary game theory
– for example, see [27]), but in this work we will be attempting to find them
automatically.

The particular social dilemmas we are interested in have been studied in
prior modelling experiments. One key issue in studying social dilemmas in an
evolutionary computing context is the removal of any assumption of iterated in-
teraction. There is, however, a way in which modelling accounts can substitute
a biologically plausible mechanism that has a similar effect to iterated interac-
tion. Axelrod points this out: “As long as the interaction [between players] is not
iterated, cooperation is very difficult. That is why an important way to promote
cooperation [in social dilemmas] is to arrange that the same two individuals will
meet each other again, be able to recognize each other from the past, and to
recall how the other has behaved until now” [2].

This statement is, it turns out, too strong. Here is an example that explains.
In the single play ultimatum game, two agents have the opportunity to share
some good G. Agent 1 decides how much of G each agent will get; based on
Agent 1’s decision, Agent 2 decides whether to accept or reject the allocation.
If Agent 2 decides to reject the allocation, then neither agent receives anything;
otherwise each receives Agent 1’s allocation. The rational behavior for Agent 1
is to allocate nearly all of G to themselves, and the rational behavior for Agent
2 is to accept any allocation, since something is better than nothing.

Humans playing this game do not behave rationally. Even though they are
told that they will not be playing against a given opponent a second time, they
only accept an allocation that is ‘fair’: some proportion that is close to half of
G [12]. If software agents play against each other and are bred according to
a genetic programming paradigm, eventually the ‘rational’ strategy comes to
saturate the population. Recent studies, though, have shown that if some small
(approximately 30%) of agents report their ‘type’ – that is, disclose some single
amount that they accepted in some past interaction – then the human-like, fair
strategy comes to dominate instead [18].

There are some weaknesses though with the approach taken in [18]. For
example, rationality in an evolutionary setting will depend not only on the
features of a single game, but the ability to choose between many games. Later
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we discuss approaches to co-evolution for mechanisms and agents for modelling
human fairness in the ultimatum game.

3.3 Co-Evolutionary Genetic Programming

In co-evolutionary genetic programming, two populations evolve in tandem. For
example, a population of trading agents may co-evolve with a population of
mechanisms [14]. Co-evolution provides a fitness function which moves over time,
simulating an evolutionary arms race [27], and helping to provide a gradient
for evolution. The population of agents may adapt in response to changes in
the mechanism. For example, the prior distribution of types may change in
response to the mechanism as trading agents adapt their strategies to the new
environment. By alternating between the evolution of agents and mechanisms,
it may be possible to design mechanisms which are robust to changes in the
types of agents.

A co-evolutionary framework for automated mechanism design was first pro-
posed by Phelps [22]. In Phelp’s model, a population of mechanisms represented
as canonical genetic programs [15] is evolved in conjunction with a population of
agents under the same representation. Phelps’ work did not produce promising
results under this model, and it was abandoned in favour of models where only
the mechanism population evolved, and agents instead utilized a reinforcement
learning algorithm [21]. Phelps speculated that the poor results observed rep-
resented optimal solutions to an evolutionary meta-game wherein agents and
mechanisms mutually disengaged from the evolutionary process and converged
to undesirable equilibriums [21]. For example, the initial mechanism population
might only contain nonsense mechanisms, which provide no gradient for the
players to evolve against. Consequently a population of nonsense players is gen-
erated, which provides no gradient for the mechanisms to evolve against, all but
ensuring the generation of further nonsense mechanisms. Once trapped in this
equilibrium, the evolutionary process can continue for a very long time before
any progress can be made.

3.4 Hierarchical Genetic Programming

Very recent work in co-evolutionary genetic programming suggests a method
overcoming Phelps’ difficulties. Symbiotic Bid-Based genetic programming (SBB),
developed by Lichodzijewski and Heywood [16], uses environmental evolution to
prevent co-evolutionary processes from becoming trapped in local minima. This
is done by evaluating a population of candidate solutions to a given optimiza-
tion problem across a large set of environments. Candidates’ fitness is based on
their performance relative to other members of the population under a given
environment. Thus, an environment which awards the same fitness f to each
candidate ends up contributing just 1

n to their fitnesses for a population of n
candidates. In contrast, an environment which awards f to one candidate but
0 to all others contributes a fitness of 1 to the winning candidate. The environ-
mental population is usually selected in a comparatively simple fashion, but can
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also be evolved directly based on the ability of environments to assign variable
fitness measures to different candidates, preventing evolutionary disengagement.
This selection method is similar to the ‘information principle’ of [4].

An additional component appearing in SBB is automatic problem decompo-
sition. By evolving simple behaviors in symbiotic co-evolution with candidate
solutions that combine them, SBB is able to obtain an exponential compres-
sion in the representation of solutions to complex problems [16]. Further, the
resulting solutions tend to avoid the ‘code bloat’ problem endemic to genetic
programming by virtue of using very simple fixed-length rules as basic building
blocks for more complex emergent behaviors. [16]

4 Model

This section presents the components of a new model of co-evolutionary mecha-
nism design inspired by the Symbiotic Bid Based Genetic Programming (SBB)
models of Lichodzijewski and Heywood [16]. It should be noted that the pseu-
docode and algorithms presented in this section have sometimes sacrificed speed
for clarity. Consequently, although the realized implementation of this model uti-
lized later in the paper is semantically equivalent to the model presented here,
many optimizations were added to the code.

The system is based around three populations which evolve together. A pop-
ulation of candidate mechanisms is evolved according to its ability to meet some
desired mechanism criteria with respect to a co-evolving population of players,
subject to some desired constraints. The population of players is evolved with
respect to its ability to maximize individuals’ rewards under as many mecha-
nisms as possible, and to do so as throughly as possible. The behavior of players
is modeled through the evolution of a population of memes, known as strategy
heuristics, which represent possible ideas about the best ways to play the game.
Following Dawkins [7], memes are selected implicitly. Popular memes are more
likely to spread while unpopular ones are more likely to die out – a meme which
causes players to make bad decisions will die out because players who know
the meme will tend to perform poorly and will not be allowed to reproduce. In
contrast, explicit selection for memes would entail assigning a fitness value to
each meme, something which is very challenging to do. Algorithm 1 lays out our
proposed algorithm for co-evolutionary mechanism design.

The DELETE operators in Algorithm 1 simply locate some fraction of the
worst performing mechanisms or players (numCull), and erase them. In case of
ties, the deleted members of the population are selected randomly with uniform
probability from the set of members tied for lowest fitness. The REPLACE
operators are presented in algorithm 2 below.

In algorithm 2, reproduce is a function which generates a new member of the
population using one of three methods: mutation, crossover, or abiogenesis. The
exact rates at which each of these three methods are used are problem specific
(see Section 5). The three methods for each of the three population types are
discussed in detail below.
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Algorithm 1 Algorithm for co-evolutionary mechanism design.
LET O be a set of outcomes
LET A be a set of actions
LET n be the number of players.

LET θ = 2An
be the set of possible joint actions.

LET g : θ → O be a game.
LET F be a problem specific design goal function.
LET I be a problem specific set of possible game states.
LET Mechanisms be a population of candidate mechanisms for g.
LET Memes be a population of strategy heuristics mapping I and A to the reals.
LET Players be a population of players who know subsets of Memes.
for i = 0; i < numGenerations; i = i+ 1; do

for all m ∈Mechanisms do
LET O∗ be the joint outcome of Players under g(m).
LET fitnessm = F (O∗)
LET normFac be the total reward for all players under g(m).
for all p ∈ Players do

LET rewardp be p’s reward under g(m).
SET fitnessp+ = rewardp/normFac

end for
end for
DELETE the numCullm mechanisms with the lowest fitness.
DELETE the numCullp players with the lowest fitness.
DELETE any memes which were present in a player, but no longer are.
REPLACE all deleted memes //See algorithm 2
REPLACE all deleted players //See algorithm 2
REPLACE all deleted mechanisms //See algorithm 2

end for
return Mechanisms

Algorithm 2 Generic algorithm for replacement in co-evolutionary mechanism
design.

LET S be the set of surviving members of the population.
LET D be the number of members to replace.
LET fitnesss denote the recorded fitness of population member s, or, if S is the meme population,
the number of players who know s.

LET fitnessS =
∑

s∈S
fitnesss

LET weightedRand(S) denote a random draw from S such that an element s is selected with

probability fitnesss
fitnessS

.

while D > 0 do
LET parent1 = weightedRand(S)
LET parent2 = weightedRand(S)
LET snew = reproduce(parent1, parent2) //See text
SET D = D − 1
SET S = SUsnew

end while
return S
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The fundamental building block of our model is the strategy heuristic. Strat-
egy heuristics are simple rules which define how desirable taking a particular
action should be for an agent, given some observed circumstances. For exam-
ple, a simple strategy heuristic might define the desirability of buying a stock
as a linear function of its observed price. More generally, a strategy heuristic
is a (possibly stochastic) function s : I → R, where I is the set of possible
information sets in a game.

In our proposed framework, strategy heuristics are modeled as an action
linked to a linear genetic program: a list of assembly level instructions for a
(problem specific) virtual machine [3].

Strategy heuristics evolve in a manner inspired by the idea of genetic and
memetic selection (see Section 2 above). The heuristics enter the population as
unknown ideas, produced according to one of three methods. Mutants are pro-
duced by generating a copy of a parent heuristic with some small probability of
copy errors being introduced in each bit of the program’s binary representation
(See Algorithm 3). The crossover operator is used to recombine the program
code of two existing heuristics in a fashion analogous to sexual reproduction
(See Algorithm 4). Finally, abiogenesis is used to introduce entirely new ideas
into the population of heuristics by generating new, completely randomized pro-
grams.

Algorithm 3 Algorithm for generating mutant strategy heuristics.
LET parent be a linear genetic program.
LET child be a deep copy of parent.
LET pbf be the probability of instructional mutation. {//For each instruction in child...}
for all i ∈ child do

for all bits b in i do
LET r = Unif(0, 1)
if r < pbf then

FLIP b
end if

end for
end for
return child

Algorithm 4 Algorithm for generating new strategy heuristics through
crossover.

LET parent1 be a linear genetic program.
LET parent2 be a linear genetic program.
LET child be a deep copy of parent1.
LET locus = Unif(0, 1) ∗ length(parent1)
for i = locus; i < length(parent2); i = i+ 1 do

SET child[i] = parent2[i]
end for
return child

In our framework, strategy heuristics can combined to produce emergent
behaviors. For example, suppose we have the following strategy heuristics:

1. The desirability of action Sell Stock is StockPrice
2 .

2. The desirability of action Buy Stock is 100− StockPrice
2 .
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Together, these two strategy heuristics define a complete strategy, obtained
by picking the most desirable action at the present stock price. The strategy
consists of selling if the stock price exceeds 100 and buying otherwise. Formally,
the strategy is to pick the action suggested by the strategy heuristic which has
the highest desirability given the problem specific inputs. Notice that, since the
strategy heuristics can take on arbitrary forms, the strategies resulting from
combining them can be quite complex.

Players1 in our framework are defined by the strategy heuristics they know,
which collectively define a player’s strategy. To create an initial population of
players, we first generate and enumerate a population of random strategy heuris-
tics. Players are then generated as random subsets of the strategy heuristic pop-
ulation with sizes in U(1, 10). Thereafter, new players are generated as needed
following conventions similar to those for strategy heuristics. Mutated players
have a small probability of each of their strategy heuristics being exchanged for
a different one, drawn with uniform probability from the strategy heuristic pop-
ulation. Abiogenesis entails sampling a new random subset from the strategy
heuristic population. Crossover works somewhat differently however, adopting
two-point crossover rather than single point, to allow for subsets of differing
size to be created through breeding (See Algorithm 5). Variation in the size of
subsets passed on through crossover is required to capture the concept of play-
ers knowing varying numbers of strategic memes. For example, in a financial
setting, a day trader might have strategies for dozens of special cases, while an
ordinary person might only know one or two rules of thumb.

Algorithm 5 Algorithm for generating new players through crossover.
LET parent1 be a player of size l1.
LET parent2 be a player of size l2
LET locus1 = Unif(0, 1) ∗ l1
LET locus2 = Unif(0, 1) ∗ l2
LET child be a player of size locus1 + l2 − locus2.
for i = 0; i < locus1; i = i+ 1 do

SET child[i] = parent1[i]
end for
LET counter = locus1
for i = locus2; i < l2; i = i+ 1 do

SET child[counter] = parent2[i]
SET counter = counter + 1

end for
return child

The third and final component of our system is a population of mechanisms.
In following with the SBB model of Lichodzijewski and Heywood, we represent
mechanisms as lists of numbers, evolved using a genetic algorithm [11], rather
than the genetic programs of Phelps. Thus, rather than taking the form of
arbitrary mappings between outcomes and rewards, mechanisms are simply a
list of free parameters which each have a problem-specific interpretation. For
example, a mechanism might have parameters representing tax rates for different
income groups, or weights for a voting rule. Representing mechanisms as lists
constrains the search space, and helps avoid some of the issues encountered in
Phelps’ work [22].

1We use the terms ‘player’ and ‘agent’ interchangeably here.
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Mechanisms evolve using a mutation operator much like the ones discussed
for the populations of players and memes above. In particular, we apply Al-
gorithm 3, but use random changes which are normally distributed around
the present value of a parameter rather than being uniformly randomly dis-
tributed. A random selection of changes from a normal distribution discourages
large jumps through mutation. Crossover follows exactly the single-point model
found in Algorithm 4: i.e., replace all instances of ‘linear genetic program’ in
that algorithm with ‘mechanism’.

4.1 Realization

A general framework for creating problem-specific virtual machines was created,
along with a decompiler which produced Scheme code from the raw assembly
which comprised strategy heuristics in this system.

Users of the system define several abstracted functions specific to their prob-
lem. They must define a constructor for mechanisms, since each mechanism
parameter is problem specific, and a mechanism mutation operator for similar
reasons. They need to define a function which plays an instance of the game
under study with a particular set of players and a particular mechanism, and
which returns an outcome in terms of the player’s utilities. In this function,
they are also required to specify the input given to strategy heuristics. Finally,
they must define a mechanism fitness function which assigns a reward to a given
mechanism as a function of a given outcome. Defining these four functions is all
that is required to realize the automated design of a mechanism in our system.

5 Experiments

5.1 Choice of Game

We selected the Ultimatum Game to evaluate our new system. We picked it
because it is a thoroughly studied social dilemma in which human play substan-
tially differs from expected rational behavior, and because it is a simple game
in which it would be possible to readily detect errors in the program and to
predict optimal results. We tracked the rates at which players took different ac-
tions over time, the distribution of mechanism parameters, and the mechanisms’
performance against the criteria of interest.

5.2 Ultimatum Game Tests

We investigated two distinct set of tests of the Ultimatum Game.
In the first version of the game tested, each generation consists of 30 rounds

in which each agent gets a single play against a random opponent (including
themselves). In addition to the standard payoffs, the mechanisms provide a sin-
gle additional value. This value corresponds to the probability that the agent
making the division of the good will know about the result of some past allo-
cation in a single play of the ultimatum game that the other agent accepted
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Figure 1: A plot of the mean rejection (red) and division (black) rates of players
for the ultimatum game without (left) and with (right) marketplace mecha-
nisms. The dashed lines show a 95% CI for each point in time.
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Name Operation
‘+’ Rt ← Rt + {Rs or Is}
‘-’ Rt ← Rt − {Rs or Is}
‘*’ Rt ← Rt ∗ {Rs or Is}
‘/’ Rt ← Rt procDiv {Rs or Is}

‘sin’ Rt ← exp({Rs or Is})
‘log’ Rt ← log({Rs or Is})
‘exp’ Rt ← sin({Rs or Is})
‘rand’ Rt ← unif(0, 1)

Name Value Description
pbf 1

12 Prob. of bitflip in meme mutation.
pxo 0.7 Prob. meme reproduction by crossover.
pm 0.2 Prob. meme reproduction by mutation.

pabg 0.1 Prob. meme reproduction by abiogenesis.

ptm 0.1 Prob. mutating meme in a player.
ptc 0.7 Prob. player reproduction by crossover.

ptrvm 0.2 Prob. player reproduction by mutation.
ptcl 0.1 Prob. player reproduction by abiogenesis.

pmxo 0.1 Prob. mech. reproduction by crossover.
pmm 0.8 Prob. mech. reproduction by mutation.

pmabg 0.1 Prob. mech. reproduction by abiogenesis.

SHps 1000 Meme population size.
Tps 50 Player population size.
Mps 20 Mechanism population size.

numCullm 0.5 % of mechanisms replaced in each gen.
numCullp 0.2 % of players replaced in each gen.

Table 1: The operations and parameters used in our experiments.

(within a single generation). This information is defined to be the ‘type’ of an
agent. Note that types in this case do not correspond to average accepted value,
and are not even selected according to a distribution of past accepted offers.
When a generation is started, a history vector is created, initialized to -1 for
each player. The first time an agent accepts an offer, their history value is up-
dated to correspond to what they accepted. If an agent has already accepted
an offer, then any future time they accept an offer within a single generation,
there is a 50% chance that their history value is updated, following [18].

An example may clarify. When a new agent (Alice) begins playing this ver-
sion of the ultimatum game, the mechanism knows nothing about her. Alice
plays one round of the game with another agent (Bob). Bob offers Alice a divi-
sion in which she is assigned three units, and he is assigned seven. Alice accepts
the division. Now the mechanism knows that Alice will accept at least some of-
fers where she receives only three. When Alice plays a second round of the game,
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the mechanism can choose to reveal this information to her opponent, and does
so with a probability specific to the mechanism. To save space, the mechanism
only remembers one interaction Alice has had. Each time Alice accepts a new
offer, the mechanism flips a coin and keeps the old result if heads and the new
result if tails.

This model is inspired by the work of previous authors, who found that a
probability of around 30% led to the evolution of agents who would reject low
offers[18]. Mechanism fitness is evaluated as the non-generalized Nash Product
of the mean offer size, that is m∗(1−m) where m is the offer size as a percent of
the maximum value, averaged over all games played in a single generation. An
agent’s fitness is proportional to the sum of the utility it gained across all games
it played. Unlike in [8], we do not need the individual agent’s calculation of utility
to depend on others’ rewards. Our fitness function for mechanisms requires only
that agents have some ranking of mechanisms according to fairness of outcomes.

In the second set of experiments, we simulated the sort of market-based
interactions that have been shown to correlate with fairness in the ultimatum
game [13]. In this version of the game, agents’ fitness is proportional only to
the mean value of those instances of the game where the offer was accepted.
Further, an exploration cost, specified by the mechanism, is paid each time the
agent rejects an offer. This is intended to simulate the experience of an agent
in a marketplace. Sellers make an offer and buyers can accept or reject it. The
‘resource’ being divided represents the economic surplus associated with the
transaction. A buyer who doesn’t like the offered price can always seek out the
desired object elsewhere, but may have to invest some time in doing so. A seller
who fails to make a sale wastes time and must await a visit from a new customer.

Again, an example may clarify. In this system, as before, Alice’s interactions
are tracked through the game, and may be revealed to her opponents by the
mechanism with some probability. In this game however, rejecting an offer does
not result in Alice receiving zero fitness. Instead, if Alice rejects an offer, she
pays some (small) exploration cost determined by the mechanism, and then gets
to play another round of the game against a new opponent. Similarly, if Alice is
the one making offers, and her opponent rejects an offer, then she simply pays
the exploration cost and once again plays a new round against a new opponent.
Alice’s fitness is proportional not to the sum of her utilities across all rounds, but
to that sum normalized by the number of rounds where an offer was accepted.
Suppose Alice plays three rounds. In round 1 she rejects an offer and pays an
exploration cost of -0.5. In round two her offer is accepted and she obtains seven
points of utility. In round three she accepts an offer of four. Alice’s fitness is
F = 7+4−0.5

2 = 5.25. Notice that this is higher than the value of 7+4+0
3 = 3.66

that she would have gotten under the old mechanism, and higher even than the
value of 7+3+4

3 = 4.66 that she would have gotten by accepting the low offer.
We ran 20 simulations with different random seeds for each of these exper-

iments. Each simulation lasted for 2000 generations, and data was collected in
every generation.
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5.3 System Parameters

We used the same virtual machine for each experiment. The machine operated
exclusively on floating point numbers, and had four registers. A strategy heuris-
tic’s guess at the desirability of its associated action was always the contents
of register zero after the heuristic’s program was run. The machine had 8 oper-
ations, denoted {‘+’, ‘-’, ‘/’, ‘*’, ‘sin’, ‘log’, ‘exp’, ‘rand’}. Instructions for the
machine were three bytes long. The first byte, taken modulo 8, was the op-code.
The second byte, taken modulo 4, was the address of the target register Rt. The
third byte had two interpretations. If the first bit was set, then the remaining
seven bits, taken modulo 4, were the address of the source register Rs. Oth-
erwise, the remaining seven bits were interpreted as the address of a piece of
problem specific data. For example, in prisoner’s dilemma, strategy heuristics
were given 4 inputs to compute upon: the expected payoffs of each of the 4
possible outcomes under the current mechanism. In this case, the remainder of
the third byte would be interpreted modulo 4 as the address of one of these four
inputs. We denote this source input Is. The behavior of each operator is shown
in table 1 (left). Note that procDiv is Koza’s protected division operator [15],
which defines division by zero as zero. We also used identical parameters across
all simulations, summarized in the table 1 (right).

6 Results

Analysis was conducted using R [24]. We considered two types of mechanisms,
based on two competing hypotheses for the evolution of fairness in the ulti-
matum game. The first hypothesis was based on research into the evolutionary
dynamics of the game using genetic programming [18], and found that proba-
bilistic reporting of types could be used to obtain fairness. While the probability
of reporting was fixed in previous work, we allowed the mechanism population
to evolve a probability. Our results, summarized in figure 1 (left), suggest that
this model does not hold under co-evolution. Instead, we observe an extremely
rapid move toward the game’s Nash equilibrium, and no action on the part of
the mechanism population in any of the 20 runs we conducted manages to move
the players from this point.

Our second experiment was inspired by human cultural studies [13] which
suggest that exposure to marketplaces leads to a desire for fairness in the ulti-
matum game. In this model, players suffer a mechanism-specific exploration cost
when they reject an offer or have their offer rejected. This represents the cost
finding a new seller or buyer. The mechanisms also retain the ability to assign
a reputation to players, as in the earlier experiment. Our results here suggest
that this is a good way to achieve fairness results using co-evolution. Figure 1
(right) shows that players in this game never see their mean rejection rate drop
much below 10%, and often have higher rates nearing the 30% value reported in
empirical studies of human play. Further, players tend to make fair offers. Over
time there appears to be a gradual drift toward offers slightly in favor of the
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seller, but this too is consistent with empirical studies of human behavior.
We observed a correlation between a mechanism’s exploration cost and the

first player’s choice of division point of R2 = 0.22. This is more than four times
the strength of the correlation for the type revelation probability parameter,
indicating that, when both exploration cost and type revelation are avaliable as
economic policies, exploration cost should be used preferentially as an economic
incentive in this game.

7 Conclusions and Future Work

This paper proposes a new approach to automated mechanism design through
the evolutionary metaphors of co-evolution and memetic propagation. We argue
that the new approach is useful insofar as it models opponents as evolutionary
agents, rather than rational agents, and simulates the propagation of strategies
throughout a population using memes. In areas where mechanism designers wish
to influence human behavior, rather than the behavior of computational agents,
it may be valuable to adopt this approach to discover sequences of small changes
to existing mechanisms which will lead evolutionary agents to a desired state.

We implemented our model and used it to evaluate two hypotheses about
the best way to manipulate human behavior in the ultimatum game, finding
that only one of them is consistent with the use of a co-evolutionary system.
This formed a proof of concept usage of co-evolutionary mechanism design to
develop mechanisms to influence human behavior, since our system was able to
differentiate between the quality of different economic incentives to ensure fair
outcomes even in the face of evolutionarly adaptive agents. In contrast, systems
which assume agent rationality, even when using automated mechanism design,
cannot determine (in general) the extent to which their mechanisms will be
abused by human (i.e. finitely rational) actors [19].

Future work could include examining ways to introduce simulated macroe-
conomic policies to a skeptical public, and the design of mechanisms for public
policy challenges. The use of automated mechanism designs as a form of ar-
tificial gradient creation [9] might also be of interest. In particular, artificial
gradient creation could be used as a method for training agents against gradu-
ally improving mechanisms rather than evolving good mechanisms for use in a
game.
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