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ABSTRACT
In this paper, we present a framework which enables med-
ical decision making in the presence of partial information,
leveraging ontological representations and machine learning
techniques to enhance existing patient datasets. We demon-
strate its effectiveness on real world data and sketch its use
for a variety of domains. In short, we demonstrate the po-
tential for artificial intelligence to support a task where there
is a critical need from medical professionals.

Categories and Subject Descriptors
J.3 [Life and Medical Sciences]: Health; I.2.4 [Knowledge
Representation Formalisms and Methods]: Seman-
tic networks; H.3.4 [Systems and Software]: Question-
answering (fact retrieval) systems

General Terms
Experimentation, Performance

Keywords
Patient-centric medical decision support system, Evidence-
based medical decision support system, Knowledge repre-
sentation and reasoning, Question answering, Health infor-
mation systems, Data mining

1. INTRODUCTION
Medical decision support systems (MDSS) map patient in-
formation to promising diagnostic and treatment paths. The
value of such systems has been shown in various healthcare
settings [10, 13, 14]. The properties of data, including rep-
resentation, heterogeneity, availability and interoperability
play a critical role in ensuring the success of MDSS. Deci-
sion making should use relevant data from many distributed
systems instead of a single data source to maximize its appli-
cability [1], but real-world medical decisions are often based
on incomplete information due to the challenges posed by
these properties when engaging in data synthesis. We refer
to this as the medical information challenge.

Many artificial intelligence (AI) techniques have been em-
ployed to deal with this information challenge, and to cre-
ate a robust, practical MDSS - most notably MYCIN [23],

Internist & Cadence [20], DXplain [8] and HIROFILOS-II
[16]. These systems have been classified into two main cat-
egories based on how they deal with the information chal-
lenge. Knowledge-based systems are human-engineered map-
pings from best medical practises and patient data to recom-
mendations. Learning-based or Nonknowledge-based systems
[2] derive the mapping using techniques from data mining,
statistics, and machine learning.

Although both approaches have enjoyed partial success, nei-
ther alone has been completely successful in real-world med-
ical settings. Knowledge-based systems can suffer a sig-
nificant loss of performance when patient data is incom-
plete (e.g. patients omit details, or access restrictions pre-
vent viewing of remote medical records), while the output
of learning-based systems cannot be easily explained, and
may have difficulty differentiating correlation from causa-
tion when making recommendations, and can produce mod-
els which are opaque to laypeople [6].

We present a system for medical decision making that com-
bines both knowledge-based and learning-based approaches.
Our system leverages the benefits of machine learning, struc-
tured knowledge representation, and logic-based inference to
facilitate robust, intelligent decision support. It provides a
solution to deal with the complexity of relationships and
inter-dependencies in medical decisions, where previously
machine learning (ML) in isolation has been demonstrated
to fall short [6]. Our hybrid architecture produces fully ex-
plainable responses to queries and more critically is also ro-
bust to missing data.

First, raw patient information is represented using ontolog-
ical concepts and is placed in structured triple-stores. In-
ference rules are designed by a domain expert, and applied
using a semantic reasoner to generate decisions. This has
the major advantage of making decisions, produced by the
system, easy to validate and explain. Knowledge-based sys-
tems require complete information however, which may pre-
vent them from functioning in the real world. We overcome
this limitation by augmenting the semantic engine with ma-
chine learning techniques to impute values for the missing
data. Imputation models are generated in a pre-processing



stage and then integrated with the ontological system, allow-
ing the system to maintain real time performance capability.
This results in a patient-centric evidence-based decision
support system.

Our proof-of-concept implementation employs three real-
world information sources: a large dataset of patient histo-
ries, a drug interaction registry, and a collection of medica-
tion prescription protocols. Preliminary results confirm that
for practical medical scenarios, where patient data may be
missing or incomplete, our hybrid design outperforms both
ontological and machine learning-based solutions.

2. SYSTEM FRAMEWORK
We present a novel framework for a decision support system
that integrates knowledge-based and learning-based systems
to provide a robust solution to the information challenge. It
is suitable for many different healthcare settings and many
different users, including physicians, nurses, and other med-
ical staff. Because the framework is query-based, it can be
adapted for use with many different end-user interfaces in-
cluding desktop applications, web-based browser applica-
tions, and mobile applications. We first present a general
overview of our proposed framework and then discuss a con-
crete implementation designed to assist in clincial decisions
regarding the prescription of sleep aids.

2.1 Framework and System Components
Here, we describe the high level components of our proposed
system framework (see Figure 1). Starting from the frame-
work outlined here, domain specific systems can be derived
for implementing specific decision support systems. Our
framework is composed of three components.

The communication interface component accepts user
questions as composite queries, and initiates the decision
support workflow. Optional query constraints can be sub-
mitted as ‘problem context’. Both human and computa-
tional agents can submit queries in either a constrained lan-
guage or in a machine processable format. For example a
physician can ask the system “Should patient Jane be given
the sleep aid ramelteon?”. Each user query is translated into
a semantic query that can be processed by a semantic rea-
soning engine, in this case using N3 triple notation [3].

The knowledge management component has two major
functions. It provides an abstraction for aggregating query
specific information, using a plugin design, which allows real-
time querying of distributed information repositories like
relational databases, semantic knowledge stores and semi-
structured document repositories. The semantic query is
broken down into atomic sub-queries and launched against
the corresponding knowledge stores. Plugins translate the
sub-queries into formats specific to each repository, and then
translate the result back into a common semantic format to
facilitate direct processing by a semantic reasoner. In ad-
dition to knowledge management, this component is also
responsible for identifying relevant inference rules for the
decision making process. An inference rule describes a rela-
tionship between various facts in a knowledge base, permit-
ting logical deduction of additional information from basic
facts. All inference rules used by our proposed framework

Algorithm 1 Hybrid Decision Making Algorithm

1: Let query be the user query, KB be a knowledge base,
and rules be set of inference rules.

2: Let reasoner be the semantic reasoner and
mlrecommender be an imputation model.
{First the reasoner attempts to answer the query by
itself.}

3: response[r, p] ← reasoner .doProof (query ,KB , rules)
{If the reasoner is successful, return the result.}

4: if response[r, p] /∈ ∅ then
5: return response.r, response.p, with confidence 1.
6: end if

{The reasoner did not produce an answer
due to one of the following two conditions.}

7: noresult ← inspectForFalseModel(proof )
8: unknownresult ← inspectForCounterModel(proof )

{Otherwise, if the query answer is negative, return an
empty result.}

9: if noresult and not unknownresult then
10: return null response, null proof, confidence of 1;
11: end if

{If the query is presently unanswerable,
impute the missing values and answer it.}

12: if unknownresult then
13: predictedValues[] ← mlrecommender .impute(KB)
14: KB ← KB ∪ predictedValues[]
15: response[r, p] ← reasoner .doProof (query ,KB , rules)
16: conf ← Πp∈predictedValues[]p.conf
17: return response.r, response.p, conf
18: end if

are based on ontological concepts, and can be processed by
semantic reasoners.

The query execution component generates the response
for the user query. It produces an answer with two tokens:
the first is the query result, and the second is a proof show-
ing the logical derivation of the result. This function of the
query execution component forms the core of the knowledge-
based part of our system. The main engine uses a semantic
reasoner with the following inputs: a semantic query, aggre-
gated information in N3 triple format, and inference rules.
In the event that the semantic reasoner cannot answer a
given query because information is missing, it returns the
answer ‘unknown result’. This label is contrasted with the
‘negative result’ and ‘positive result’ labels which provide a
negative or affirmative answer to the query when all neces-
sary data is present. When the semantic reasoner produces
an ‘unknown result’ response to a query, the query execution
component uses machine learning to impute the missing data
and assigns a confidence value to the result. The confidence
value is measured on a scale from 0 to 1, where 1 represents
total confidence in the assigned value, and zero represents
complete uncertainty. This function of the query execution
component forms the core of the learning-based (i.e. data-
driven) part of our system. The knowledge base is then aug-
mented with the imputed data, and the query is reevaluated
against the newly complete knowledge base, as indicated in
Algorithm 1.

2.2 Example Scenario



Figure 1: Framework architecture & system components.

We present a concrete example of an instance of our pro-
posed architecture involving sleep aid prescriptions. Al-
though there are many factors which must be considered
before prescribing sleep aids, we will limit this example to
accounting for current patient medications (e.g. fluvoxam-
ine), conditions (e.g. pregnancy) and diseases (e.g. asthma).

Suppose a physician has to make a decision about prescrib-
ing a sleep aid (ramelteon) to Jane. The physician be-
gins by using the communication interface component to ask
“Should Jane be given ramelteon?”. The system transforms
the query into an internal semantic representation describing
Jane as an instance of the ‘patient’ class, and ramelteon as
an instance of the ‘drug’ class. Additional sub-queries about
Jane and ramelteon can now be launched against the respec-
tive extrernal data stores, returning Jane’s patient records in
a semantic format and a semantic description of ramelteon.

The knowledge management component then identifies in-
ference rules representing the drug prescription protocol for
ramelteon, which are made available through an aggregated
source of expert knowledge (for example, an online database).
The semantic reasoning engine then applies the inference
rules to reason out the answer to the user query. For exam-
ple, if Jane’s medical records indicate that she is currently
taking fluvoxamine, another prescribed drug that cannot be
administered with ramelteon, then based on these facts, the
engine will create the answer tokens: result (Jane cannot
be given ramelteon), and explanation (since she is currently
taking fluvoxamine which contraindicates ramelteon).

In the example above, we utilized only the knowledge-based
decision making component (semantic reasoning) of the frame-
work. In the presence of ‘complete’ information, the se-
mantic reasoning technique is highly effective, but in reality,
most instances of a medical decision support system will con-
tain only a partial subset of the relevant data. In these sit-
uations, the semantic reasoner will produce many ‘unknown

result’ responses, greatly limiting its usefulness. This mo-
tivates our use of data mining techniques for imputation,
leading to the proposed hybrid construction.

In order to understand the workings of the hybrid decision
making process, let us assume that Jane is currently preg-
nant and the knowledge base does not contain this piece of
data. Assuming that ramelteon should not be prescribed to
patients during pregnancy, the semantic reasoner will pro-
duce ‘unknown result’ in response to a query, since not all
facts are known. However, there might be other attributes
in the raw data (such as breast tenderness, nausea & vom-
iting, fatigue, etc.) that could provide a strong indication
of pregnancy, when viewed in conjunction with each other.
Machine learning and data mining techniques (i.e. learning-
based techniques) can discover these relationships.

Returning to our example, despite Jane’s missing pregnancy
status, the imputation component can compare Jane’s pro-
file against both pregnant and not-pregnant patients and
provide an estimate of the probability that Jane is preg-
nant. The recommendation is added to the existing knowl-
edge base and the semantic reasoner is asked to reevaluate
the user query in light of the new information. Because our
system alerts the user that it has used imputed information
by reporting its estimated probability, it also offers a chance
for the user to intervene to gather more information. For ex-
ample, having been alerted by the system in this way, Jane’s
doctor may choose to order a pregnancy test and wait for
the result before proceeding with treatment.

We conclude this example by noting some additional fea-
tures of our system. The knowledge aggregation process
takes place in real-time against distributed heterogeneous
datasets using different data representation and storage for-
mats. The plugin based adaptor layer ensures bi-directional
communication (sending sub-queries and receiving results)
between the knowledge management component and the dis-



tributed data-sources (such as relational databases, semantic
data-stores, web-services etc.).

3. IMPLEMENTATION & EVALUATION
In order to validate our proposed framework, we created a
proof of concept implementation focused around the knowl-
edge management component and the query execution en-
gine. We chose insomnia treatment as our line of inquiry,
and used the following real-world datasets:

1. Patient records drawn from the Center for Disease
Control (CDC) Behavioral Risk Factor Surveillance
System (BRFSS) telephone survey for 2010 [5]. The
BRFSS dataset contains a wide array of respondent
information including age, race, sex, and geographic
location, along with information about a wide range of
common medical conditions like cancer, asthma, men-
tal illness, and diabetes. Many behavioural risk factors
including alcohol consumption, drug use, and sleep de-
privation are also tracked. The dataset contains infor-
mation on 450,000 individuals defining over 450 at-
tributes for each individual. All of the data is numeri-
cally coded and stored in a column oriented structured
format.

2. A prescription protocol drawn from the Mayo Clinic
[18] for use as expert decision making rules correspond-
ing to the prescription protocol for various sleep aids.

3. A drug interaction registry [7] to identify drug-to-drug
interactions.

3.1 Knowledge Management Component
To instantiate the knowledge management component, we
created a simplified ontology to define the relevant key con-
cepts and their various relationships, shown in Figure 2. We
created inference rules in accordance with the BRFSS code-
book which defined the semantics of different values for the
data attributes, to transform the numerically coded BRFSS
data records into corresponding instances of the ‘Patient’
class. These rules were then applied to all records to create
a semantic knowledge-store of the BRFSS dataset, using a
plugin created specifically for this data.

Figure 3 describes a particular patient instance and the cor-
responding medical information. The inference rules capture
the raw BRFSS data (e.g. the patient has an attribute SEX
defined with a value of 2 ), and the BRFSS codebook based
inference rules enrich the knowledge base by linking the raw
values to ontological concepts (e.g. hasSex rule maps all pa-
tients with a value of 2 for the SEX field as instances of the
Female class). Other patient information (such as medical
conditions, diseases etc.) was mapped in similar fashion.

3.2 Query Execution Component
To instantiate our query execution component, we constructed
the hybrid decision making engine using a semantic reasoner
called ‘Euler Proof Mechanism: EulerSharp’ [21] and the
WEKA machine learning toolkit [11]. The semantic rea-
soner provided the main mechanism for logic-based decision
making in the system.

We identified a subset of sleep aids and applied the Mayo
clinic sleep aid prescription protocol to identify the condi-
tions under which each drug should be prescribed. Using
the ontological concepts, this information was then trans-
lated into the following inference rules for the decision mak-
ing process. A local family physician assisted in selecting
the various drugs and validating our translation of the Mayo
clinic sleep aid prescription protocol. Although the inference
rules have been kept simple, they do reflect real medical con-
siderations for sleep aid prescription. The generic forms of
the resulting rules are given below, but specific interactions
were also verified with the physician.

1. drug-to-drug interaction rule: If a patient is cur-
rently taking an existing drug D1, and D1 cannot be
given with drug D2, then the patient cannot be given
drug D2.

2. drug-to-condition interaction rule: If a patient
has some existing medical condition C, and a drug D
has contraindication to the condition C, then the pa-
tient cannot be given drug D.

3. drug-to-disease interaction rule: If a patient has
a disease E, and a drug D has contraindication to the
disease E, then the patient cannot be given drug D.

In order to deal with the missing values in patient records,
we created classifiers using machine learning to predict val-
ues for the missing data fields. We trained a classifier to pre-
dict each attribute using any complete data from the BRSS
dataset for the attributes of interest as a training set. For
example, suppose the sleep aid estazolam cannot be pre-
scribed to elderly patients, making it important to know a
patient’s age. We first take all patient records in the BRFSS
set where the patient’s age is known, and partition this sub-
set into training and validation data. A classifier is then
built using the training data.

The performance of this classifier on validation data can
provide a point estimate of the classifier confidence when
making a decision, though we note that more elaborate esti-
mations of confidence are a possible avenue for future work.
In future cases where the patient’s age is missing, we ap-
ply our classifier to label the patient’s age as either elderly
or not. The predicted value is substituted into the patient
information record, and the semantic reasoner is run again.
The confidence of the decision is based on the point estimate
mentioned above.

3.3 Experimental Comparison
We conducted several experiments to evaluate the effective-
ness of the proposed hybrid decision making system. Pa-
tients who should be given sleep aids, according to the Mayo
clinic prescription protocol, were labelled as ‘positive’ ex-
emplars, and those who should not as ‘negative’ exemplars.
When a system labeled a patient correctly in response to a
query, a ‘true positive’ (tp) or ‘true negative’ (tn) was pro-
duced. Otherwise, a ‘false positive’ (fp) or ‘false negative’
(fn) was produced. The results were evaluated in terms of:



Figure 2: Ontology graph: The figure depicts an ontological model representing the core concepts used in the proof of
concept implementation and their relationships

Figure 3: BRFSS based patient record: Use of inference rules to map raw data onto higher level ontological concepts.

1. Specificity: proportion of those patients labeled as
healthy1 who are actually healthy.

Spec =
tn

tn + fp

2. Sensitivity: proportion of all those who are not healthy
and are labeled by the classifier as unhealthy

Sens =
tp

tp + fn

3. Balanced accuracy: simple average of specificity and
sensitivity [4].

balAcc =
Spec + Sens

2

3.4 Learning-based Systems
In order to assess the usefulness of our hybrid system over
a purely learning-based system, we began by evaluating the
performance of four different machine learning algorithms
(decision stump, C4.5-R8, Bagging and AdaBoost) using
the BRFSS dataset. These algorithms were selected because
they were both efficient enough for use on the available hard-
ware and able to handle a wide variety of data formats (i.e.
numeric, categorical, binary, etc.); treat missing values as
being possible predictors (e.g. refusing to indicate whether
one smokes might be a good analogue for smoking); and
multi-class problem domains.

1In our case healthy refers to patients not requiring sleep
medication.

We generated 50 different randomly selected training sets
(of two sizes: 2,500 exemplars and 5,000 exemplars), and
used an information gain based feature selection algorithm
[24] to reduce each set to its 30 most informative attributes.
For each algorithm, we trained a predictive model (classifier)
for every sleep aid in question on each of the sets of training
data, to predict whether a patient can be given that sleep
aid or not – essentially they were trained to produce the out-
put of the knowledge-based system based on patient data.
We established the ground truth for each data record using
the semantic reasoner (since when a knowledge-based deci-
sion can be made, we can assume 100% accuracy [15, 6]),
and then compared the predictive accuracies of the machine
learning algorithms against 50 random test sets of the same
sizes.

Overall, we found AdaBoost to have the best performance
across all four algorithms. Therefore, we compared to
AdaBoost-derived learning-based systems only, for the re-
mainder of the experiment. The overall accuracy of Ad-
aBoost in directly predicting the correct medical decision is
weak (roughly 0.5 on a scale of 0 to 1, nearly equivalent to
the performance of a degenerate classifier but still statisti-
cally significantly better.)

Despite the poor performance of the pure learning-based
system, we suspected it would be tolerant to missing data.
We evaluated the impact of missing information on the per-
formance of our learning-based system by removing known
values from the patient records. We defined � as the expected
(mean) number of attribute values missing from a patient’s
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Figure 4: Impact of data missingness on balanced accuracy
of AdaBoost based machine learning classifiers for training
and test data.

record, and varied � to from an average of 1
16

missing val-
ues per record to an average of 6 missing values per record.
Notice that these values refer to the number of missing val-
ues expected from among the 30 predictive attributes picked
during feature selection, not from the dataset as a whole.
Thus, � = 6 indicates that 20% of the data is missing. For
each value of �, we trained an AdaBoost-based classifier us-
ing 50 sets of 5000 exemplars from the partially-missing data
(as explained earlier). We then analyzed the impact of �
(missingness) on the performance of the learning-based sys-
tem.

Despite the poor performance of the pure learning-based
system, we suspected it would be tolerant to missing data.
We evaluated the impact of missing information on the per-
formance of our learning-based system by removing known
values from the patient records. We defined � as the ex-
pected (mean) number of attribute values missing from a pa-
tient’s record, and varied � to from an average of 1

16
miss-

ing values per record to an average of 6 missing values per
record. Notice that these values refer to the number of miss-
ing values expected from among the 30 predictive attributes
picked during feature selection, not from the dataset as a
whole. Thus, � = 6 indicates that 20% of the data is missing.
For each value of �, we trained an AdaBoost-based classifier
using 50 sets of 5000 exemplars from the partially-missing
data (as explained earlier). We then analyzed the impact of
� (missingness) on the performance of the AdaBoost-based
system.

The results in Figure 4 show the mean values for balAcc
across the range of � values for the AdaBoost-based classifier.
We found the distributions to be approximately normal and
no statistically significant differences in performance across

Figure 5: Performance comparison of hybrid & knowledge-
based models for imputed datasets. The figure displays the
performance results of hybrid and knowledge-based MDSS
for the highest four � values. The y-axis represents the per-
formance (specificity , sensitivity and balanced accuracy) ra-
tios.

the different values of �. Furthermore, the performance of
the classifier was very similar across the training and the
test data, suggesting that AdaBoost is not over-fitting and is
quite resilient to data omissions in the BRFSS-based patient
records.

3.5 Knowledge-based and Hybrid Systems
Finally, we evaluated the performance of our hybrid con-
struction of the query execution engine for comparison with
the learning-based system described above and with a purely
knowledge-based system with no imputation capability. We
used EulerSharp for the knowledge-based reasoning and an
AdaBoost-based machine learning classifier for the machine
learning recommendation component. We selected the four
data-sets corresponding to the four highest values of �. For
each � value we measured the degradation of the knowledge-
based-only decision making process (without the machine
learning augmentation). We then trained separate AdaBoost-
based classifiers corresponding to each patient attribute im-
pacted by �. For each patient (record), the missing data
values were replaced by the predicted values generated by
the machine learning models. The semantic reasoner then
reevaluated the query response.

Figure 5 provides a performance comparison between the
hybrid model and the knowledge-based-only model for the
four highest levels of missingness (�). We note that the hy-
brid decision making model experiences slight performance
degradation in balanced accuracy as � increases (an increase
of .5 expected missing values per record causes a decrease in
performance of less than 1 percentage point). However, the
performance of the knowledge-based-only decision support
model degrades substantially for the same range of � (an in-
crease of .5 causes a decrease in performance of roughly 4
percentage points). Overall the hybrid model achieves ex-
cellent balanced accuracy, meaning that its recommendations
for medical decision making are effective.



Considering that our proposed hybrid construction substan-
tially outperforms both the knowledge-based and the ma-
chine learning models, we conclude that for practical sce-
narios our proposed hybrid construction offers a more robust
solution compared with other decision support systems.

4. DISCUSSION & CONCLUSION
We have examined a real world problem of dramatic impor-
tance: assisting medical professionals in making decisions,
based on current patient data and best practices encoded in
a rule base, in scenarios where there may be missing data.
Medical professionals with whom we have consulted consider
this to be a critical challenge for which solutions are needed,
one that is in fact commonplace (with patients routinely
omitting or misrepresenting their current profile), with cur-
rent automated systems providing insufficient support. We
demonstrate here that artificial intelligence techniques can
be introduced to great advantage in order to address this
problem, yielding generally accurate medical advice appro-
priate for patients and that in particular, simply relying on
more traditional probabilistic reasoning in isolation would
not deliver what is needed for this task.

Hybrid construction. We presented and validated a very
specific hybrid construction of a medical decision support
engine. Our proposed engine processes user queries mainly
using logic based reasoning, and uses machine learning in-
ference models to cope with missing information. This ap-
proach has the distinct advantages that all query results can
be explained to the end-user, and can be independently veri-
fied for correctness by a third party (since the query answers
are based on logic).

Although our validation strategy used a very specific sleep
aid prescription scenario, the framework is generic enough to
be used in many medical and non-medical applications. In
order to construct a solution for a different problem domain,
a problem-specific ontological model for data representation
is defined, along with the expert inference rules for decision
making. Then a machine learning algorithm that works well
with the given dataset can be used to predict missing values
directly from the raw data. Once the basic primitives have
been defined, the system construction is identical to the one
proposed in this paper.

Related work. There is a great deal of interest in applying
machine learning techniques for clinical decision support sys-
tems [12, 19]. For this purpose there are other approaches
orthogonal to our work.

Zhu et al. [25] explored the use of machine learning algo-
rithms in a geriatric patient rehabilitation setting. They
provided a comparative evaluation of two machine learning
techniques against the existing decision making process (us-
ing only a clinical assessment protocol-CAP). Their results
demonstrated a definite advantage of using machine learning
algorithms. However, they noted that the machine learning
techniques (alone) produced more false positives and false
negatives. Furthermore, the machine learning results were
less readily interpretable.

Frize et al. [9] presented a different approach where a knowledge-
based expert system was created to provide case-based rea-
soning capabilities. They transformed raw patient data into
patient cases, and then provided inference rules to perform
“near-match” search queries. Their particular construction
is different from ours as they only utilized statistical anal-
ysis (of the raw data) to determine weights for ranking the
results.

Future work. Machine learning offers a wide variety of pre-
dictive models that could be used for imputation in different
contexts. We chose AdaBoost with decision trees for its in-
herent flexibility in dealing with inputs and outputs of vari-
ous types (e.g. real-valued and discrete) and for its ability to
elegantly handle missing feature values. (E.g. the rule“Is the
patient’s SEX attribute known?” is perfectly valid for mak-
ing predictions.) Nonetheless there are well-known methods
from statistics that have been specifically designed for infer-
ence in the face of missing data [22, 17], though their goal is
to accurately estimate population statistics like means and
variances rather than to accurately predict feature values for
specific individuals. We intend to investigate these meth-
ods in the future. We are also interested in investigating
other more severe models of missingness, including Missing
At Random (MAR) and Not Missing At Random (NMAR)
settings [17]. We hypothesize that the AdaBoost models are
sufficiently flexible to handle the MAR setting without sig-
nificant problems, but we are interested to see how different
levels of NMAR missingess impacts performance.

Conclusion. Our approach of integrating machine learning
with ontological reasoning makes use of inherent advantages
of both approaches in order to offer the required accuracy
for this domain. While we have sketched our framework in
operation with specific real world data sets and rule bases,
we have outlined how it can be employed in any medical
decision context. Future work will focus on designing an
effective user interface to the decision support system, with
a view to progressing from an emerging application to one
that is in fact deployed.
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