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Abstract—Evolutionary methods for addressing the temporal
sequence learning problem generally fall into policy search as
opposed to value function optimization approaches. Various re-
cent results have made the claim that the policy search approach
is at best inefficient at solving episodic ‘goal seeking’ tasks i.e.,
tasks under which the reward is limited to describing properties
associated with a successful outcome have no qualification for
degrees of failure. This work demonstrates that such a conclusion
is due to a lack of diversity in the training scenarios. We
therefore return to the Acrobot ‘height’ task domain originally
used to demonstrate complete failure in evolutionary policy
search. This time a very simple stochastic sampling heuristic for
defining a population of training configurations is introduced.
Benchmarking two recent evolutionary policy search algorithms
– Neural Evolution of Augmented Topologies (NEAT) and
Symbiotic Bid-Based (SBB) Genetic Programming – under this
condition demonstrates solutions as effective as those returned by
advanced value function methods. Moreover this is achieved while
remaining within the evaluation limit imposed by the original
study.

I. INTRODUCTION

Reinforcement learning is generally considered to represent
a class of problems in which the goal is to learn how to
maximize the eventual reward received, during the course
of a series of sequential interactions between learner and
task environment. As such this class of tasks is potentially
representative of a very broad range of problem instances e.g.,
(indirect) control [1], network management [2], scheduling
[3], and gaming [4]. Two distinct approaches have emerged
over the years: value function optimization [5], [6] and policy
search [7].1 In the case of value function optimization each
state (from the environment) and corresponding action (from
the learner) is assumed to result in a corresponding ‘reward’
from the environment. Such a reward might merely indicate
that the learner has not yet encountered a definitive ‘failure’
condition. A reward is generally indicative of the immediate
cost of the action – as opposed to the ultimate quality of the
policy. In this case the goal of the temporal sequence learner is
to learn the relative ‘value’ of state–action pairs such that the
‘best’ action can be chosen given the current state. Moreover,
such a framework explicitly supports online adaptation [6].
Given that there are typically too many state–action pairs to

1Recent developments have also reported frameworks for integrating the
two e.g., [8].

exhaustively enumerate (especially when the state variables
are continuous rather than discrete), some form of function
approximation is necessary. Conversely, policy optimization
does not make use of value function information [7]. Instead
the performance of a candidate policy/ decision maker is
assessed relative to one or more initial configurations of the
task domain with the ensuing episode (sequence of state–
action pairs) left to run until some predefined stop criterion is
encountered. This represents a direct search over the space of
policies that a representation can describe.

Naturally, both approaches have their relative advantages
and disadvantages. Recently, a categorization of reinforcement
learning tasks was proposed with the goal of understanding
whether there were general classes of task for which value
function and policy optimization were more suited [9], [10],
[11]. The authors contend that the distinction between episodic
goal seeking versus episodic error avoidance tasks represent
the scenario in which most differentiation appears between
the capability of the two categories of reinforcement learning.
Specifically, episodic tasks are those for which the interaction
between task environment and learner ends in a terminal
state. Goal seeking episodic tasks are those in which terminal
states quantify properties of success; whereas error avoidance
episodic tasks imply that a terminal state quantify properties
of failure.

The case was made that policy search methods perform
very well under the error avoidance category of tasks, but
very poorly in goal seeking style tasks. Needless to say,
policy search is synonymous with the majority of evolutionary
approaches to reinforcement learning (hereafter the term ‘evo-
lutionary methods’ will be used interchangeably with ‘policy
search’); whereas value function methods are most frequently
associated with non-evolutionary methods. For example, evo-
lutionary methods define the state-of-the-art under the pole
balance/ inverted pendulum task [12], [13], but were recently
shown to fail completely under the Acrobot ‘height’ task [9].
Conversely, traditional value function methods such as SARSA
[6] are less competitive under the pole balance task, but have
no trouble solving the Acrobot ‘height’ task [9]. Needless to
say, the pole balance task represents a domain in which the
eventual reward characterizes the ‘time taken to fail’ or an
episodic error avoidance task. Conversely, the Acrobot domain
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represents a task in which the only outcome is a positive
reward or the time taken to swing the Acrobot into a success
condition.

Naturally, one approach to addressing the apparent disparity
in evolutionary versus non-evolutionary methods under goal
seeking tasks might be to explicitly redesign the terminal state
such that ‘goal seeking’ objectives are rephrased as ‘error
avoiding.’ Indeed, solutions to the Acrobot ‘height’ task using
evolutionary methods do exist that take this route (see [9] for
a review). However, this does not address what the source of
the underlying discrepancy might be in policy optimization
methods.

The hypothesis investigated in this work is that the apparent
poor performance of evolutionary policy search for episodic
goal seeking tasks is caused when insufficient attention is
placed on supporting environmental diversity during evolution.
Specifically, value function methods adapt model parameters
at each step of an interaction between learner and task environ-
ment; as opposed to waiting until a final (terminal) outcome
is encountered, as in policy search. The general consensus is
that this enables value function methods to actively control
exploration versus exploitation [5], [6]. Indeed this same
argument is used as the basis for maintaining that value func-
tion methods provide better generalization than policy search.
Specifically, the process of adaptation before encountering a
terminal condition implies that a better characterization of
good and bad state–action pairs has taken place.

The limitation of this argument – as perceived in the above
hypothesis – is that a single training scenario is often assumed
in the configuration of the task domain. Thus, if the initial
conditions of the single training scenario are too ‘distant’
from the ultimate objective, then policy search will tend to
fail to reach a ‘positive’ terminal outcome, resulting in goal
seeking episodic tasks representing pathological task domains
for evolutionary policy search. Indeed, competitive coevolu-
tionary formulations such as Pareto competitive coevolution
[14] or host–parasite models [15] are specifically formulated
to address this problem. That is to say, a population of
training scenarios is co-adapated with the goal of maintaining
engagement between learners and task difficulty.

The remainder of the paper will test this hypothesis under
a very simple stochastic model for sampling initial configura-
tions of the task environment using two formulations of the
Acrobot ‘height’ task. In doing so we are able to demonstrate
that evolutionary policy search can solve goal seeking episodic
tasks under the same computational limitations as used for the
original evaluation [9]. Thus, as a ‘take home’ message we
emphasize that supporting task variety, even with tabula rasa
stochastic sampling, represents a central tenet to providing an
effective policy search.

II. ACROBOT ‘HEIGHT’ TASK

The task domain represents a problem with more degrees
of freedom than actuators [6]. Specifically, an Acrobot takes
the form of a two link ‘body’ that is free to swing about the
first joint or ‘hands’ and is controlled through a force applied

�1

�2

H

a 

���������
�������

Fig. 1. Acrobot ‘height’ task. The learner supplies the torque a to the acrobot
‘waist,’ the feet are at the free end of the second link whereas the ‘hands’ are
connected to the rotating bar of the first link. The height formulation of the
task sets ‘H’ at one link above the axis of 𝜃1.

at a second joint or ‘waist,’ Figure 1. A reinforcement learner
may apply one of three ‘atomic’ actions, 𝑎, at each time step:
torque values of 𝑎 ∈ {+1, 0,−1}𝑁𝑚. This implies that the
learner needs to learn how to pump the Acrobot with sufficient
energy to achieve the goal state as there is insufficient torque
to do this in a single swing. The goal is to swing the feet
at least one link length above the hand joint (equivalent
to 1 meter) in as short a time as possible;2 hence when a
solution is encountered the reward is (inversely) proportional
to the number of steps taken. All states other than a solution
encounter a reward of −1; thus an episodic goal seeking task.
Acrobot state variables, 𝑠, describe four continuous valued
attributes representing angular position for each joint, (𝜃1, 𝜃2),
and corresponding angular velocity, (𝜃1, 𝜃2). The task further
requires that a solution reach the goal condition from the
stable Acrobot configuration (limbs aligned vertically down
or �⃗�(𝑡 = 0) = [𝜃1(1.5𝜋), 𝜃2(0), 𝜃1(0), 𝜃2(0)]) and a run termi-
nates after 1,000 interactions between environment and learner.
The equations of motion describing the Acrobot environment
require a 4th order Runge-Kutta method of integration for
a sufficiently accurate depiction of the system dynamics (as
opposed to the more widely assumed Euler method).3

The above generic parameterization of the Acrobot ‘height’
task facilitates two formulations as follows. 1) Infrequent
update: An interaction between environment and learner takes
place every 0.2𝑠. This represents the original formulation of
the Acrobot task [6]. 2) Frequent update: An interaction

2A related ‘handstand’ task requires a height of two link lengths, however,
this is outside the purview of this paper.

3See [6] for the Acrobot equations of motion.
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TABLE I
PARAMETERIZATION OF THE ACROBOT ‘HEIGHT’ TASK. ‘COM’ DENOTES

CENTER OF MASS; AND ‘MOI’ DENOTES MOMENT OF INERTIA.

Length of upper (lower) link 1.0m (1.0m)
Length to CoM in upper (lower) link 1.0m (1.0m)

MoI of upper (lower) link 1.0 (1.0)
Gravitational constant (𝑔) 9.8

Torque update freq.: Case 1 (2) 5 (20) Hz
Simulation step size: Case 1 (2) 0.05 (0.005) sec
Max simulation steps (𝐷𝑚𝑎𝑥) 1,000

Atomic actions (𝑎) {0,±1𝑁𝑚}
State variables (𝑠) {𝜃1, 𝜃2, 𝜃1, 𝜃2}

between environment and learner takes place every 0.05𝑠. This
was used by [9] to demonstrate the significance of episodic
goal seeking tasks to policy search. Specifically, solutions to
the ‘Case 1’ formulation might appear in 70–80 interactions,
whereas ‘Case 2’ implies that solutions are discovered in 250–
300 interactions, thus greatly reducing the likelihood of a
‘lucky’ discovery (given the lack of any other information to
distinguish between candidate solutions). The ensuing evalu-
ation of this version of the Acrobot imposed an equivalent
computational limit of 109 evaluations per trial when evaluat-
ing evolutionary methods i.e., any pairwise evaluation between
candidate policy and task is limited to 1,000 evaluations.
However, Evolutionary Computation assumes a population of
candidate policies; hence there is an ultimate limit imposed
on the total number of evaluations across all generations of
a fixed size population. The entire parameterization for the
Acrobot ‘height’ task is summarized in Table I.

III. CANDIDATE EVOLUTIONARY ALGORITHMS FOR

POLICY SEARCH

The original study developed a value function method that
assumed a neural style representation in which the Gaus-
sian function represented the membership operator for hid-
den nodes. Moreover, the architecture adapted the topology/
architecture by beginning with a minimum number of neu-
rones and incrementally adding additional nodes [9]. From an
evolutionary computation perspective this is interpreted as a
generic requirement for frameworks that support a ‘variable
length’ representation. With this general observation in mind,
two approaches to evolutionary policy search will be assumed:
Neural Evolution of Augmented Topologies (NEAT)4 and
Symbiotic Bid-Based Genetic Programming5 (SBB). Natu-
rally, the algorithms have been detailed elsewhere, hence,
in the interest of providing space for the research question,
highlights of the various properties of NEAT and SBB are
presented in the following. The only modifications necessary
to the respective code bases was to code the simulation
environment representing the Acrobot task and provide the
policy for sampling training / test scenarios. The selection of
training scenarios is addressed through the addition of a point
population as detailed in Section III-C; whereas post training
evaluation criteria is addressed in Section IV-A.

4http://www.cs.ucf.edu/˜kstanley/neat.html
5http://web.cs.dal.ca/˜mheywood/Code/SBB/

TABLE II
NEAT PARAMETERIZATION. 𝑡𝑚𝑎𝑥 IS THE GENERATION LIMIT; 𝑁 IS THE

POPULATION SIZE; 𝑐𝑥 ARE COEFFICIENTS SUPPORTING A SPECIES

SIMILARITY METRIC; 𝜎 IS THE SPECIES ACCEPTANCE THRESHOLD;
𝑝𝑠𝑢𝑟𝑣𝑖𝑣𝑒 IS THE PROPORTION OF INDIVIDUALS FORMING PARENTS;
𝑝𝑙𝑖𝑛𝑘 𝑤𝑒𝑖𝑔ℎ𝑡 AND weight power CONTROL THE MODIFICATION OF

WEIGHTS; 𝑝𝑔𝑒𝑛𝑒 𝑒𝑛𝑎𝑏𝑙𝑒 AND 𝑝𝑔𝑒𝑛𝑒 𝑟𝑒−𝑒𝑛𝑎𝑏𝑙𝑒 TOGGLE THE

CONNECTIVITY OF CURRENTLY DEFINED LINKS; 𝑝𝑎𝑑𝑑 𝑛𝑜𝑑𝑒 , 𝑝𝑎𝑑𝑑 𝑙𝑖𝑛𝑘 ,
𝑝𝑟𝑒𝑐𝑢𝑟𝑟𝑒𝑛𝑡𝑙𝑖𝑛𝑘 CONTROL LINK ADD/ DELETION; Dropoff age IS THE TEST

FOR A STAGNANT SPECIES; New link tries IS A RETRY LIMIT FOR LINK

CREATION.

Parameter Value Parameter Value

𝑡𝑚𝑎𝑥 94 𝑁 150
𝑐1 1.0 𝑐2 1.0
𝑐3 0.4 𝜎 3.0

𝑝𝑠𝑢𝑟𝑣𝑖𝑣𝑒 0.2 𝑝𝑙𝑖𝑛𝑘 𝑤𝑒𝑖𝑔ℎ𝑡 0.9
weight power 2.5 𝑝𝑔𝑒𝑛𝑒 𝑒𝑛𝑎𝑏𝑙𝑒 0.01

𝑝𝑔𝑒𝑛𝑒 𝑟𝑒−𝑒𝑛𝑎𝑏𝑙𝑒 0.001 𝑝𝑎𝑑𝑑 𝑛𝑜𝑑𝑒 0.03
𝑝𝑎𝑑𝑑 𝑙𝑖𝑛𝑘 0.05 𝑝𝑟𝑒𝑐𝑢𝑟𝑟𝑒𝑛𝑡𝑙𝑖𝑛𝑘 0.1
𝑝𝑚𝑎𝑡𝑒 𝑜𝑛𝑙𝑦 0.2 𝑝𝑚𝑢𝑡𝑎𝑡𝑒 𝑜𝑛𝑙𝑦 0.25
Dropoff age 15 New link tries 20
𝑝𝑖𝑛𝑡𝑒𝑟𝑠𝑝𝑒𝑐𝑖𝑒𝑠 𝑚𝑎𝑡𝑖𝑛𝑔 0.001

A. NEAT

NEAT represents a very widely utilized framework for evo-
lutionary policy search which employs a neural style represen-
tation [12], [8]. Properties that make the algorithm particularly
interesting/ versatile include: Simplicity bias: The population
is initialized with individuals consisting of single neurones.
Evolution therefore incrementally introduces complexity from
an architectural and weight refinement perspective. Thus, the
resulting solution architecture is not explicitly biased towards
any given topology. Context aware crossover: A marking
scheme is employed to track new innovations, particularly
with respect to network links. This forms the basis for a
process of gene alignment performed between two parents.
It is then possible to define crossover such that the resulting
child is not an outright ‘lethal’; Speciation: The scheme for
tracking innovation can also be used to explicitly measure
the degree of genotypic similarity between individuals. Thus
different individuals can be assigned to different species, again
potentially reducing the likelihood of creating very ineffective
children. Recurrent connectivity: The capability to evolve
recurrent as well as ‘feedforward’ links. Support for recurrent
connectivity is potentially particularly important in reinforce-
ment learning domains. The specific parameterization assumed
in this paper is summarized in Table II, where this reflects
previous experience of the NEAT algorithm in reinforcement
learning tasks.

B. SBB

The Symbiotic Bid-Based (SBB) framework for Genetic
Programming (GP) combines the concepts of symbiotic inher-
itance with bidding as the model for cooperation [16], [17],
[18]. Specially, the symbiotic metaphor implies that hierarchy,
asexual reproduction and group fitness play a central role in
the design of the algorithm. On the other hand, the bidding
metaphor concentrates the role of GP on establishing the
specific context(s) for applying an action, where the action
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is sampled from the (discrete) set of actions associated with
the task domain.

Architecturally, the process of: (1) defining which symbionts
appear in which hosts, and; (2) defining the symbionts them-
selves, is divided into two independent populations. Hosts are
represented by a string of integer indexes specifying a host
in terms of a subset of symbionts from the symbiont popula-
tion i.e., a variable length Genetic Algorithm. The symbiont
population expresses a symbiont as an individual consisting
of a program (defining the symbiont bidding strategy) and
corresponding action. Symbionts exist for as long as indexes to
them are maintained by the host population. Thus, host popula-
tion size is fixed, whereas symbiont population size varies un-
der application of the variation operators. Variation operators
are applied hierarchically beginning with the cloning of a host
i.e., asexual reproduction. Indexes to the symbiont population
are then stochastically added/ deleted (w.r.t. a child). Finally,
a symbiont (as currently indexed by the host child) is cloned
and then the action and program subject to variation. Such a
process ensures that new material is only introduced through
the children, thus not disrupting the properties of current host–
symbiont pairings. Fitness evaluation only takes place at the
host population with competitive fitness sharing encouraging
diversity. Moreover, a breeder generational model is assumed
in which the worst 𝑁𝑔𝑎𝑝 hosts are deterministically removed
at each generation.

Under the context of reinforcement learning, evaluation of
a host individual, ℎ, takes the following form:

1) Present the state vector describing the current condition
of the task at time step 𝑡;

2) For all symbionts indexed by the host, 𝑠𝑦𝑚 ∈
ℎ, evaluate their respective programs and select
the symbiont with maximum bid, or 𝑠𝑦𝑚∗ =
[arg𝑠𝑦𝑚∈ℎ max(𝑏𝑖𝑑(𝑠𝑦𝑚))];

3) Return the atomic action, 𝑎, associated with the ‘win-
ning’ symbiont, thus updating the task domain or
𝑑𝑜𝑚𝑎𝑖𝑛 ← 𝑠𝑦𝑚∗(𝑎).

4) Repeat (1) through (3) until some final reward is en-
countered from the task domain.

In addition, hierarchical policy search now takes the form
of a simple iterative call [16], [17]. Specifically, after a
fixed number of generations the content of a host population
is considered to provide candidate temporal abstractions for
reapplication as (meta) actions under policies identified by a
new host–symbiont population pair. Evaluation begins at hosts
selected from the highest level, say 𝑙. The above stepwise
process is repeated to determine the ‘winning’ symbiont within
the candidate host. However, the action of such a symbiont will
actually be a host from the previous level, 𝑙−1. The process of
host–symbiont evaluation therefore repeats until level zero is
encountered, at which point symbiont actions take the form of
the ‘atomic’ actions of the domain. Table III details the specific
parameterization assumed here, most of which is carried over
from values assumed from earlier work [16], [17], [18].

TABLE III
SBB PARAMETERIZATION. 𝑡𝑙𝑚𝑎𝑥 IS THE GENERATION LIMIT AT LEVEL ‘𝑙’.

A TOTAL OF TWO LEVELS IS ASSUMED AS IN A HIERARCHICAL POLICY

SEARCH [16], [17]; 𝜔 IS THE MAXIMUM NUMBER OF SYMBIONTS A HOST

MAY SUPPORT UNDER A VARIABLE LENGTH REPRESENTATION; 𝑁 IS THE

HOST POPULATION SIZE; 𝑁𝑔𝑎𝑝 IS THE NUMBER OF INDIVIDUALS

REPLACED DURING BREADING IN THE HOST POPULATION; 𝑝𝑥𝑥 DENOTE

THE FREQUENCY WITH WHICH DIFFERENT SEARCH OPERATORS ARE

APPLIED; numRegisters AND maxProgSize REPRESENT THE NUMBER OF

REGISTER AND MAXIMUM INSTRUCTION COUNT FOR (SYMBIONT)
PROGRAMS.

Host (solution) level
Parameter Value Parameter Value

𝑡𝑙𝑚𝑎𝑥 50 𝜔 10
𝑁 120 𝑁𝑔𝑎𝑝 60
𝑝𝑚𝑑 0.7 𝑝𝑚𝑎 0.7
𝑝𝑚𝑚 0.2 𝑝𝑚𝑛 0.1

Symbiont (program) level
numRegisters 8 maxProgSize 48
𝑝𝑑𝑒𝑙𝑒𝑡𝑒, 𝑝𝑎𝑑𝑑 0.5 𝑝𝑚𝑢𝑡𝑎𝑡𝑒, 𝑝𝑠𝑤𝑎𝑝 1.0

C. Point Population and Fitness Function

The point population represents the subset of training in-
stances used to parameterize the initial task configuration
at each generation. To do so the following assumption is
made. As per the discussion of Section I, the Acrobot domain
is classically trained against a single instance representing
the stable equilibrium condition or an initial state variable
vector of �⃗�(𝑡 = 0) = [1.5𝜋, 0, 0, 0]. Potentially all four
state variables require parameterization. However, as per the
assumption regarding the significance of the stable equilibrium
as a meaningful training/ test configuration, we concentrate
on parameterizing the angle of the joint corresponding to the
‘free hand’, 𝜃1. Conversely, the waist is a function of energy in
the Acrobot and action, 𝑎, as applied by the learner; whereas
angular velocities are a function of momentum in the system.
The role of the point population will therefore be to sample
initial values for 𝜃1. Naturally, no claims are made with regards
to the relative optimality of such an assumption.

The simple stochastic sampling heuristic employed has the
following form:

∙ Initialize point population: Initialize a population of
𝑃 points selected with uniform probability such that
𝜃1 ∈ [0, 2𝜋). Deterministically add an additional point
representing the stable equilibrium condition. The point
population will therefore always consist of at least one
instance of the stable equilibrium condition.

∙ Point replacement: At each generation 𝑃𝑔𝑎𝑝 points are
removed with uniform probability and replaced. However,
the point representing the stable equilibrium condition
is always retained. Conversely, there is no concept of
incremental ‘Layering’ of easy to difficult training cases
in this process (e.g., [19]).

The original study set specific limits on the total number
of evaluations performed during training [9], or an evaluation
limit per training instance of 1,000 interactions and a total
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TABLE IV
POINT POPULATION PARAMETERIZATION. 𝑃𝑠𝑖𝑧𝑒 IS THE POINT

POPULATION SIZE; 𝑃𝑔𝑎𝑝 IS THE NUMBER OF INDIVIDUALS REPLACED

DURING BREADING IN THE POINT POPULATION.

Parameter Value Parameter Value

𝑃 60 𝑃𝑔𝑎𝑝 10
Number of Evaluations

𝑁𝐸𝐴𝑇 8.601× 108 𝑆𝐵𝐵 7.32× 108

evaluation limit of 109. An upper bound6 on the total num-
ber of evaluations an evolutionary policy search conducts is
naturally a product of the number of unique training instances
assessed per generation (𝑃 + 1), the population size (𝑁 ) and
the number of generations (𝑡𝑚𝑎𝑥)7, or

109 ≤ 1, 000× 𝑡𝑚𝑎𝑥 ×𝑁 × (𝑃 + 1) (1)

Given the specific parameterizations assumed for NEAT and
SBB (Tables II and III respectively), then the corresponding
parameterizations used in this study that satisfy the total
evaluation limit are summarized in Table IV.

Fitness of an individual, 𝑓 , only characterizes solutions
identified within the 1,000 episode limitation. Moreover, we
assume that solving for the stable equilibrium condition is
worth as much as all other configurations defined by the point
population, or

𝑓 = 1000− 𝑠𝑡𝑎𝑏𝑙𝑒(𝑡) +
1

𝑃

∑

𝑝𝑜𝑖𝑛𝑡∈𝑃

1000− 𝑝𝑜𝑖𝑛𝑡(𝑡) (2)

where 0 ≤ 𝑡 < 1000; 𝑠𝑡𝑎𝑏𝑙𝑒(𝑡) is the time step at which a
solution to the stable equilibrium condition appeared; 𝑝𝑜𝑖𝑛𝑡
is any point from the point population; and 𝑝𝑜𝑖𝑛𝑡(𝑡) is the
time step at which a solution to a point from the point
population appeared. Naturally, fitness should be maximized.
Conversely, employing an alternative formulation in which
fitness is proportional to maximum height reached during
each training episode would distinguish between the relative
quality of runs that failed. No such information is used in this
case, with only cases explicitly satisfying the goal condition
contributing to fitness.

IV. RESULTS

A. Evaluation Methodology

Both SBB and NEAT return a population of candidate
policies. A single ‘best’ solution was therefore selected based
on the percentage of training cases solved at the last gener-
ation. For comparison purposes a nominal implementation of
the SARSA value function method was also considered.8 A
SARSA solution was considered converged if the difference

6The actual value is lower as only 𝑃𝑔𝑎𝑝 points change at each generation,
which implies that in the case of SBB where only 𝑁𝑔𝑎𝑝 new individuals are
introduced per generation, a further order of magnitude reduction appears in
the total evaluation count.

7In the case of SBB the capacity for hierarchical policy search implies that
𝑡𝑚𝑎𝑥 = 𝑡0𝑚𝑎𝑥 + 𝑡1𝑚𝑎𝑥 for the case of a two level hierarchy, Table III.

8Follows the description for SARSA–CMAC in [6].

between expected and received rewards was less than 0.1
for 50 consecutive epochs. In all cases, SARSA, NEAT and
SBB were evaluated over a total of 100 different independent
initializations.

Performance evaluation took two forms: 1) the number of
steps taken to provide solutions to the specific case of the
stable initial condition; and 2) the generalization properties
of the solution evaluated under assessment 1. Specifically,
generalization was measured by counting the number of post
training test conditions solved, where there are 100 such test
points sampled equally over the interval of −𝜋

2 ≤ 𝜃1(0) ≤ 𝜋
2

and 𝜃1(0) corresponds to the stable equilibrium condition
for 𝜃1 (all other state variables assume an initial value of 0
during the generalization test). Naturally, there is no guarantee
that the models encountered these test cases during training.
Moreover, in order for such test cases to be considered ‘solved’
a candidate policy needed to satisfy the conditions for the
height task within 20 seconds of simulated time.

B. Case 1 of Acrobot ‘height’ task

Performance is initially summarized in terms of the (simu-
lated) time that solutions use to solve the single equilibrium
test case. The resulting combined box/ violin plot establishes
the relative distribution of solution times, Figure 2. Statistically
significant differences were found between the means for both
NEAT and SBB relative to SARSA (𝑝 < 1.0 exp−15 using
pairwise Wilcoxon test following adjustment for multiple
hypothesis testing using Holm’s method), whereas it is not
possible to reject an equal mean hypothesis in the case of
NEAT versus SBB. SARSA cases exceeding 2.0 represent
cases failing to converge.

The second evaluation of performance takes the form of
the generalization test (Section IV-A) i.e., the number of post
training test cases solved. Figure 3 again summarizes this
measure in terms of a combined box/ violin plot. Significant
differences again appeared under a Wilcoxon hypothesis test
(Holm’s adjustment for multiple hypothesis testing again ap-
ply), this time providing a precedence ranking of NEAT, SBB,
SARSA.

Naturally, these experiments for the the most part confirm
previous results with regards to discovering solutions to the
stable equilibrium condition e.g., evolutionary based policy
search can solve the Acrobot ‘height’ task under the assump-
tion of infrequent updates to the environment [9]. However,
they also go beyond the rather limited result reporting pre-
viously conducted, as the ability to generalize to additional
test cases post training is also evaluated. At the very least we
find that evolutionary policy search is as effective as a baseline
SARSA implementation at discovering candidate solutions and
generalizing to further cases.

C. Case 2 of Acrobot ‘height’ task

The second case of the Acrobot ‘height’ task was previously
shown result in all evolutionary policy search methods failing
to return a single solution relative to the stable equilibrium
condition or the frequent policy update scenario [9]. In the
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Fig. 2. Combined box/ violin plot for time in log10(𝑠𝑒𝑐) to reach solutions
from the stable equilibrium condition �⃗� = [1.5𝜋, 0, 0, 0] under Case 1:
Infrequent update. 100 post training test cases in total. Smaller values are
better. y-axis values of 1.2 (1.3) correspond to approx. 15.8 sec (20 sec). For
clarity only the solution time for the last level of SBB is reported.
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Fig. 3. Combined box/ violin plot for percent test cases solved under Case
1: Infrequent update. 100 post training test cases in total. Larger values are
better. Initial conditions for a post training test case is defined as �⃗� = [1.5𝜋±
𝜖, 0, 0, 0] where 𝜖 defines 50 equal increments up to a max. of 𝜋
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Fig. 4. Combined box/ violin plot for time in (seconds) to reach solutions
from the stable equilibrium condition �⃗� = [1.5𝜋, 0, 0, 0] under Case 2:
Frequent update. 100 post training test cases in total. Smaller values are
better. SBB 0 and SBB 1 denote performance returned by SBB levels 0 and
1 respectively.

following we concentrate on the case of solutions returned
by NEAT and SBB; relying on the results reported for the
advanced model of gradient decent developed in [9] to pro-
vide the value function baseline. Specifically, value function
methods based on CMAC (as in Section IV-B) are sensitive
to the specific design of the tiling. Getting this ‘right’ appears
to be as much an art as a science, hence we employ results
from an acknowledged source in this section in order to do
sufficient justice to the value function approach.

1) Solution quality: Figure 4 again summarizes solution
performance in terms of the time taken by policies to solve
the specific case of the stable equilibrium condition once
evolved. In comparison the 95% confidence interval reported
for the SARSA Least Squares Temporal Difference (LSTD)
and SARSA Restricted Gradient Descent (RGD) algorithms
were [16.54, 19.96] and [12.35, 15.3] seconds respectively [9].
Thus, not only is an evolutionary policy search algorithm now
able to provide solutions to an episodic goal seeking task, but
the resulting solution quality is statistically indistinguishable
from that returned by two representative examples of value
function optimization. We do note, however, that although
an equivalent evaluation limit of 109 was enforced, we make
no claims regarding the rate of convergence of policy search
versus value function optimization. Applying a Wilcoxon
hypothesis test confirmed that there is an significant difference
in the NEAT versus SBB distributions at a p-value of 0.02.

Figure 5 illustrates generalization performance. Significant
differences in the null hypothesis test that both samples were
drawn from pools with the same mean now appear with p-
values of less than 1.0 exp−6. The implication being that
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Fig. 5. Combined box/ violin plot for percent test cases solved under Case
2: Frequent update. 100 post training test cases in total. Larger values are
better. SBB L0 and SBB L1 denoting performance returned by SBB levels 0
and 1 respectively.

solutions produced by NEAT are only able to solve for the
single stable Acrobot configuration (where this appears in
every point population sample), but appears to fail to gener-
alize to test configurations sampled around the stable Acrobot
configuration.9 Whether this is due to NEAT ‘forgetting’ previ-
ously learnt behaviours or represents a behaviour successfully
sampled by other species in the population remains a topic
for future research. Conversely, SBB in this case represented
a very effective scheme for generalizing across multiple test
configurations. Possible sources for this being the ability to
explicitly decompose a task into a series of contexts (defined
by the symbiont) and inherit these contexts across hosts.
Conversely, NEAT places limits on the variation operators such
that only individuals from the same species may be parents.

2) Solution Complexity: Complexity represents an alterna-
tive (possibly) competing performance goal in that solutions
can potentially be too complex to gain any insight into
the nature of a solution. Naturally, solution transparency is
very much in the eye of the beholder, with familiarity of
a representation potentially resulting in greater tolerance to
complexity. Both LSTD and RGD utilized node counts of up to
81 (Gaussian membership operators). From a GP perspective,
each membership operator requires the application of the
Gaussian operator and an Euclidean style distance calculation;
the latter implying a vector distance estimation relative to the
four state variables. SBB utilizes an instruction format of the
form 𝑅𝑥 ← 𝑅𝑥 < 𝑜𝑝𝑐𝑜𝑑𝑒 > 𝑅𝑦 or 𝑅𝑥 ← 𝑅𝑥 < 𝑜𝑝𝑐𝑜𝑑𝑒 > 𝑠𝑦
where 𝑅𝑥 and 𝑅𝑦 are register references and 𝑠𝑦 is a reference

9During training the point population samples from the entire 2𝜋 interval
of 𝜃1 values whereas the test/ generalization sample is limited to the interval
±𝜋

2
about the stable Acrobot configuration.
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Fig. 6. SBB Solution complexity as 𝑙𝑜𝑔10(𝑐𝑜𝑢𝑛𝑡) under the Case 2:
Frequent update task. ‘Total Instruction Count’ is the count of all instructions
in symbionts from levels 0 and 1 as estimated from the best individual over
each run. Likewise, ‘Number of Symbiots’ and ‘Avg. Instr. per Symbiont’.

to state variable 𝑦. As such it takes the equivalent of five
instructions to perform the calculation associated with each
Gaussian membership operation.10 This represents a total of
405 instructions per network.

Figure 6 summarizes the resulting complexity of SBB
solutions. The log scale implies that a y-axis value of approx.
2.61 corresponds to the reported complexity for LSTD and
RGD, where this corresponds to the 3rd quartile complexity
of SBB solutions at level 1 cf., first density plot of Figure 6.11

In addition, symbiont counts and average instruction counts
(second and third density plots of Figure 6) imply that in the
order of 45 symbionts (median) appear per solution across the
two levels utilizing an average of 8 instructions per symbiont.

Figure 7 characterizes the complexity of solutions from
NEAT in terms of the number of neurones and links cf.,
weights. The total complexity of solutions appears to be much
lower than in either SBB or the two value function methods.
However, relative to SBB, NEAT was only able to reliably
solve for the single stable configuration of the Acrobot cf.,
Figure 5.

V. CONCLUSION

The claim that evolutionary policy search is incapable
of solving reinforcement learning tasks formulated as an
‘episodic goal seeking’ problem is revisited [9], [10], [11].
The Acrobot ‘height’ task domain as previously employed
to demonstrate this conclusion is utilized as the basis of the

10Assumes that 𝑅𝑥 already contains the relevant values to define the
‘location’ of each Gaussian.

11Level 0 solutions are naturally simpler and also solve the task cf., Figures
4 and 5.

474



1
0

2
0

3
0

4
0

5
0

6
0

Nodes + Links Node Count Link Count

�

�

�

Fig. 7. NEAT Solution complexity Case 2: Frequent update. ‘Nodes’ is
synonymous with the number of neurones and ‘links’ with the number of
weights.

demonstration. The key insight of this work is that diversity in
the training cases used to evolve candidate policies represents
a fundamental component of any evolutionary framework.
Without this there is likely to be no basis for engagement
between learners and the environment. Value function methods
do not encounter this problem because they perform updates
during an episode while simultaneously including biases for
exploration and exploitation. As such, value function meth-
ods begin by attempting to model the state–action space
in general before entering a second phase in which paths
through the state-action space are then sought. Conversely,
under (evolutionary) policy search the ‘post episode’ nature
of credit assignment implies that if candidate policies are
relatively weak (which they will be in early generations),
then disengagement between candidate policies and any single
training scenario is likely to exist. By restricting the training
scenario to a single training case representing the ultimate
goal, there is no basis for engaging the policy learners.

Naturally, the issue of constructing heuristics for sampling
the task domain to provide ‘useful’ subsets of training sce-
narios could be more formally addressed through the use of
competitive coevolution [15], [14]. In the case of the work
reported here, a very simple stochastic sampling algorithm
was assumed, thus enabling us to demonstrate the significance
of the initial hypothesis without wondering how much was
due to competitive coevolution. Moreover, we note that there
are obvious questions regarding the specific role of different
diversity mechanisms in evolution, thus ‘novelty’ style fitness
functions might also provide similar outcomes [20].

In future research the authors are interested in investigating
one further variation of the theme reported here. The original
value function formulation conducted a single search with

respect to one initial condition. In the future we anticipate
researching the case in which fitness evaluation is limited to
a single stochastically sampled instance (resampled at each
‘generation’). The evaluation limit remaining unchanged.
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