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Abstract
We propose and validate a novel approach to
multiagent resource allocation, with special at-
tention to supporting resource preemption in a
fully distributed, cooperative setting. Our solu-
tion utilizes planning and learning techniques to
obtain reasoned local estimates of the impact of
preemptions on the system as a whole. Agents
are thus able to effectively coordinate the al-
location of resources on large scales and pro-
duce efficient, high throughput solutions to re-
source allocation problems, allowing important
preemptions for improved utility. We perform
simulations of multiagent system environments
with uniform agent type distributions and lim-
ited numbers of resources to ensure that pre-
emption requests will occur. We then demon-
strate that our system produces effective global
utility, measured in terms of the average costs
and wait-times incurred by agents in need of re-
sources, as well as improvements to a standard
baseline.

Introduction
Multiagent systems are of considerable interest to the ar-
tificial intelligence, industrial engineering, and operations
research communities as a method of solving resource
allocation problems. There are a number of reasons for
this interest, including the potential for increased robust-

ness (since individual components can fail without catas-
trophic loss) [5]; natural mappings to certain problems
(when the parties involved in the allocation have some de-
gree of autonomy) [1]; and as a useful heuristic approach
in problems that are too large to solve explicitly [9].

In this work, we offer a new approach to multiagent
resource allocation, which eschews the currency systems
and a market-style mechanisms that are often used, while
maintaining a fully decentralized system in which agents
may continue to possess a high degree of autonomy.
We focus on accommodating preemptions of existing re-
sources, and discuss applications where this is impor-
tant to support. Our solution offers a novel combination
of planning techniques with learning methods that allow
agents to make effective local decisions about requests for
resources. The resulting system is capable of efficiently
solving large scale resource allocation problems with high
throughput.

Within the area of multiagent systems, resource allo-
cation tasks consist of problems wherein a set of agents,
with individual preferences, is to be allocated a set of
(possibly) heterogeneous resources. Ideally, the allocation
selected will be one which maximizes some social welfare
function.

More formally [12], we can state a multiagent resource
allocation problem as: A set of agents A; A set of re-
sources R; A utility function U(A,R) which defines
the utility derived from assigning particular resources to
particular pairings; and an objective function O(alloc),
sometimes called a social welfare function, which defines
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the relative quality of a particular final allocation1.
In this work, we are especially concerned with iterated

versions of this problem, where agents may repeatedly
renegotiate a given allocation as their individual needs
change with time. We will focus primarily on distributed
approaches (e.g. [9], [4], [11]), as there is a natural map-
ping from these representations to the sorts of problems
we envision the system being used to solve.

Preemption

Distributed approaches to multiagent resource allocation
(MARA) problems possess different levels of agent au-
tonomy. In a fully distributed approach, agents typically
have some resources of their own. They exercise full con-
trol in deciding whether to exchange some of their present
resources for those of other agents. Notably, Sandholm [9]
showed that if self interested agents in such a system are
fully rational and have sufficient (i.e. infinite) money to
compensate one another for disadvantageous trades, then
the system will converge to an optimal allocation. It is
also possible to adopt a convention that agents will not
be purely self interested, but will cooperate with one an-
other to some extent - for example, allowing the forma-
tion of coalitions in which various subgroups collaborate
to produce mutually beneficial allocations (e.g. [8])). In
this work, we adopt a distributed approach between these
two extrema. Our agents make individual plans to solve
their problems, but are also much more cooperative than
in Sandholm’s work. Similarly to Paulussen et al. [7], we
support preemption of resources, wherein an agent will
give up its resource to another agent with a greater need
(i.e. the preempted agent concludes that the global utility
will increase, considering the opportunity cost 2 of hold-
ing its resource). Throughout, we refer to this behavior as
a social norm or convention.

Existing Approaches with Preemptive Swaps

We envision our system being especially applicable to
medical scheduling problems of the sort considered by
Paulussen et al. [7][6]. For example, we are interested in

1Our work assumes a Utilitarian social welfare function.
2The utility the agent could have obtained from taking some other

action.

problems where a group of patients, with varied condi-
tions and health states, need to be assigned to see a group
of doctors in an order which minimizes a particular objec-
tive function. To accomplish this, each patient is assigned
an agent to negotiate on their behalf for the best timeslot
(resource) they can get.

We are particularly interested in this approach because
it uses a fully distributed method for the assignment of
agents to resources, while also allowing for patients with
great immediate need to acquire necessary resources (e.g.
as in Mass Casualty Incidents).

This paper addresses the tension arising from two op-
posed objectives. Specifically, we wish to preserve auton-
omy for the involved agents, while ensuring that critical
patients can get access to the resources they need, espe-
cially and even, when those resources are currently as-
signed to agents with much lesser needs. Paulussen et al.
[7] partially address this tension by tying agents’ needs
to their purchasing power in a simulated market. Unfortu-
nately, assignment of currency on this basis can produce
problems when more severe patients enter the problem af-
ter several rounds of allocation have already taken place.
In this case, agents with low criticality values may have
acquired large amounts of currency. This can allow them
to acquire resources even if in actuality the global util-
ity would be better served by treating the more critical
patient first. Further, the currency compensation mecha-
nism used by Paulussen et al. only considers the opportu-
nity cost of an agent’s immediate best alternative action,
thus underestimating the value of an agent’s alternative
options, which may offer multiple ways to improve util-
ity. This can prevent certain reasonable preemptions from
taking place. For example, suppose that an agent A1 re-
quests the resources of an agent A2, who decides its best
action would be to preempt A3’s resource. In this case,
Paulussen et al. assume that the second preemption would
result in a displacement of the latter agent, and do not
consider what actions it could take3. This will result in a
miscalculation of the opportunity cost of the first preemp-
tion, causing A2 to refuse to give up its resource. In fact,
A3 will very probably manage to preempt an additional
resource of its own provided that it has a pressing need.

We adopt an alternative approach to the resolution of
this tension, with the aim of solving similar problems

3This is done to avoid cyclic preemptions.
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without utilizing a currency, and with more detailed ac-
counting of opportunity costs to allow more preemptions.
In particular, with regards to the above example, we are
able to estimate the value of the actions the latter agent
could take, without encountering the pessimistic evalua-
tion that prevented Paulussen et al. from addressing this
issue.

System
In this section, we propose a largely abstracted version of
the new system, in which the dynamic assignment of ab-
stract agents to abstract tasks (or users) is mediated by two
different types of agents (those who need resources, and
those who manage them) in a fully distributed format. We
advise the reader to recall throughout that the end goal of
the portrayed system is to allow preemption of resources
according to social conventions based on need, while pre-
serving full distribution of control and a significant degree
of agent self interest. In particular, the reader may find it
useful to imagine a realization of the system in the med-
ical domain, with medical staff as resources and patients
as tasks or users.

Components
In our abstracted system, resources are characterized by
a type θr, which is a member of a finite set of possible
types ΘR. Additionally, assuming that resources are hu-
man beings and following Cohen et al. [3], we assign a
”bother-so-far” value BSF to each resource. This user
modeling factor is intended to capture the extent to which
a resources is being overwhelmed by requests from the
system, and should be minimized to prevent resource dis-
engagement. A more comprehensive discussion of BSF
is beyond the scope of this paper, and we refer interested
readers to [2].

Resources are used to solve tasks (or satisfy users) in
this framework. A task is described by:

• A type θt ∈ ΘT

• A length of time spent waiting, time waited.

• A resource r, s.t. for a task t, r is currently pro-
cessing t iff t.current = r, r.current = t and
t.processing time remaining <∞.

Tasks are supported by task agents, which we will refer
to simply as “agents” throughout. We define an agent as:

• An associated task they are responsible for resolv-
ing.

• A plan for resolving their task: a sequence of re-
source requests and based on the agent’s beliefs
about the expected value and probability of obtain-
ing each resource.

• An expected utility euplan describing the value of
executing of its plan.

• A length of time since the plan was generated
tupdate.

Agents also have two state variables which are learned
heuristically to characterize their environment. The vari-
able plan length model models the degree of churn in
the current resource allocation environment, predicting
the utility of generating longer, more detailed plans, based
on the frequency of events where the agent’s information
ends up being out of date. The preemption model vari-
able measures congestion, estimating the demand for re-
sources like those the agent needs, based on the frequency
with which an agent’s resources are preempted.

Resources are defined by a BSF bother value, and a
type θr ∈ ΘR which defines their usefulness to differ-
ent types of tasks. Interactions between agents and re-
sources are mediated by proxy agents (proxies), which
can compute the expected gain in utility resulting from
allowing an interaction, and can filter out unimportant re-
quests [2]. The version we present expands upon Cheng
et. al’s model, to facilitates the coordination of the dis-
tributed agents by aggregating local information to esti-
mate the costs of a preemption.

Four additional functions characterise a particular in-
stance of a resource allocation problem in this framework:

• processing time(θr, θt) is the length of time that
a task with type θt needs to control a resource with
type θr in order to be processed.

• EU(old, new, θt, waited) describes the expected
gain in individual utility if a task of type θt is com-
pleted at time new instead of at time old, if it has
gone waited units of time without resolution al-
ready.
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• Pstop(EUnet, BSF ) describes the probability that a
resource with total bother BSF would agree to be-
gin resolution of a task, assuming an overall gain of
EUnet

4.

• bother increase function(EUnet, BSF, θr), the
bother increase function, describes the increase in
a resource’s BSF from a request to take an action
with net utility EUnet is received, given their BSF
and type.

Algorithm
Below, we describe the new system algorithmically in
some detail. We emphasize however, that our primary
contributions may be found in the negotiation protocol of
the system, and in the simple heuristic learning of conges-
tion and churn which the protocol utilizes. These compo-
nents are explained at a higher level near the end of the
section.

At base, the algorithm describes a series of negotiations
between groups of agents. Some agents hold resources al-
ready, but have developed contingency plans describing
what they would do if the resources were taken. Other
agents want to preempt these resources. When a preempt-
ing agent tries to take a resource, the coordinating proxy
associated with the resource, which has a model of the
utilities for both allowing and denying the preemption,
makes a decision about whether or not the utility of the
whole system is served by that action. Throughout, agents
learn models of the global environment to facilitate their
local decision making during their requests for resources.

Algorithm 1 describes the system’s overall behavior,
wherein agents repeatedly negotiate for resources; re-
sources process tasks assigned to them; and tasks are re-
solved. All the associated subroutines are discussed be-
low.

The behavior of agents is found in algorithm 2, and may
be summarized as four overall operations. First, the agent
generates a plan for satisfying the resource needs of its
task (or user), providing that the agent has no such plan in
the present step (lines 2-5). Second, the agent determines
whether the action specified next in its plan is a good idea,
and whether the information in the plan is still current,

4Recall that we assume human resources, which might decline to
fulfill frivolous requests when their BSF is high.

regenerating the plan if required (lines 6-11). Third, the
agent attempts to transfer responsibility for resolving its
task to the resource specified by its plan, provided it be-
lieves the attempt is worthwhile (lines 12 - 19), before
finally updating its plan for the next step (lines 19-21).

Algorithm 3 contains the process for generating agents’
plans. A plan is simply a sequence of actions that the
agent will take, based on its understanding of environmen-
tal conditions, to acquire needed resources. In this work,
we utilize Transfer-Of-Control (TOC) strategies for our
planning [10], following Cohen et al.’s approach to plan-
ning for medical scenarios [3]. However, any reasonable
planning technique could be used here, provided it can es-
timate the agent’s ability to secure better resources for it-
self, given the set of resources, access to the Pstop andEU
functions, and the agent’s beliefs about the state of each
resource. The appraise function called on line 4 computes
the valuation function V :

V (X) =
∑
i<|P |

EU(Xi)× P (Xi) + (1− P (Xi)× V (X/Xi)

(1)

where X is a list of actions, EU is the expected gain
in utility if the action succeeds, and P is the probability
of the action succeeding. Both functions can be computed
from the problem specific functions mentioned above.

Algorithm 4 describes the learning procedures agents
use to model their environment. The environmen-
tal model consists of two parts. First, the model
a.plan length model estimates the extent of churn in the
system. Churn measures how fast the situation in the prob-
lem is changing, and is estimated using ”churn events”:
interactions where the agent discovers its plans for acquir-
ing resources are based on information that is no longer
true. These events are triggered on line 3 of algorithm
3 every time the agent has to regenerate its plan. The
model’s internal value is used in algorithm 3 at line 1 to
determine how much effort should be put into planning
out future actions further into the future. In particular, the
plan length prediction is given by:

length.predict = b k − 1

1 + plan length model.value
c+1 (2)

where k is the maximum allowable plan length (limit of
computational resources), and plan length model.value
is an exponentially weighted decaying sum of the pre-
vious plan regeneration interactions experienced by the
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agent, given by: ∑
i∈I

c αti

where c is the parameterized cost of an interaction, α is
a decay rate, and ti is the time since the interaction.

The congestion model is a similar system, but mea-
sures the degree to which resources the agent needs are
in demand. The model’s value is computed in a manner
identical to that of the churn model, but using parame-
ters γ and d in place of α and c respectively. Interactions
for this model occur when a held resource is taken be-
fore an agent’s needs were completely satisfied (a pre-
emption). The agent uses its congestion model reduce the
expected value it assigns to acquiring certain resources.
In particular, the valuations produced by equation 1 are
preemption model.value, representing the agent’s be-
lief about the likelihood of a preemption.

In algorithms 5 and 7 we see the behaviors of resources
within the system. During each step, we update the re-
source’s BSF value via exponential decay [3], and then
update the remaining processing time for the task as-
signed to this resource, potentially setting the resource’s
state to “free” if the current task is completed.

Closely related to this is the behavior of resources when
presented with as request for preemption. Since we are
modeling human-like resources, we assume that a re-
source has some discretion about accepting a request for
preemption. Such requests are detailed in algorithm 7, and
begin by increasing the bother of the resource, simulat-
ing the mental effort required to assess the request. The
resource then accepts the request according to the proba-
bility function Pstop, which is specific to the problem and
abstracts the probability of a resource agreeing to address
a new task, given that doing so has an expected utility of
net EU , and its type and bother level. If the request is
accepted, appropriate state variables are adjusted to rep-
resent the transfer and the task’s processing time is set.
Note that the expected utility gain is estimated by the re-
source’s proxy agent in algorithm 8.

This last component, the resource proxy agent, has two
behaviors. First, in function 6, it filters preemption re-
quests for the associated resource so that only those with
positive net utility reach the resource, similar to type IV
proxy agents in [2]. Second, can compute the expected
utility of allowing a preemption to take place, since it

knows what its resource is currently doing (and the as-
sociatedBSF value), given a task that the resource might
consider doing instead. This behavior is specified by algo-
rithm 8. The net gain in utility is computed as the expected
utility for both the preempting and preempted task if the
preemption is allowed, less the expected utility for both if
the preemption is not allowed (the opportunity cost).

Summary
The new model’s technical contribution comes from the
combination of several factors. By constraining ourselves
to a currency free system, we lose the convergence result
for distributed swaps [9], but work around this by allow-
ing preemptions which increase the utility of the system
overall. This necessitate the incorporation of opportunity
costs [7], which require us to know what the preempted
agent could do instead of holding its current resource.
While Paulussen et al. considered only the immediate ac-
tions an agent could take when considering opportunity
costs, we use a planning technique [10] to solve the deci-
sion problem for each agent while they are holding their
current resource, computing the expected utility for tak-
ing various actions under the assumption that the agent
no longer has access to the resource it currently holds.

When a preempting agent requests a resource, we can
then use the value of the preempted agent’s plan as an es-
timate for the value of the alternative actions this agent
would take if the preemption were allowed. Using the
planning method in this way is our first contribution,
which allows us to both avoid currency and utilize pre-
emption in a principled and broader way than in previous
approaches.

It is not sufficient to use these estimates directly how-
ever, because an individual agent’s plan can be overly op-
timistic in two ways, as a result of using only local in-
formation for making its decisions. First, the agent might
generate a plan for its current environment, only to have
that environment rapidly change. If the agent allows its
resource to be preempted on the basis of such a plan, the
resulting preemption may actually decrease the utility of
the system overall. Second, the agent is not directly aware
of the resource demands of others in the system, so it may
assume that the acquisition of another resource will be
easy, when in fact, high demand may make it quite hard.
The use of our heuristic learning models for congestion
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Figure 1: A plot showing effect of increasing resource
congestion on total cost of finding a good resource alloca-
tion.

and churn is thus our second contribution, allowing agents
to dynamically adjust their estimates for how long a plan
will be useful and the probability they will be able to hold
onto any resources they acquire, using only local informa-
tion.

Evaluation
We evaluated the system on an abstracted test problem,
in which n tasks needed to be addressed, task types were
integers, and the expected utility of waiting a single ad-
ditional time step for resolution was equal to each task’s
type. Resources took between 1 and 10 time steps to re-
solve any given task type, and had sigmoid Pstop func-
tions.

We assessed the system in terms of the change in cost
of treatment per agent as congestion, the ratio of the num-
ber of agents to the number of resources, increased (i.e
low cost reflecting high global utility). We used 100 re-
sources, 500 distinct agent types, and allowed a maximum
plan length of 10. The number of agents in the system
was varied between 100 and 2000 in increments of 100.
For each value of n we generated 100 unique uniformly
random sets of resources and tasks. These parameter set-

tings provide great demand for resources, and produce ex-
tremely high congestion, due to of the high ratio of agents
to resources. Results are shown in figures 1 and 2, which
respectively depict the change in disutility per task, and
the waiting time per task. The dashed red lines are a pre-
dictive fit for the points. Each point shows the mean value
over all 100 problem instances for a given parameteriza-
tion, and the bars show Bonferroni adjusted 95% confi-
dence intervals for the mean.

Our results show a mean cost per task that increases by
2.6 for each additional task placed in the system. The in-
crease is linear, indicating that our system is extremely re-
sistant to the effects of congestion, and that it is doing an
excellent job coordinating the resource allocations inde-
pendent of the number of agents in the system. Further, we
perform within a factor of two of the average increase rate
for an optimal allocation algorithm (1.25 per task) that
would explicitly solve the whole problem at great compu-
tational expense. In contrast, a FIFO baseline model with-
out preemption increases the cost per task at a rate of 6.8
per agent, further demonstrating the superior performance
of our system.

The time time taken to process tasks (fig. 2) results
from a combination of two factors. First, there is an ini-
tial period of heightened learning during which little use-
ful work is done as agents’ congestion and churn mod-
els adapt to the actual environmental conditions. Then,
there is a period of time required to address all tasks. Our
findings show that the former period is of constant length
(just under 9 time steps), while the total time for the lat-
ter period is independent of the total number of agents.
This indicates that the system has a very good through-
put, offering further evidence of strong coordination. In
comparison, a FIFO baseline model takes 0.055 steps per
agent, statistically significantly higher than our rate of
0.046 when the learning period is discounted, or when the
number of agents exceeds about 1500.

Conclusion
We have proposed a new approach to the problem of mul-
tiagent resource allocation which can function without
money, in which agents can make localized preemptive
acquisitions of resources, and yet converge to good so-
lutions to the problem. This is accomplished through the
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Figure 2: A plot showing the effect of increasing resource
congestion on the time taken to complete all tasks.

use of planning techniques for the estimation of the op-
portunity costs of preemptions and the use of learning al-
gorithms that allow agents to build reasonable approxima-
tions of global environmental conditions using only local
data. Our system was evaluated in a generic resource al-
location task, and found that it performed well, both in
terms of correctly prioritizing urgent tasks and in terms of
throughput. We expect that the proposed system will be
especially useful in medical resource allocation scenar-
ios because of the native incorporation of user modeling
components; the ability to make more aggressive preemp-
tions than existing approaches; and because of the natu-
ral mappings from certain problems in this domain to our
proposed model. In future, we hope to extend the model
by incorporating faster learning models and locating bet-
ter starting parameterizations of said models to eliminate
or reduce the initial learning period, which we anticipate
offering a further improvement in performance. We also
intend to apply the model to several medical scheduling
and resource allocation problems.
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Algorithm 1 The main loop, called to begin processing a
new resource allocation task.

1: LET A be the set of agents.
2: LET T be the set of tasks.
3: LET R be the set of resources.
4: LET k be the maximum allowable plan length.
5: LET A = ∅, Tcomplete = ∅ and Tadded = ∅
6: ASSIGN every agent a task.
7: while ∃t ∈ T s.t. t is incomplete do
8: for all a ∈ permute(A) do
9: step agent(a)

10: end for
11: for all r ∈ R do
12: step resource(r)
13: end for
14: for all t ∈ T do
15: if processing complete?(t) then
16: Mark t as complete.
17: end if
18: end for
19: end while
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Algorithm 2 An algorithm describing step agent(a), the
behaviors of agents at each time step in the main loop.

1: UPDATE a’s environmental model (alg. 4)

{If the agent doesn’t have a plan, make one.}
2: if a.plan = NULL , or |a.plan| = 0 then
3: a.plan ← gen plan(a,R/a.task.current) (alg.

3)
4: end if
{Check whether the next step in the plan produces a
net increase in expected utility.}

5: LET r be the next resource in a.plan.
6: if allow transfer attempt?(r.proxy, a.task)

then
{If our plan is poor, make a new one.}

7: a.plan← gen plan(a,R/a.task.current)
8: SET r ← the next resource in a.plan.
9: end if
{Attempt to acquire a resource...}

10: if allow transfer cost(r.proxy, a.task) (alg 6)
then

11: request transfer(r, a.task) (alg 7)
12: if a.task.current = r then
13: a.plan← gen plan(a,R/a.task.current)
14: a.preemption model.expected = TRUE
15: end if
16: end if
{Update and re-appraise a.plan}

17: a.plan← rest(a.plan)

Algorithm 3 An algorithm describing gen plan(a,R), the
task agents’ plan generation methodology

1: LET plan length ←
a.plan length model.predict() (eq 2)

2: LET method be a TOC strategy generating algo-
rithm.

3: SET a.plan length model.updated plan ←
TRUE

4: a.eu plan← appraise(plan) (eq. 1)
5: return method(R, a.plan length)

Algorithm 4 An algorithm describing update models(a),
the learning process for the agent’s learning models.

1: LET mchurn, mcongest be the corresponding models.
2: SET mchurn.value← mchurn.value× α
{If our plan was updated in the last time step (alg 3)}

3: if mchurn.updated plan = TRUE then
4: LET c be the cost regenerating a plan.
5: SET mchurn.value← mchurn.value+ c
6: SET mchurn.updated plan = FALSE
7: end if
8: SET mcongest.value← mcongest.value× γ
{If our resource was preempted recently (alg 2)}

9: if a.task.current = ∅ AND mcongest.expected
then

10: LET d be the cost of a preemption interaction.
11: SET mcongest.value← mcongest.value+ d
12: mcongest.expected = FALSE
13: end if

Algorithm 5 An algorithm describing step resource(r),
the behavior of resources at each time step in the main
loop.
update bother model(r)
LET a← r.current
if exists(a) then
a.time remaining ← a.time remaining − 1

end if
if defined(a) and a.time remaining = 0 then
r.current← undefined

end if

Algorithm 6 An algorithm describing al-
low transfer attempt(proxy,task), the behaviors of
a resource proxy agent confirming a preemption request.

1: return true if compute preemption
cost(proxy.owner, task, 0) ≥ 0, false otherwise.
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Algorithm 7 An algorithm describing re-
quest transfer(r,task), the behaviors of resources
in response to a request for preemption.

LET net EU ← compute preemption cost(r, task, 0)
{Update our bother model.}
SET r.BSF+ = BIF (net EU, r.BSF, θr)
LET draw be a random draw in U(0, 1).
if draw ≤ Pstop(net EU, r.bother model.value)
then
{Alert the resource’s old task to the preemption}
if exists(r.current) then

SET r.current.current← NULL
SET r.current.time remaining ←∞

end if
SET task.current.current← undefined
SET r.current← task
SET task.current← r
SET task.time remaining =
processing time(r, task)
return TRUE

else
return FALSE

end if

Algorithm 8 An algorithm describing com-
pute preemption cost(r, t, tau), a resource proxy
agent confirming the validity of a preemption request.

1: if exists?(t.current) and t.time remaining ≤ τ
then

2: return 0
3: end if
{Compute the expected processing times for task}

4: LET ptr,task ← processing time(r, task)
5: if exists?(task.current) then
6: LET ptold,task ← task.time remaining − τ
7: else
8: LET ptold,task ← processing time(null, task)
9: end if

10: LET p← r.current
11: if null?(p) or p.time remaining ≤ τ then
12: return EU(ptr,task, ptold,task, θtask, task.time waited)
13: else
14: LET ptr = p.time remaining
15: return EU(ptr,task, ptold,task, θtask, task.time waited)+

p.agent.EU plan
−EU(ptr, processing time(r, p) +
ptr,task, θp, p.time waited)
−EU(ptr,task +
ptr, ptold,task, θtask, task. time waited)

16: end if
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