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Abstract
Equality saturation is a recent approach to term rewriting that
avoids destructive rewriting by maintaining classes of equivalent
terms. However, this approach to term rewriting comes at thie
cost of algorithmic time complexity. Interestingly, Equality satura-
tion can be expressed as a query optimization problem. As such,
techniques and lessons borrowed from query optimization have pro-
duced similar asymptotic improvements when applied to equality
saturation. While query optimization techniques have been applied
to problems in equality saturation, the reverse has been less stud-
ied. We propose the implementation and design of a novel query
optimizer based on equality saturation to investigate how it may
improve the state-of-the-art in query optimization.

1 Background
1.1 Term Rewriting
In compiler optimization, term rewriting is a simple but powerful
technique used to transform programs. Term rewriting is a form of
equational reasoning on terms using rules. Informally, terms can
be considered analogous to expressions. Given a set of rules for
rewriting two equivalent terms, term rewriting systems repeatedly
apply these rules to terms until they cannot be rewritten further. A
term that cannot be rewritten further is said to be in normal form.
Thus, term rewriting systems should have two desirable properties:

Termination. A system terminates if there exists no infinite se-
quence of rewrites for any given term. This property implies that a
normal form exists for a given term.

Confluence. A system is confluent if the order in which rewriting
rules are applied to terms does not produce different terms. This
implies that for any normal form, it is unique.

When a rewriting system has both these properties, it is conver-
gent. However, most term rewriting systems are not convergent.
In compiler optimization, the lack of confluence and termination
properties is called the phase ordering problem.

1.2 Equality Saturation
The phase ordering problem remains a longstanding issue in the
design of optimizing compilers[4]. Equality saturation aims to miti-
gate this problem through the use of the e-graph data structure[10].
E-graphs maintain equivalence relations between terms. Equivalent
terms are said to belong to the same equivalence class in an e-graph.
Equality saturation is a term rewriting system that applies rewrite
rules to equivalence classes.
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The process of finding all candidate equivalence classes for a
rewrite rule is known as e-matching. Rewriting would subsequently
be applied to all terms of the equivalence class. A rebuilding step
occurs after rewriting that further simplifies equivalence classes
that are themselves equivalent to one another. The final step of
equality saturation is extraction; Extraction finds a desired term
in the program using a cost-model. The nature of the cost-model
presents an opportunity for physical query plan construction, as
it could capture specific details of a physical machine to lower a
logical query plan. However, it is out of the scope of this proposal.

2 Applications
Logical query rewriting problems rely on relational algebra equiv-
alences. Existing query optimizers rewrite queries with manually
scheduled phases[2], these approaches express a phase ordering. As
a result, existing query optimizers are also constrained by phase or-
dering problems. The combination of these circumstances presents
an opportunity for the application of equality saturation to design
of query optimizers.

Classic Query Optimization as Term Rewriting. Classical query opti-
mizers such as Volcano/Cascades[6, 7] already utilize equivalence
data structures (referred to as a memo table) to find optimization
opportunities. Interestingly, there is a correspondence between
memo tables and e-graphs. However, e-graphs could provide an
even more compact representation of equivalent queries as the
rebuilding process further simplifies equivalence.

Contextual Rewriting. Query optimizations, such as [13] or [5], de-
pend on the semantics of their sub-queries or their surrounding
context. This presents a challenge for term rewriting systems as
they do not typically reason about contextual information for rewrit-
ing. Contextual equality saturation[8] is an active topic of study in
current academic literature.

Rewriting Recursive Queries. Egglog[14] has shown a surprising
connection between datalog[3], equality saturation, and query op-
timization. This presents new opportunities for rewriting recursive
queries as datalog contains monotonic semantics that are simpler
to reason about. There is already ongoing work in current literature
on using equality saturation combined with datalog semantics to
optimize recursive queries[11].

2.1 Evaluation
Wewill evaluate our query optimizer on the widely accepted JOB[9]
and JOB-complex[12] benchmarks. While it is unlikely that the
proposed query optimizer would improve upon any individual
query optimization. There is an opportunity for equality saturation
to provide measurble performance improvements by eliminating
phase ordering issues in query optimization.
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