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Abstract

A single model scale challenges the flexibility of a production re-
trieval system: some settings need it faster, others need a smaller
index, and the right trade-off changes with the workload. In the
context of information retrieval (IR), a transformer-based model can
be made smaller in three ways — using fewer layers, passing fewer
tokens through the upper layers, or producing a shorter embed-
ding — and each way saves a different resource. These options have
been studied in isolation, each as its own method with its own code
and training setup, which makes them hard to combine or adapt to
a new model. In this work, we present Tevatron-Elastic to bring
all three under one unified abstraction: a single object names any
size the model can run at, and a short schedule lists the sizes to train.
Training then produces one checkpoint that serves all of those sizes,
and at deployment the user has the liberty to pick any of them. The
same abstraction covers both retrievers and rerankers and both
encoder and decoder models, as it works through interfaces that
Hugging Face transformers already expose; adding a new back-
bone can be a configuration change rather than a model rewrite.
Prior methods — Matryoshka embeddings [22], early exit [27, 37],
2D Matryoshka (Starbucks) [47], and layerwise token compression
(LTC) [48] — become special cases of our unified abstraction. With
Tevatron-Elastic, we also propose a new elastic algorithm Ma-
tryoshka LTC (MLTC) to jointly train several token-compression
ratios in one retriever checkpoint. To validate our framework, we
train 20 checkpoints across three backbones and two tasks: the qual-
ity curves are smooth, full-point quality remains close to that of
models trained for a single size, and a controlled study confirms the
wall-clock speedups. We release the framework and all checkpoints
to support elastic retrieval research.
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1 Introduction

A transformer-based information retrieval (IR) model [25, 42] has
three largely separable axes that control its cost at inference time:

e depth —how many transformer layers are executed before a
readout. Fewer layers mean less encoder/scorer compute and
lower latency [6, 27, 34, 37].

e token —how many sequence positions flow through the upper
layers. Pooling the sequence partway up the stack reduces the
floating-point operations (FLOPs) of those upper layers [15, 46].

e width — the dimensionality of the output embedding. A smaller
embedding reduces the size of the stored index and the cost of
nearest-neighbor search [21, 22].

A useful mental model to group these axes is by the deployment
cost each one reduces: depth and token reduce compute, while width
reduces storage and search. Depth and token act at compute time
and leave the index unchanged; width acts at storage time and
leaves the per-input compute unchanged.
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Prior work on elastic modeling tends to commit to a single axis.
Matryoshka representation learning (MRL) varies width [22]; layer-
dropping and early-exit methods vary depth [9, 27, 37]; Zhang et al.
[46] and Zhuang et al. [48] compress the retriever and reranker
on the token axis; and 2D Matryoshka retrievers such as 2DMSE
and Starbucks vary depth and width together [24, 47]. Each of
the aforementioned methods is effective in its own setting, but
each comes as a separate implementation with its own model class
definition and training objective, so combining them, or adapting
one to a new task or backbone, requires re-implementation.

We posit that these compression axes are complementary rather
than competing: because they reduce different costs, they can be
applied independently and composed. Existing work, however, pro-
vides no single abstraction to unify the definitions of different
compressed model classes, as well as the corresponding training
and inference. This brings us to our central research question:

Can we name and train these choices in a single framework,
while retaining the deployment trade-offs each one offers?

In this work, we present Tevatron-Elastic to provide a unified ab-
straction of these axes based on Tevatron [28]. We first abstract the
action of compressing a model as an operating point, e.g., early exit
at a certain layer means defining the early exit operating point for
that layer. Based on this definition, Tevatron-Elastic introduces
two core components. A frozen dataclass, Granularity, names any
operating point with fields for depth, width, and token compression;
and a GranularitySchedule lists the operating points to train the
underlying elastic model. Specifically, the training loop sums a
per-granularity loss over the schedule from a shared backbone for-
ward pass and any token-specific upper-layer passes, producing
one checkpoint that serves every listed operating point. Instead
of editing the model internals, the abstraction routes through the
hidden-states tuple, the layer module list, and the pooling step
exposed by Hugging Face transformers. Depth and width need
only configuration changes for a new backbone; token compression
additionally needs a per-family upper-layer runner.

Our core contribution is the unified abstraction that accommo-
dates different types of compression strategies:

(1) one abstraction (Section 3) covers retrieval and reranking across
three compression axes and five families (BERT, ModernBERT,
Qwen3, Llama3, and Mistral) without rewriting model classes;

(2) the same abstraction expresses prior elastic methods: MRL, early

exit, 2D Matryoshka (Starbucks), and LTC as configurations,

and recovers their characteristic quality—cost curves under a

single shared training recipe (Section 4);

the operating points trained jointly behave as expected — the

quality curves from our empirical studies are smooth and full-

point quality remains close to that of dedicated single-point
models (Section 4). Controlled measurements show that infer-

ence speedups follow the analytic cost model (Section 4.3).

(4) a new elastic algorithm Matryoshka Layerwise Token Compres-
sion (MLTC), which jointly trains several token-compression
ratios in one checkpoint, extending prior token compression
methods [46, 48]. MLTC uses the framework’s existing schedule
and token readout path; supporting several mid-stack pooling
points would otherwise require modifying the model class.

—
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We do not claim that Tevatron-Elastic improves on prior
methods in absolute quality, nor that combining all three axes is
preferable to using one. In our empirical experiments, we hold the
training recipe fixed (supervised fine-tuning from base checkpoints,
without the pre-training some prior systems use [14, 43, 47]), so
that we can study the trained elastic checkpoints in isolation. We re-
lease our framework and checkpoints to help researchers reproduce
existing elastic model recipes and develop new ones.

2 Related Work and Background

We review IR compression and the broader model-compression
literature (Section 2.1), then define the notation used throughout
this paper (Section 2.2).

2.1 Prior methods

We organize prior work by compression axis, focusing on retrieval
or ranking models that are elastic — adjustable in cost after training.

Width. Matryoshka representation learning trains an embed-
ding whose leading coordinates remain usable on their own, so one
model serves several vector sizes and, in retrieval, several index
sizes [22]. The truncation is at the output, so width changes stor-
age and nearest-neighbor search cost [21] while leaving per-input
computation unchanged.

Depth. Early-exit and layer-dropping methods read out the rep-
resentations at an intermediate layer to trade quality for fewer
layers of compute, either with a fixed exit or an input-adaptive
one [9, 27, 37]. In IR, the resulting encoder or reranker executes
fewer transformer layers.

Token. Sequence-compression methods shorten the token se-
quence inside the stack so the upper layers process fewer posi-
tions [15]. Prior works Jasper-Token-Compression-600M [46] and
layerwise token compression (LTC) [48] pool the sequence of tokens
at a chosen layer and run the remaining layers on the shortened
sequence for retrieval and reranking, respectively.

Composition. A few methods combine axes. 2D Matryoshka em-
beddings vary depth and width together [24], and Starbucks trains
a retriever elastic on both, so one checkpoint serves a grid of (layer,
dim) points [47]. These are the closest prior systems to ours; each,
however, fixes one particular pair of axes and one task.

Relation to general model compression. The three axes above
are the IR-specific face of a broader model-compression litera-
ture, which we group into two lines. The first produces a single
smaller model: structured pruning removes layers, heads, or chan-
nels [36, 40], distillation trains a compact student from a larger
teacher [17, 31], and quantization lowers the numerical precision of
weights and activations [5, 13, 26]; in IR, distilling cross-encoders
into cheaper rankers [18, 41] and efficiency-oriented learned sparse
retrieval [23, 39, 43] follow this pattern. The second line trains
one network that can be executed at several sizes after training:
slimmable and once-for-all networks vary width and depth in con-
volutional models [2, 45], LayerDrop and DynaBERT do so for
transformers [10, 19], MatFormer and Flextron nest sub-models
inside large language models [3, 7]. Token reduction sits between
the two lines: POWER-BERT learns a fixed retention configuration
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and retrains for it [15], whereas token merging applies at inference
time without retraining [1]; the token axis in our framework instead
trains several keep ratios into one checkpoint. Tevatron-Elastic
belongs to the second, train-once-serve-many line. It is a domain-
specific adaptation of these ideas rather than a new compression
operator: the depth, token, and width axes are the counterparts
of layer, sequence, and width elasticity for the two readouts that
IR models use, a pooled embedding and a relevance score. Weight
quantization, from the first line, acts on the stored weights and can
be applied to any operating point of an elastic checkpoint, so it is
complementary to the abstraction we propose; distillation likewise
enters the framework as a per-granularity objective rather than as
a competing method (Section 3).

Our position. In existing works, each axis (or fixed pair) is re-
alized as a separate method with its own model class definition,
implementation, and training strategy, and almost always on a sin-
gle task. We do not introduce a new pooling operation; instead, we
provide one unified abstraction in which depth, token, and width
are named uniformly, the set of operating points to train is writ-
ten as data, and the methods above — MRL, early exit, LTC, and
2D Matryoshka — appear as configurations for both retrieval and
reranking. The per-operating-point objective is itself pluggable and
can be a standard contrastive loss, a learning-to-rank loss [4, 29, 35],
or distillation [17, 41] (Section 3). MLTC is one new configuration
enabled by this interface: it applies the same token-pooling path to
several ratios in a single retriever checkpoint.

2.2 Notation

We set up notation shared by the three axes, which Section 3 then
unifies. A transformer with L layers maps an input of T tokens

to a sequence of hidden states; write H € R™P for the output
of layer ¢, with D the hidden size. A dense encoder pools the top

layer to a vector z = pool(H(L)) eR” (CLS, mean, or last token); a

cross-encoder maps H () to a scalar relevance score. An operating
point specifies the layer, token count, or width for a readout.

Width (MRL). Width keeps the first d < D coordinates of the
pooled vector, z;.4, and scores with the truncated embedding. Train-
ing sums the losses for all requested widths D = {d, ..., dy}, eval-
uating the same objective on each nested prefix [22]:

£MRL = Z E(Zl;d). (l)

deD
The forward pass is unchanged; only the output dimension varies,
so width affects index size and search cost, not per-input compute.
Depth (early exit). Depth reads out at an intermediate layer £ < L
instead of the top, using pool(H([)) (or the scalar head applied at

layer ¢). Training over a set of exit layers £ = {#, ..., £} gives
Laein = ¥ L(pool(H")). @)
te€

At inference, an exit at layer ¢ executes only those ¢ layers, giving
an approximate relative compute cost of £/L.

Token (LTC). Token compression pools the sequence at a chosen
layer p, reducing its length from T to m = max(1, round(rT)) in our
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implementation for a keep-ratio r € (0, 1], then runs the remaining
layers p+1,..., L on the shortened sequence [48]. Writing pool,,,
for the sequence pooling and f,,:; for the upper-layer stack,

z=pool(fp;L(I-I(p))). ®3)

The layers below p still run on the full sequence, so the compute
saving applies only to the upper layers and is largest for long inputs.

Although the three choices intervene at different components of
transformer computations, they all read from or transform the same
hidden-state sequence. Naturally, this shared structure suggests a
common interface, which we illustrate next in Section 3.

I:I(p) = poolseq(H(‘D),r),

3 Framework Design

To turn this shared structure into a framework, we first clarify the
concept of residual stream and the readout. We then describe the
requirements for a unified elastic framework.

Preliminary: residual stream and readout. A backbone processes
an input and returns a sequence of hidden representations as out-
put. This sequence is referred to as the residual stream in the litera-
ture [8]. When we set output_hidden_states=True, the standard
Hugging Face interface returns it as a tuple (H(O), H(l), e ,H(L) ),
where H is the embedding output and H ©) & RTP is the output
after layer £. A readout is the method we use to turn this residual
stream into the model output at the operating point: choose a layer,
optionally shorten its token sequence, then pool it to a retrieval
vector or map it to a relevance score. For a retriever, the readout
can also keep only part of the vector. Depth chooses which layer to
read; token compression changes the sequence length T; and width
truncates the feature dimension D.

out = backbone(**inputs, output_hidden_states=True)

H = out.hidden_states # stream: Ho, ..., HL

h = H[layer] # depth readout: [T, D]
z = pool(h, attention_mask) # cls / mean / eos -> [D]
z = z[:dim] # width: first dim

Token compression is the one case that changes the stream between

layers: it pools H () along T and runs the upper layers on the
shorter sequence. The remaining operations are simple choices in
the readout above. This view is the bridge between the three axes.

Desiderata. Starting from this common readout, a unified frame-
work should meet four practical requirements:

(1) Name every operating point in one convention, whether it
changes depth, token count, or embedding width.

(2) Let users combine operating points without new modeling
code, and select the points to train in a small configuration
rather than in a new training loop.

(3) Work with the interfaces that transformer models already
expose, so adding a backbone requires only configuration
changes instead of rewriting the elastic model.

(4) Train and serve many operating points efficiently, so users
can deploy one checkpoint at different sizes rather than train
and maintain a separate model for each size.

The rest of this section answers these four goals in turn.
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Table 1: Schedule grammar: configurations for individual
compression axes, their compositions, and prior methods.

Yu Wang et al.

Table 2: Adding a backbone is a launch flag, not new model
code. The pooling column is the only per-backbone choice
for the depth and width axes.

what to train spec / preset reproduces
depth-only (early exit) "2,4,6,8,10,12" / pure_depth early exit backbone family pooling new model code
width-only (MRL) pure_mrl(12,(32,...,768)) MRL BERT-base [6] encoder cls _
depth X width starbucks_bert /diagonal(...) Starbucks ModernBERT-base [34]  encoder cls _
token-only (reranker)  "20@0.6" LTC Qwen3-0.6B [44] decoder (GQA)  eos _
token-onl; tri "28@1.0/20,...,28@0.4/20" MLTC (thi k
oken-only (retriever) (this work) Llama3-{1B,3B,8B} [16]  decoder (GQA) eos — (full path verified)
width + token "'28:256@0.6/20" — (composition)
Mistral-7B-v0.3 [20] decoder (GQA)  eos — (full path verified)

full three-axis "24:256@0.6/20" left open (Section 4)

One description for every operating point. A frozen dataclass speci-
fies the exit layer, with optional width and token settings:

@dataclass(frozen=True)
class Granularity:
layer: int # readout / exit layer
dim: int | None = None # width: first dim
keep_ratio: float | None = None # token: fraction kept
pool_layer: int | None = None # token: pool here
A Granularity prints as a compact, collision-free key. Examples
include L12, L6xD128, L20xR0. 8, and L28xR0. 6xP20. The key dou-
bles as the operating point’s name in logs and on disk. Fields are
independent: setting only layer gives depth, adding dim gives
width, and adding keep_ratio with pool_layer gives token com-
pression. The reranker’s legacy token path instead uses layer for
the pooling point and reads out at the final layer; L20xR0. 6, for
example, pools at layer 20 and exits at layer 28 on Qwen3-0.6B.

A schedule instead of custom training code. The set of operating
points to train is a list, written as a short spec string or JSON:

schedule = GranularitySchedule.from_spec("2:32,6:128,12:768")

Table 1 maps spec strings to prior methods. The grammar covers
single axes and their compositions, so selecting operating points
requires only configuration changes.

How readout operates on the standard Hugging Face interface.
Because the readout only uses the hidden-states tuple, the layer
module list, and a pooling step — all standard across Hugging Face
transformers — we can use one function to realize all three axes for
any backbone, parameterized by a Granularity g:

def _readout(self, hidden_states, attention_mask, g):
if g.pool_layer is not None: # token: pool mid-stack
h_p = hidden_states[g.pool_layer]
pooled_h, mask = pool_sequence(
h_p, attention_mask, g.keep_ratio)
h = self._range_runner(
self.encoder, pooled_h, mask,
g.pool_layer, end=g.layer)
else: # depth: read at g.layer
h, mask = hidden_states[g.layer], attention_mask
reps = self._pooling(h, mask) # cls / mean / eos
if g.dim is not None: # width: truncate
reps = reps[:, :g.dim]
return F.normalize(reps) if self.normalize else reps

The token path alone needs a per-family upper-layer runner to
rebuild attention masks and decoder rotary position embeddings
for the shortened sequence:

Q@register_upper_runner("qwen3", "qwen2", "mistral", "llama")

# end=None runs the upper layers to the top.

def _decoder_upper(backbone, hidden, mask, 1l_star,
end=None) :

Matryoshka Layerwise Token Compression (MLTC). MLTC ex-
tends LTC to jointly train several token-compression ratios in one
retriever checkpoint. Its GranularitySchedule lists the ratios, and
the training loss sums their individual losses, as in MRL.

All ratios share the token readout, so MLTC adds no model path.
The token runner and schedule support several mid-stack pooling
points without modifying Hugging Face model classes. All five
families in Table 2 support depth and width; token compression
needs a per-family runner and excludes ModernBERT.

Joint training. Each tower runs one shared backbone forward
pass per batch. We compute a readout for each operating point;
token points also run the upper layers on a pooled sequence. The
training loss sums the per-granularity losses:

# One shared forward pass per tower.
out_g = model(**query, output_hidden_states=True)
out_p = model(**passage, output_hidden_states=True)
loss = sum(
gran_loss(out_q, out_p, g) for g in schedule.points)

The per-granularity loss gran_loss is a pluggable function of the
readouts, not part of the training framework: the schedule decides
which operating points to train, while gran_loss decides how each
is supervised. In our experiments it is the task’s standard objec-
tive. For the retriever it is in-batch InfoNCE [29] over the query
and passage readouts, which is softmax cross-entropy over each
query’s candidate list together with in-batch negatives [30, 38] —
equivalently, the ListNet objective [4] with a single relevant item:

def gran_loss(out_q, out_p, g): # InfoNCE / top-1 ListNet
# q: [B,d]; p: [B*n,d]; scores: [B,B*n].
q = self._readout(out_q.hidden_states, q_mask, g)
p = self._readout(out_p.hidden_states, p_mask, g)
scores = (q @ p.T) / self.temperature
target = torch.arange(B, device=q.device) * n
return F.cross_entropy(scores, target)
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In every case the schedule and the readout are unchanged; replacing
ListNet with ListMLE or a distillation loss is a matter of plugging in
a different gran_loss. Because gran_loss only sees the readouts
for an operating point, substituting a different objective is a local
change to this one function. For an example from the learning-to-
rank literature, we use ListMLE [35]. This objective replaces the List-
Net term with the Plackett-Luce likelihood of the target ordering:

def gran_loss(out_q, out_p, g): # ListMLE
q = self._readout(out_qg.hidden_states, q_mask, g)
p = self._readout(out_p.hidden_states, p_mask, g)
scores = (q @ p.T) / self.temperature
return listmle(scores, target_order) # Plackett-Luce

Distillation instead supervises each operating point with a teacher
model [17, 41], where score_with_teacher returns the teacher’s
query—passage scores for the batch [41]:

def gran_loss(out_q, out_p, g): # distillation
q = self._readout(out_qg.hidden_states, q_mask, g)
p = self._readout(out_p.hidden_states, p_mask, g)
student = (q @ p.T) / self.temperature
teacher = score_with_teacher(query, passage)
return F.kl_div(
student.log_softmax(-1), teacher.softmax(-1),
reduction="batchmean")

The reranker follows the same pattern with grouped cross-entropy
over each query’s candidate list (the positive at index 0). The train-
ing cost of a schedule follows from the same structure. The back-
bone forward and backward passes are shared by all operating
points; a depth or width point adds only a pooling or truncation
step and one loss term, whereas a token point also re-runs the
layers above its pooling layer on the shortened sequence, so it adds
a fraction of a forward pass, the matching backward pass through
those layers, and the activations retained for it. Measuring training
time and peak memory as the schedule grows remains future work.

Checkpoint serving. We load the full checkpoint and prune in
place to a chosen operating point. Depth pruning physically re-
moves the upper layers, so the compute saving applies to every
input; width and token are applied at readout time:

model = ElasticDenseModel.load(ckpt) # or ElasticReranker
model.prune_to(Granularity(16)) # select a point

We store a single checkpoint to serve all trained operating points.

A cost model for the three axes. A linear approximation maps a
Granularity to its relative encode/score FLOPs: £/L for a depth
point at layer ¢, and (p+ (L —p) r) /L for a token point that pools at
layer p with keep-ratio r. The token estimate assumes cost linear in
sequence length and ignores pooling overhead. Relative index size
is d [ dpay for width d. Section 4.3 checks the measured wall-clock
speedup and index size reduction.

4 Experiments

This section presents the experimental setup and results, examining
whether the proposed framework meets the desiderata above.
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4.1 Experimental setup

Backbones. We experiment with three backbone models: BERT-
base [6] (110M, encoder, CLS pooling), ModernBERT-base [34]
(150M, encoder, CLS pooling, alternating global/local attention),
and Qwen3-0.6B [44] (decoder, GQA, last-token pooling). Depth
and width are evaluated on all three; token experiments use Qwen3
only. Llama3 family models [16] and Mistral-7B [20] are used only
to verify the backbone-agnostic path end to end.

Data and evaluation. All models are trained on RLHN-680K [33]
with query: and passage: prefixes, at input length 512, despite
using different tokenizers. We evaluate on BEIR-15 [32] as a single
macro average (cqadupstack collapsed to the mean of its 12 subfo-
rums and counted once; MS MARCO dev included as one member),
reporting nDCG@10. Retrieval reports absolute nDCG@10; rerank-
ing reports nDCG@10 after reranking BM25 top-100, so the BM25
first stage (0.415) is the reference. The per-backbone plain (non-
elastic, single full point) model is the baseline against which we
read each compression curve.

What the experiments assess. The experiments assess the desider-
ata discussed in Section 3. The backbone coverage exercises the
common interface across encoder and decoder families. The quality
curves test whether a common operating-point description and
schedule can express the expected depth, width, token, and com-
posed trade-offs. The experiments also measure the cost of joint
training at the full point (the elasticity tax: elastic full-point minus
the dedicated plain full-point), and separately measure the deploy-
ment costs that each axis is intended to change. We focus less on
absolute performance numbers and more on diagnosing the frame-
work. Every number we report comes from a single training run
per configuration; we do not repeat runs with different seeds and
so cannot report variance. We accordingly draw conclusions from
the shape of each curve, which is consistent across the three back-
bones for the depth, width, and depthXwidth axes (the token axis is
evaluated on Qwen3-0.6B only), rather than from individual small
differences, and we flag below the comparisons whose margins may
lie within run-to-run variation, which we do not measure.

4.2 Results and analysis

We first evaluate the single-axis operating points and then their
compositions. These configurations correspond to prior elastic
methods where applicable. Figures 1 to 3 show the quality curves
(BEIR-15 nDCG@10) while Table 3 reports complete results for the
Qwen3-0.6B model. We skip the detailed BERT and ModernBERT
results for the sake of space. Dataset abbreviations: ARG arguana,
CFE climate-fever, DBP dbpedia-entity, FEV fever, FIQ fiqga, HOP
hotpotqa, NFC nfcorpus, NQ nq, QUO quora, SCD scidocs, SCF
scifact, TRC trec-covid, TOU webis-touche2020, MSM MS MARCO
dev, CQA cqadupstack (mean of 12). Granularity labels: £:d exit
layer ¢ and dim d (retriever); L¢ exit layer ¢ (reranker); LEXRrXPp
exit layer ¢, keep-ratio r, pool layer p (token / MLTC). For the
reranker’s legacy token keys LpXRr, p is the pooling layer, and the
exit is the final layer (28 here).

Depth. For the retriever, performance improves smoothly with
the number of layers on all three backbones (Figure 1a; Qwen3 goes
from 0.431 at layer 6 to 0.518 at layer 28, full width). The reranker
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Figure 1: Retriever quality (BEIR-15 nDCG@ 10) along each axis, three backbones. Dashed lines mark each backbone’s plain full
point. (a) depth at full width; (b) width (MRL) at full depth, log dimension axis; (c) depthXwidth (Starbucks), where layer and
dimension grow jointly. Every curve is smooth except for ModernBERT’s step near layer 13 in (a), and the elastic full points sit

close to the plain reference.
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Figure 2: Token axis on both tasks (Qwen3-0.6B): the retriever
(MLTC) and reranker (LTC) curves have similar gentle shapes
under the same pooling primitive.

has a different curve (Figure 3): quality is very low when only a
few layers run, then rises and levels off at about half the layers
(Qwen3 reaches 0.554 by layer 16, matching layer 28; BERT levels
off at layer 6, ModernBERT at layer 16). The retriever, which reads
out a pooled vector, degrades gradually; the reranker, which reads
out a single score, has a low-quality region at shallow depth and a
plateau at greater depth. On both tasks, ModernBERT shows a step
near layer 13 rather than a gradual rise.

Width (MRL). The pure-width curve is smooth and monotonic on
all three backbones (Figure 1b; e.g., Qwen3 0.365 — 0.505 from dim
64 to 1024 at full depth). This reproduces MRL as a configuration; the

corresponding cost is index size rather than compute (Section 4.3).

Token (LTC Reranker and MLTC Retriever). On the reranker, we
follow Zhuang et al. [48] to pool the sequence at layer 20 and
sweep the keep-ratio for multiple runs; quality falls gently and
never collapses (Figure 2; Qwen3 0.552 at ratio 1.0 to 0.538 at ratio

Reranker depth (cliff-then-plateau)
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Figure 3: Reranker depth, three backbones. A floor at the
shallow end then a long plateau, distinct from the gradual
retriever depth curve in Figure 1a.

0.4). We then apply the same pooling operation to the retriever —
the identical code, now on a bi-encoder — and obtain a curve with
a similarly gentle shape (0.497 to 0.511). Different from the LTC
reranker which trains a single (layer, ratio) point, we use MLTC,
which jointly trains several ratios in one checkpoint. At keep-ratio
1.0, the MLTC retriever’s full-point quality is close to that of the
plain Qwen3-0.6B retriever (0.511 vs 0.513). We do not compare
it directly with separately trained single-ratio LTC retrievers, so
this experiment does not quantify the benefit of joint training on
the token axis, the token-axis counterpart of the elasticity tax in
Table 4; we leave this controlled comparison to future work.

Composition: depth X width. The 2D Matryoshka schedule recov-
ers the Starbucks-style frontier on all three backbones (Figure 1c);
each frontier is smooth and monotonic (BERT 0.263 — 0.448;
Qwen3 0.250 — 0.521; ModernBERT 0.187 — 0.450 across six
operating points from one checkpoint). The shape matches Star-
bucks. This is a comparison of curve shape rather than of numbers.
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Table 3: Complete per-dataset BEIR-15 results (nDCG@ 10) for Qwen3-0.6B retrievers and rerankers.

Model ARG CFE DBP FEV FIQ HOP NFC NQ QUO SCD SCF TRC TOU MSM CQA AVG
Qwen3-0.6B retriever, plain.
28:1024 0.650 0.344 0386 0.855 0.393 0.738 0.344 0.539 0.858 0.225 0.686 0.704 0.234 0.392 0.349 0.513
Qwen3-0.6B retriever, depth.
6:1024 0.488 0.260 0.314 0804 0.248 0.603 0.279 0.405 0.835 0.168 0.580 0.646 0.219 0330 0.284 0.431
10:1024 0.554 0.292 0.330 0811 0.289 0.609 0314 0.447 0.844 0.186 0.605 0.739 0.257 0.341 0.283 0.460
14:1024 0.592 0.321 0326 0817 0.320 0.621 0317 0.493 0.845 0.196 0.620 0.767 0.237 0350 0.289 0.474
18:1024 0.634 0.312 0.338 0820 0.336 0.619 0320 0.492 0.838 0.199 0.616 0.753 0.210 0.355 0.310 0.477
24:1024 0.641 0.293 0.368 0.837 0.353 0.673 0.312 0.509 0.845 0.203 0.639 0.699 0.230 0.368 0.314 0.486
28:1024 0.661 0.339 0.389 0.856 0.387 0.734 0.346 0.550 0.854 0.214 0.683 0.735 0.268 0.393 0.359 0.518
Qwen3-0.6B retriever, width (MRL).
28:64 0.470 0.231 0.213 0.666 0.265 0.392 0.226 0.334 0.820 0.172 0.481 0.482 0.228 0.311 0.183 0.365
28:128 0.542 0.278 0.295 0.786 0.318 0.567 0.279 0.418 0.838 0.197 0.549 0.577 0.244 0.351 0.251 0.433
28:256 0.579 0.301 0.338 0.816 0.351 0.644 0306 0460 0.846 0.207 0.597 0.625 0.257 0.368 0.287 0.465
28:512 0.612 0.320 0362 0.833 0.375 0.689 0.323 0487 0.853 0.215 0.620 0.663 0.275 0.381 0.320 0.489
28:768 0.623 0.333 0.370 0846 0.384 0.713 0333 0.496 0.855 0.220 0.640 0.671 0.271 0.387 0.338 0.499
28:1024 0.628 0.343 0.382 0.855 0.389 0.726 0339 0.503 0.857 0.222 0.646 0.676 0.266 0.391 0.345 0.505
Qwen3-0.6B retriever, depthX width (2D Matryoshka).
6:64 0.346 0.117 0.101 0.501 0.098 0.228 0.139 0.144 0.775 0.106 0.318 0.457 0.195 0.141 0.085 0.250
10:128 0.460 0.216 0.195 0.683 0.176 0.393 0.210 0.289 0.824 0.150 0.453 0.563 0.248 0.235 0.160 0.350
14:256 0.565 0.301 0.287 0.777 0.272 0.527 0.291 0.440 0.842 0.191 0.564 0.669 0.246 0.317 0.237 0.435
18:512 0.620 0.329 0.326 0.807 0.333 0.581 0.313 0.495 0.839 0.197 0.601 0.715 0.242 0.346 0.293 0.469
24:768 0.657 0.320 0.351 0.820 0.351 0.641 0.302 0.511 0.842 0.202 0.638 0.635 0.226 0.362 0.312 0.478
28:1024 0.677 0.362 0.389 0.850 0.396 0.731 0.341 0.560 0.857 0.220 0.693 0.730 0.256 0.390 0.360 0.521

Qwen3-0.6B retriever, token (MLTC, pool@20).
L28xR0.4xP20 0.646 0.349 0.357 0.827 0.342 0.685 0.334 0.532 0.841 0.211 0.677 0.712 0.232 0.370 0.333 0.497
L28xR0.6xP20 0.657 0.363 0.369 0.832 0.366 0.704 0.329 0.540 0.850 0.215 0.683 0.734 0.245 0.374 0.342 0.507
L28xR0.8xP20 0.660 0.369 0.376 0.845 0.376 0.713 0.338 0.546 0.852 0.217 0.681 0.765 0.258 0.378 0.348 0.515
L28xR1.0xP20 0.655 0.377 0.381 0.842 0.368 0.722 0.339 0.546 0.855 0.219 0.669 0.712 0.245 0.389 0.349 0.511
Qwen3-0.6B reranker, plain.

L28 0.604 0.342 0.449 0.894 0.432 0.799 0.392 0.596 0.853 0.207 0.762 0.867 0.357 0.399 0.390 0.556
Qwen3-0.6B reranker, depth.
L4 0.011 0.047 0.062 0.111 0.009 0.027 0.130 0.016 0.006 0.011 0.011 0.307 0.102 0.015 0.005 0.058
L8 0.525 0.251 0.354 0.848 0.288 0.724 0.323 0.403 0.848 0.173 0.676 0.721 0.267 0.287 0.334 0.468
L12 0.535 0.273 0.365 0.854 0.295 0.737 0.329 0.438 0.856 0.166 0.674 0.744 0.290 0.312 0314 0.479
L16 0.593 0.340 0.456 0.890 0.424 0.796 0.382 0.591 0.860 0.201 0.758 0.870 0.361 0.399 0.396 0.554
L20 0.600 0.344 0.457 0.892 0.420 0.796 0.390 0.592 0.829 0.203 0.759 0.864 0.368 0.400 0.391 0.554
L24 0.597 0.330 0.447 0.889 0.420 0.793 0.390 0.589 0.778 0.199 0.754 0.858 0.350 0.400 0.386 0.545
L28 0.603 0.337 0.453 0.891 0.422 0.797 0389 0.592 0.848 0.201 0.755 0.862 0.368 0.400 0.389 0.554
Qwen3-0.6B reranker, token (LTC; pool@20, exit@28; legacy keys).
L20xR0.4 0.572 0.337 0.450 0.884 0.406 0.796 0.380 0.593 0.755 0.203 0.755 0.863 0.305 0.401 0.368 0.538
L20xR0.6 0.593 0.338 0.443 0.885 0.406 0.796 0.383 0.590 0.758 0.204 0.742 0.853 0.302 0.400 0.394 0.539
L20xR0.8 0.578 0.338 0.448 0.886 0.409 0.796 0.384 0.591 0.814 0.203 0.753 0.859 0.319 0401 0.382 0.544

L20xR1.0 0.610 0.331 0.449 0891 0.423 0.798 0.388 0.591 0.842 0.204 0.754 0.869 0.341 0.401 0.394 0.552
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Figure 4: Quality versus relative analytic cost. Left: retrieval document encoding, depth and MLTC, against relative FLOPs; MRL
is absent because it does not change FLOPs. Center: retrieval against relative index size; only MRL moves along this axis. Right:
reranking against relative score FLOPs. Depth and token reduce compute and leave the index unchanged; width reduces the

index and leaves compute unchanged.
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Figure 5: Quality retained versus measured speedup. Left: retrieval document throughput. Center: online query latency at batch
1. Right: reranking throughput. Depth speeds up every path; the token axis helps document encoding modestly and online
query encoding not at all, because these short, padded queries offer little compute to save and the lower layers still run.

The released Starbucks checkpoints are trained with masked-
autoencoding pretraining and on different data, neither of which
is part of our recipe, and the same holds for released MRL and
LTC checkpoints. Because the recipes differ, comparing against
those checkpoints on BEIR-15 would measure the training recipe as
much as the abstraction, which is why our plain single-point base-
lines, trained with the identical recipe, serve as the controlled refer-
ence at the full operating point (Table 4). The released-checkpoint
evaluation, and a comparison that also controls training data at
compressed operating points, are left to future work.

Full-point elasticity tax. Training elastic models may degrade
model performance compared to standard training; we refer to this
cost as the elasticity tax. Table 4 compares the full model trained
in the elastic way to a model trained for that size alone, using the
depthXwidth schedule so the comparison is the same across back-
bones. We note the measured difference is small: on the retriever

Table 4: Elasticity tax at the full operating point (BEIR-15
nDCG@10). The depthxwidth schedule is used for all back-
bones for comparability.

plain elastic (2D) tax

BERT @ 12:768 0.461 0.448 —0.013
ModernBERT @ 22:768  0.476 0.450 —0.026
Qwen3 @ 28:1024 0.513 0.521 +0.008

it is —0.013 and —0.026 for the two encoders and +0.008 for the
decoder. The full point changes modestly on the two encoder back-
bones, and the Qwen3 decoder has the smallest tax. Each entry
is a single run, so the sign of the smallest differences, such as the
+0.008 for Qwen3, should not be over-interpreted; the reading we
take from these runs is that the tax is small on every backbone.
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Which axes each task admits. A retriever produces a vector and
admits all three axes; a reranker produces a scalar score and admits
depth and token but not width, since there is no embedding to
truncate. This is the one structural exclusion in the task-by-axis
matrix, explaining the reranker’s smaller configuration set.

The three-axis composition is left open. A depth X width X to-
ken retriever is expressible today (e.g., "24:256@0.6/20"), and the
machinery runs it (training and inference both route through the
pool_layer branch of Section 3). We do not report an operating
point for it: this paper verifies only that the machinery runs, and the
quality—cost trade-off of the three-axis composition is not evaluated
here; we leave this experiment to future work.

4.3 Efficiency and deployment trade-offs

We measure deployment costs for Qwen3-0.6B on MS MARCO
dev, using MRR@10 for quality. A single in-domain corpus avoids
BEIR’s domain and length confounds. Timing uses one GPU and a
fixed workload, separately from parallel evaluation. We report doc-
ument encoding (offline, batch 128, length 512, documents/second)
and query encoding (request path, batch 1, latency/query). Queries
are padded to 32 tokens to cover long inputs, although they av-
erage about 8 tokens. For reranking, we host the model through
a Hugging Face backend, send HTTP requests in batches of 128
query—document pairs, and compute throughput from the end-to-
end request latency. Figures 4 and 5 show the measured costs and
quality trade-offs on both tasks.

The measured speedup follows the cost model. For reranking at
batch size 128, the measured speedup agrees with the prediction
(1/relative FLOPs) to within about two percent at every depth (layer
4 measures 6.86X against a predicted 7.00X; layer 16, 1.75X against
1.75X). Document encoding tracks just as closely (layer 6, 4.61X
measured against 4.67X predicted). When the batch is large the
work is dominated by arithmetic, so counting FLOPs is enough to
predict the wall-clock speedup.

Depth and token help different paths. At layer 16, the reranker
retains the full-depth quality (0.342 MRR@10) while running 1.75X
faster. The token axis gives a smaller speedup because the layers
below the pooling point still run on the full sequence (pooling at
layer 20 of 28 leaves about 0.71 of the work in place), though its
quality falls more gently. The gap is starker for queries: cutting
depth still speeds up query encoding by about 4X at layer 6, while
token pooling gives no speedup (around 0.99X, slightly slower),
since these short queries, padded to 32 tokens in the timing study,
offer little work to save and the lower layers run regardless. Token
compression is therefore a lever for long documents, while depth
speeds up both the offline corpus pass and the online query. At
batch 1 the query pass spends much of its time on overhead rather
than arithmetic, so its speedup falls short of the FLOP prediction —
which is why we measure query latency directly instead of reading
it off the FLOP count for these short inputs.

Width reduces storage and search. With an exact inner-product
index, both the stored index size and the search FLOPs are pro-
portional to the embedding dimension, so index size measures the
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width axis’s cost independently of hardware. Reducing the Qwen3
embedding from dim 1024 to dim 64 reduces the MS MARCO index

from about 36 GB to about 2.3 GB while MRR@10 moves from 0.329
to 0.261; depth and token leave the index size unchanged.

Depth and token save compute; width saves storage. Taken to-
gether, the three axes address different deployment constraints:
depth reduces compute on every path and is the most broadly
applicable axis; the token axis reduces compute on long inputs
specifically (corpus encoding, not short queries); and width reduces
index storage and search cost. The cost model and the figures above
indicate which axis to reach for given a latency or storage budget.

These deployment measurements concern inference rather than
training overhead. Depth and width points reuse the backbone pass,
whereas each token point adds an upper-layer pass on its pooled
sequence. Serving several operating points from one checkpoint
therefore does not imply equal training costs for every schedule;
timing and memory remain separate evaluation questions.

5 Conclusion and Future Work

Existing model compression work in the IR community mostly
targets a single compression axis at a time. We challenge this status
quo by first providing a taxonomy of three compression axes, then
proposing Tevatron-Elastic to study the three axes in a unified
interface. Through one small dataclass and a declarative schedule,
Tevatron-Elastic expresses depth and token compression for
both tasks and width compression for retrieval. It expresses four
prior methods —MRL, early exit, 2D Matryoshka, and LTC —as
configurations, and runs across five encoder and decoder backbone
families without rewriting their model classes (the token axis adds
one small per-family shim). Across 20 checkpoints, we show that the
elastic curves are smooth with few exceptions, full-point quality
remains close to that of dedicated single-point models, and the
measured inference speedup follows the analytic cost model. The
same interface enables a new algorithm MLTC, which serves several
token-compression ratios from one retriever checkpoint. We release
the code and all checkpoints for community use.

Our experience building Tevatron-Elastic suggests several di-
rections for extending the framework and evaluating its trade-offs.
First, the token axis currently targets global-attention backbones;
extending it to sliding-window-attention models (such as Modern-
BERT) requires a pooling rule compatible with a fixed local window,
after which the token axis applies to that family as well. Second,
the abstraction already expresses the full depthXwidthXtoken com-
position on the retriever (Section 4); a practitioner with a specific
latency and storage budget can train and select that operating point
directly, although we have not evaluated this composition and its
quality—cost frontier remains to be measured. Third, the empirical
study has some limits that the released code makes straightforward
to close: for example, MLTC is not compared against separately
trained single-ratio LTC retrievers; and training time and peak mem-
ory as a function of schedule size are not reported. Because a new
axis, backbone, or per-granularity loss enters through a single inter-
face, we expect further compression methods to slot in as additional
configurations rather than as new systems. Finally, elastic modeling
for learned sparse retrieval [11, 12, 39, 43] remains underexplored.
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