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Abstract

Query expansion with large language models (LLMs) can fill the
gap in lexical search when users and relevant documents describe
the same concepts in different words. Published gains are difficult to
compare because studies use different LLMs, retrieval systems, and
evaluation protocols. We introduce Expandorini, a framework for
cost-aware evaluation of LLM-based query expansion under con-
trolled retrieval and evaluation settings. We compare 13 LLM-based
query expansion methods across 22 LLM configurations and 25 col-
lections spanning TREC Deep Learning, BEIR, and BRIGHT. Our im-
plementations improve over BM25 in most TREC DL comparisons
and stay consistent with the gains reported in the original studies.
Using a larger model does not always lead to gains in effectiveness;
we observe no meaningful average improvement from Qwen2.5-
32B to 72B on our six primary collections. Our ablations show that
combining multiple expansions and generating passages or answers
instead of keywords are beneficial, while additional iterations pro-
vide limited gains. In our cost comparison, ADORE performs best on
average, while MuGI offers most of ADORE’s gain at a much lower
cost. Post-retrieval methods lead on most collections. Expandorini
provides infrastructure for benchmarking retrieval effectiveness
against inference cost across backbones and helps practitioners
assess whether larger models or multi-round pipelines justify their
cost. We release Expandorini along with commands to reproduce
our experiments at https://github.com/castorini/expandorini.
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Figure 1: Mean nDCG@ 10 on DL19/20/22/23 for 13 methods
across the Qwen2.5 models from 0.5B to 32B. The dotted line
marks the BM25 baseline. Model size changes both scores
and rankings, and only six methods outperform BM25 on
average across the four DL collections at 0.5B.

1 Introduction

Lexical retrieval matches a query to documents through the terms
they share, and its long-standing weakness is that the words a
searcher uses may not be the words an author wrote [16, 37]. Query
expansion addresses this gap by adding related terms to the query.
For decades, those terms came from the collection itself, through
pseudo-relevance feedback that assumes the top-ranked documents
are relevant and mines expansion terms from them [1, 38]. This
helps when the initial ranking contains useful feedback, but irrele-
vant documents can pull the expansion off topic. Moreover, feedback
documents may lack the vocabulary needed to retrieve relevant
documents outside that ranking. On the other hand, large language
models (LLMs) can generate expansion terms or pseudo-documents
directly from a query, without relying on retrieved documents.
Comparing the gains reported by LLM-based expansion methods
is difficult because choices outside the method affect the score. Stud-
ies start from different implementations of BM25, itself a family of
scoring variants rather than one system [21]. They binarize graded
relevance judgments differently, which changes average precision
and recall. They also use different LLMs to generate expansions,
which leaves it unclear whether a method remains effective with
a smaller LLM. Expansion cost is often omitted, despite its impor-
tance to evaluating natural language processing and information
retrieval systems [12, 39]. When the baseline, the metric, the LLM,
and the budget all vary, a gain is hard to attribute and to act on.
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In this work, we study LLM-based query expansion methods on
25 collections using a fixed BM25 retriever, without dense or hybrid
retrieval or reranking. We compare 13 expansion methods across
LLM configurations and collections. By holding the retrieval and
evaluation fixed, we isolate the query-side contribution of the LLM,
which allows us to assess how the choice of LLM affects expansion
effectiveness and cost. We investigate four research questions:

RQ1 How closely do our implementations reproduce the results
reported in the original studies?

RQ2 How do model size and family affect the absolute and relative
effectiveness of query expansion methods?

RQ3 What are the trade-offs between effectiveness and cost across
methods, and how does reasoning effort affect them?

RQ4 How do expansion methods generalize across collections?

To answer these questions, we build Expandorini, a reproducible
evaluation framework that standardizes LLM-based query expan-
sion, retrieval, and cost accounting behind a shared interface, and
we use it to implement and evaluate 13 representative expansion
methods. It uses Lucene BM25 over local Pyserini indexes [29],
checks baseline scores against available community reference re-
sults [49], and records each collection’s evaluation conventions.
Each method’s implementation and prompt templates remain fixed
across API and open-weight models (§3). Each run records token
counts, metered API cost, or estimated generation FLOPs. We con-
sider only generation compute, which is the LLM computation used
for query expansion, and exclude retrieval computation.

The study covers 25 collections and 22 configurations of 18 mod-
els, comprising 7,150 combinations, each evaluated over three runs,
and 550 BM25 controls. Six primary collections support the main
analyses, while 19 additional collections test whether the findings
extend to other domains. We vary model size within the Qwen2.5
family and examine other model families and reasoning budgets
separately (§4). Figure 1 shows how effectiveness and method rank-
ings change across Qwen2.5 models from 0.5B to 32B on the four
TREC DL collections. Our experiments support four findings:

F1 In almost all cases, our implementations show gains over
BM25, consistent with the original studies. The exception is
ReFormeR on DL19.

F2 Larger models do not always improve effectiveness. In our
experiments, we do not see a meaningful average improve-
ment when moving from Qwen2.5-32B to 72B.

F3 In our cost comparison, ADORE performs best on average,
but requires the most generation compute. MuGI offers most
of ADORE’s gain at a much lower cost.

F4 Overall, post-retrieval methods, particularly iterative meth-
ods, are the strongest query expansion methods in our com-
parisons across 25 collections.

We release Expandorini and our artifacts to support reproducibility
and further analysis: https://github.com/castorini/expandorini.

2 Related Work

LLM-based query expansion. LLM-based query expansion meth-
ods can be grouped into main pre-retrieval and post-retrieval ap-
proaches [50]. Pre-retrieval methods generate expansions from the
query without using retrieved documents and by only relying on the
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LLM’s parametric knowledge learned during training. These meth-
ods include keyword and chain-of-thought prompting [20], pseudo-
document generation [17, 46], combining multiple generated ex-
pansions [51], using different prompting instructions [11, 47], and
dialogue between LLM agents [40]. Post-retrieval methods use doc-
uments retrieved from the corpus for the query to guide expansion
through pseudo-relevance feedback [1, 38]. These methods expand
the query using retrieved passages [41], extract corpus evidence to
guide generation [26], or apply mined reformulation patterns [5].
Some post-retrieval methods alternate retrieval and query refine-
ment over multiple rounds, using feedback from retrieved docu-
ments to guide subsequent expansions. We refer to these approaches
as iterative methods. Examples of this group include ThinkQE [27],
which combines a thinking-based expansion process with corpus
interaction, and ADORE [2], which uses LLM relevance judgments
to guide query refinement across rounds. Given the growing inter-
est in iterative expansion and the effectiveness reported by these
methods, we treat them as a third group, separate from the other
post-retrieval methods. Methods in all three groups report gains
over their respective baselines. Table 1 records our implementation
choices for the 13 methods in this study. Document-side expan-
sion [32] and learned sparse retrieval [15] instead modify document
representations and fall outside our query-side comparison.

Comparative evaluations. Weller et al. [48] evaluate 11 tech-
niques over 24 retrievers and observe more gains where the retriever
is weak. QueryGym [3] provides a shared interface for query re-
formulation methods, while Bigdeli et al. [4] compare ten methods
across three retrieval paradigms and find that gains depend on
the paradigm. We hold the retriever fixed and compare expansion
methods across different LLMs. These experiments cover seven
model sizes within Qwen2.5, additional model families, and differ-
ent reasoning budgets. We also repeat each experiment to measure
variation in retrieval scores and use matched ablations to examine
the expansion choices that published methods combine.

Reproducibility and cost. Anserini [49], Pyserini [29], and two-
click reproduction [28] support reproducible retrieval experiments
through shared implementations, reference results, and documented
commands. Kamphuis et al. [21] show why the retrieval configura-
tion matters even when systems use the same BM25 label. We build
on these works by recording retrieval settings, relevance conven-
tions, prompts, and regeneration commands alongside the results.
Following calls to report computational cost in NLP [12] and IR [39],
we record metered API spending and estimate generation FLOPs
for open-weight models [22].

3 The Expandorini Framework

Expandorini is a modular evaluation framework that decouples
expansion generation from the underlying retrieval and evaluation
pipeline. Through a shared interface, any method can generate ex-
pansions from an input query, conditioning on retrieved documents
or iterating across multiple retrieval rounds when required. This
design lets us compare methods and LLM configurations under
the same retrieval and evaluation settings for each collection and
record these settings for reproducibility.
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Retrieval and Baselines. All methods use collection-specific in-
dexes and retrieval settings through Pyserini’s [29] implementation
of Lucene BM25 to retrieve the top k = 1000 documents per query.
As our main baseline, we use BM25 with the unexpanded query,
which is indicated as direct in the run records. We also evaluate
RM3 [1] as a pseudo-relevance feedback baseline.

The unexpanded BM25 scores match the published reference
values to four decimal places on seven collections. We compare
against the two-click reproduction (2CR) results [28] for DL19,
DL20, SciFact, and ArguAna, and the Anserini regression results for
DL22, DL23, and RAGgy-dev. These comparisons use the collection-
specific evaluation protocols, as described below.

Evaluation Protocols. We follow each collection’s evaluation con-
ventions for relevance thresholds, metric cutoffs, and document
exclusions. For example, TREC DL passage evaluation counts grades
2 and 3 as relevant for binary metrics while retaining all grades
for nDCG [29]. RAGgy-dev counts grades 1 and above as relevant
and evaluates MAP and MRR at a cutoff of 100 [49]. We also re-
move self-matches on ArguAna [45] and apply BRIGHT’s per-query
document exclusions before the evaluation cutoff [43].

Expansion Generation. Every method shares a fixed implemen-
tation and prompt template across backbones, routed through a
uniform OpenAl-compatible interface via vLLM [24] for open-
weight models and pi [13], with tools, sessions, and extensions
disabled, for commercial APIs. Post-retrieval and iterative methods,
such as LameR [41], CSQE [26], ReFormeR [5], ThinkQE [27], and
ADORE [2], which require corpus feedback, use the top 10 passages
retrieved by BM25 at each round, if multiple, to guide the expansion
generation. For API runs, we explicitly log decoding parameters
and vary reasoning effort (§7). For open-weight models that support
thinking mode, we disable it throughout.

Generation Cost. We record input and output token counts for
every run, along with metered spending for API models. For open-
weight models, we estimate generation FLOPs as 2N times the total
number of input and output tokens, where N is the model’s param-
eter count [22]. For mixture-of-experts models, we use the active
parameter count. Our cost estimates cover LLM inference for query
expansion and exclude retrieval computation. The API experiments
cost about $12,300, with GPT-5.5 accounting for roughly 60% of
that. Token counts and costs are included in the run records.

4 Experimental Setup

Methods and implementation. We evaluate 13 LLM-based query
expansion methods in an inference-only setting without any task-
specific fine-tuning. Where an original method relies on dense
retrieval or a learned post-processor, we adapt its expansion gen-
erator to run over BM25. Table 1 summarizes our implementation
decisions alongside the baselines. We follow the published method
description by default and document differences from the original
paper or released code. For ADORE [2], we accumulate feedback
across rounds as described in the paper, rather than using only the
previous round’s evidence as in the released code. For ReFormeR [5],
we evaluate the released two-call architecture without the super-
vised selector described in the paper. For MuGI [51], we use the
released code’s query repetition factor of 6, compared with 4 in
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Table 1: Implementation details for baselines and query ex-
pansion methods, grouped by expansion approach. Rows
note differences from the original papers or released code.

Method

Implementation notes

BM25 (direct) [37]
RM3 [1]

Matches reference scores to four decimal places.
Uses Pyserini’s default RM3 settings.

Q2E [20]
CoT [20]
Query2doc [46]

HyDE [17]

AMD [40]

GenQR [47]
GenQREnsemble [11]

MuGlI [51]

Uses the original prompt without Terrier weighting.
Keeps the answer, which is removed in the paper.

Uses zero-shot prompting instead of the four-shot default.
Uses one generated pseudo-document with BM25. The
original method uses dense retrieval with eight samples.
Prompts are reconstructed because none are published.
Only the sparse retrieval variant is evaluated.

Generates five samples; omits the Terrier weighting.

Uses the original prompt with different decoding settings.
Prompt unchanged; repeats the query six times as in the
released code, rather than four times as in the paper.

LameR [41]

CSQE [26]
ReFormeR [5]

Prompt unchanged; does not apply the original 128-token
truncation to the query and retrieved context.

Prompt unchanged; two query repetitions instead of four.
Released two-call architecture; no supervised selector.

ThinkQE [27]
ADORE [2]

Prompt unchanged; context is truncated differently.
Accumulates feedback across rounds as in the paper. The
released code uses only the previous round’s feedback.

the paper. For LameR [41], we do not apply the original 128-token
truncation of the query and context.

Collections. We evaluate on 25 collections, with six primary col-
lections supporting the main analyses. DL19 and DL20 [7, 9] use
MS MARCO v1 passages [31] and contain 43 and 54 judged queries,
respectively. DL22 and DL23 [8, 10] use MS MARCO v2 passages
and contain 76 and 82 judged queries. RAGgy-dev [34] uses v2.1
segmented documents with 120 queries, and SciFact [45] contains
300 queries. The remaining 19 collections include DL-Hard [30], six
BEIR [45] collections (TREC-COVID, FiQA, NFCorpus, DBpedia-
entity, ArguAna, and TREC-News), and all 12 BRIGHT subsets [43].
Each collection uses the evaluation conventions described in §3.

LLM backbones. We use 18 models with a total of 22 config-
urations, where a configuration specifies the model and, where
applicable, its reasoning effort. To study model size within one fam-
ily, we evaluate Qwen2.5-Instruct [44] at 0.5B, 1.5B, 3B, 7B, 14B, 32B,
and 72B. We also evaluate Qwen3.5-9B [35] with thinking disabled
and Qwen3.6-35B-A3B [36], a mixture-of-experts model with 35B
total and 3B active parameters. The main API configurations are
GPT-5.5 at low reasoning and GPT-5.4-mini at low, medium, and
high reasoning. Additional configurations include GPT-5.6-Luna
at low, medium, and high reasoning, Gemma-4 at E4B, 12B, and
31B, and Gemma-2 at 2B, 9B, and 27B. All listed configurations are
evaluated with the full method set on all 25 collections.

Experimental design. Our experiments pair 13 methods with 25
collections and 22 LLM configurations, giving 22 X 25 X 13 = 7,150
combinations. For open-weight and API models, we evaluate each
combination with three random seeds and report mean effectiveness
across the three runs. This is 21,450 evaluations in total, excluding
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Table 2: Our implementations improve over BM25 in 19 of 20 TREC DL comparisons. The exception is ReFormeR on DL19.
Each row reports nDCG@10 as baseline — expansion (gain). Q2E and CoT report no TREC DL results.

DL19 DL20

Method Original LLM Our LLM Paper Ours Paper Ours
Query2doc text-davinci-003 GPT-5.5 0.512—0.662 (+.150) 0.506—0.673 (+.167) 0.477—0.629 (+.152) 0.480—0.640 (+.160)
HyDE text-davinci-003 GPT-5.5 0.445—0.613 (+.168) 0.506—0.675 (+.169) 0.421—0.579 (+.158) 0.480—0.648 (+.168)
GenQR Flan-T5-XXL Qwen2.5-14B 0.517—0.556 (+.039) 0.506—0.509 (+.003) - -
GenQREnsemble Flan-T5-XXL Qwen2.5-14B 0.480—0.564 (+.084) 0.506—0.563 (+.057) - -

MuGI GPT-4-Turbo-1106 GPT-5.5 0.506—0.704 (+.198) 0.506—0.682 (+.176) 0.480—0.644 (+.164) 0.480—0.633 (+.153)
LameR gpt-3.5-turbo GPT-5.5 0.506—0.691 (+.185) 0.506—0.667 (+.161) 0.480—0.648 (+.168) 0.480—0.660 (+.180)
CSQE gpt-3.5-turbo-0301 GPT-5.5 0.506—0.673 (+.167) 0.506—0.688 (+.182) 0.480—0.662 (+.182) 0.480—0.652 (+.172)
AMD Qwen2.5-7B Qwen2.5-7B 0.424—0.587 (+.163) 0.506—0.541 (+.035) 0.476—0.582 (+.106) 0.480—0.493 (+.013)
ThinkQE R1-Distill-Qwen-14B Qwen2.5-14B 0.506—0.688 (+.182) 0.506—0.689 (+.183) 0.480—0.647 (+.167) 0.480—0.648 (+.168)
ReFormeR Qwen2.5-7B Qwen2.5-7B 0.497—0.544 (+.047) 0.506—0.488 (-.018) 0.488—0.572 (+.084) 0.480—0.517 (+.037)
ADORE GPT-4.1 GPT-5.5 0.506—0.713 (+.207) 0.506—0.715 (+.209) 0.480—0.712 (+.232) 0.480—0.694 (+.214)

BM25 and RM3 baselines and separate ablations. Our primary anal-
ysis evaluates all 13 expansion methods on the six primary collec-
tions using the nine Qwen configurations, GPT-5.5 at low reasoning
effort, and GPT-5.4-mini at low, medium, and high reasoning effort.
These 13 LLM configurations provide 78 collection—configuration
pairs for comparisons against BM25.

Statistical analysis. We compare each method against BM25 us-
ing paired randomization tests with 10,000 permutations [42], apply-
ing Holm correction across the 13 methods within each collection—
configuration pair. To measure variation across runs, we calculate
the standard deviation across the three runs for the nine Qwen
configurations on DL19, DL20, DL22, and DL23. This covers 468
method-collection—configuration combinations, with three runs
per combination including the original run.

5 RQ1: Reproduction Results

We compare our implementations with published DL19 and DL20
results for 11 methods, using the LLMs listed in Table 2. Q2E and
CoT [20] report no results on either collection and are excluded
from this comparison. For each available method-collection pair, we
compare the nDCG@10 gain over our unexpanded BM25 baseline
with the gain over the original study’s baseline. Our implemen-
tations improve over BM25 in 19 of 20 comparisons, except for
ReFormeR on DL19.

To remain close to the original paper, in Table 2, we use the
original LLM for AMD and ReFormeR and substitute other LLMs
for the remaining methods. We report implementation differences
in Table 1. Retrieval settings also differ across original studies and
can affect the measured gains [21]. In particular, HyDE’s [17] pub-
lished results use dense retrieval with Contriever [19], whereas our
implementation uses its generated pseudo-documents with BM25.

Several methods achieve gains close to those originally reported.
ThinkQE’s [27] gains differ by at most 0.001 nDCG@10 on DL19
and DL20, although we replace its reasoning model with Qwen2.5-
14B. ADORE’s [2] gain on DL19 is 0.002 higher than reported.
The gains for LameR [41], CSQE [26], MuGI [51], and zero-shot
Query2doc [46] differ from their published values by at most 0.024.

Other methods improve over BM25 but achieve smaller gains
than reported. GenQR [47] and GenQREnsemble [11] have gains
about 0.03 smaller than their published values. For both methods,
our LLM and index configuration differ from those in the original
studies. AMD’s [40] gains fall from +0.163 to +0.035 on DL19 and
from +0.106 to +0.013 on DL20. Its published BM25 baseline is
lower than ours on DL19, whereas the DL20 baselines are similar.
We evaluate only AMD’s sparse retrieval variant.

For ReFormeR [5], we use the original LLM and implement the
released two-call architecture without the supervised selector de-
scribed in the paper (§4). On DL19, this implementation scores be-
low our BM25 baseline (0.4877 versus 0.5058), whereas the original
paper reports a gain of +0.047. As an implementation check, we run
QueryGym’s [3] unmodified implementation (commit 6d2d192). It
scores 0.435 nDCG@10 on DL19 and 0.471 on DL20.

6 RQ2: Portability Across LLMs

Larger models do not always improve effectiveness. We examine
how absolute and relative effectiveness of query expansion methods
change across LLMs, then use controlled ablations to study the
expansion choices behind these results.

6.1 Effectiveness Against BM25

Table 3 reports two methods from each group across 10 LLM con-
figurations. ADORE [2], ThinkQE [27], and LameR [41] achieve
the highest average nDCG@10 across the 13 main LLM configura-
tions and six primary collections. ADORE ranks first in 43 of the 78
collection—configuration pairs, ThinkQE in 17, and LameR in nine.
GenQR [47] and ReFormeR [5] have the lowest averages, where
ReFormeR scores 0.4402 against 0.4365 for BM25.

We compare each method against BM25 using paired random-
ization tests on per-query nDCG@10 scores [42], with 10,000 per-
mutations. We apply Holm’s correction [18] to the 13 comparisons
within each collection—configuration pair (Table 5). Nine of the
13 methods significantly outperform BM25 in more than half of
the 78 pairs. ThinkQE [27] significantly outperforms BM25 in 74,
LameR [41] in 72, and ADORE [2] in 67. GenQR [47] records 20
significant improvements and two declines, AMD [40] records 27
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Table 3: A stable top tier persists across model families, with ADORE or ThinkQE leading 70 of the 80 combinations of LLM
configuration, metric, and benchmark group. Mean nDCG@ 10 (black) and R@ 1k (grey) are reported for two methods per group
(pre-retrieval, post-retrieval, iterative) across 10 LLM backbones, grouped by benchmark category. Each block’s grey header
gives its BM25 baseline scores. Bold indicates the best score for each backbone and metric within each benchmark block.

Method Qwen

Gemma-4 GPT

2.5-7B 2.5-14B 2.5-32B

2.5-72B

3.6-35B-A3B 12B 31B 5.4-minifjow] 5.5[1ow] 5.6-Lunajow]

TREC DL DL19/DL20 / DL22 / DL23 (macro)

Pre-retrieval

Query2doc  0.488 0.727 0.503 0.718 0.517 0.736 0.532 0.741

BM25: 0.3790.576
0.536 0.740  0.497 0.708 0.536 0.736  0.522 0.714 0.541 0.731 0.529 0.714

MuGI 0.526 0.733 0.515 0.744 0.534 0.757 0.544 0.757 0.551 0.756 0.515 0.723 0.545 0.743 0.550 0.750 0.565 0.771 0.540 0.742

. LameR 0.531 0.731
Post-retrieval

0.544 0.739 0.564 0.755 0.522 0.733 0.544 0.750 0.444 0.660 0.565 0.734  0.577 0.735 0.573 0.748 0.543  0.736

CSQE 0.532 0.727 0.568 0.744 0.565 0.756 0.539 0.742 0.557 0.745 0.546 0.731 0.561 0.751 0.544 0.731 0.562 0.750 0.544 0.729

Iterative
ADORE

ThinkQE 0.538 0.726 0.554 0.736 0.551 0.741 0.548 0.743 0.570 0.753  0.552 0.742 0.564 0.746
0.571 0.747 0.568 0.757 0.570 0.761 0.586 0.759 0.583 0.758

0.600 0.763 0.594 0.762 0.581 0.751

0.599 0.741 0.580 0.738 0.607 0.758 0.616 0.781 0.577  0.732

TREC-RAGgy 2024 RAGgy-dev; 120-topic development set

uery2d.
Pre-retrieval Query2doc
MuGI
. LameR 0.502 0.532 0.497 0.548 0.510 0.545 0.494 0.541
Post-retrieval
CSQE
ThinkQE 0.518 0.547 0.518 0.553 0.534 0.553 0.514 0.547 0.518 0.550

Iterative

ADORE 0.478 0.541

BM25: 0.423 0.574

0.426 0.514 0.443 0.522 0.469 0.531 0.461 0.532 0.440 0.529 0.436 0.506 0.452 0.537 0.491 0.533 0.485 0.543 0.495 0.540
0.433 0.522 0.455 0.532 0.458 0.533 0.460 0.552 0.458 0.545 0.435 0.515 0.467 0.549 0.460 0.531 0.473 0.556 0.457 0.531

0.493 0.548 0.469 0.518 0.513 0.516 0.502 0.531 0.487 0.535 0.448 0.501

0.471 0.516 0.478 0.526 0.484 0.535 0.486 0.535 0.471 0.536 0.476 0.527 0.476 0.536 0.488 0.526 0.494 0.543 0.478 0.528

0.513 0.549 0.515 0.558 0.540 0.557 0.529 0.570 0.515 0.560

0.490 0.545 0.504 0.555 0.485 0.555 0.487 0.558 0.487 0.529 0.501 0.525 0.510 0.548 0.511 0.562 0.490 0.527

BEIR ArguAna / DBpedia / FIQA / NFCorpus / SciFact / TREC-COVID / TREC-News (macro)
Query2doc  0.456 0.765 0.455 0.767 0.464 0.767 0.456 0.768 0.462 0.763  0.453 0.759 0.460 0.768 0.457 0.761 0.472 0.773 0.463  0.763

Pre-retrieval

BM25: 0.416 0.693

MuGI 0.457 0.767 0.461 0.773 0.465 0.774 0.461 0.772 0.469 0.774 0.447 0.761 0.463 0.772 0.457 0.771 0.464 0.778 0.454 0.771

. LameR 0.478 0.771
Post-retrieval

Iterative
ADORE

0.485 0.763 0.485 0.771 0.479 0.769 0.491 0.763 0.462 0.742 0.476 0.742 0.487 0.771 0.504 0.780 0.485 0.765
CSQE 0.472 0.759 0.490 0.768 0.490 0.771 0.485 0.766 0.501 0.769
ThinkQE 0.475 0.777 0.479 0.775 0.483 0.776 0.483 0.779 0.487 0.778 0.475 0.770 0.490 0.775
0.482 0.779 0.493 0.783 0.483 0.781 0.497 0.781 0.498 0.786 0.486 0.766 0.485 0.760

0.488 0.766 0.496 0.772 0.489 0.767 0.500 0.779 0.484 0.765
0.494 0.778 0.499 0.785 0.487 0.781
0.494 0.764 0.516 0.780 0.495 0.765

BRIGHT AoPS/ Bio. / Earth / Econ. / LeetCode / Pony / Psych. / Robot. / StackOv.

Pre-retrieval

MuGI 0.229 0.758 0.238 0.756 0.252 0.765 0.249 0.762
. LameR 0.195 0.719 0.222 0.747 0.226 0.747 0.220 0.735
Post-retrieval
CSQE 0.214 0.751 0.227 0.765 0.235 0.760 0.231 0.763
. ThinkQE 0.253 0.766 0.257 0.765 0.260 0.770 0.265 0.768
Iterative
ADORE 0.247 0.764 0.264 0.758 0.277 0.759 0.287 0.760

Sust. / TQA-Q / TQA-T (macro)
Query2doc  0.182 0.702 0.182 0.697 0.182 0.703 0.181 0.703

BM25: 0.137 0.634

0.189 0.708  0.181 0.700 0.184 0.704 0.173 0.693 0.189 0.706 0.182  0.698
0.271 0.783  0.274 0.785 0.296 0.798 0.259 0.762 0.272 0.770 0.271 0.763
0.235 0.756  0.225 0.747 0.221 0.741 0.223 0.743 0.254 0.765 0.248 0.769
0.255 0.775 0.242 0.770 0.262 0.775 0.214 0.748 0.235 0.763 0.223  0.759
0.282 0.777  0.265 0.771 0.277 0.787  0.255 0.749 0.270 0.756 0.267 0.762
0.305 0.787 0.316 0.766 0.304 0.757 0.287 0.752 0.307 0.757 0.290  0.749

improvements and three declines, and ReFormeR [5] records 12
improvements and three declines.

We measure generation variability using three runs for each
of 468 method-collection-configuration combinations across the
nine Qwen-family models and four DL collections. These runs
use different random seeds. Across these combinations, the me-
dian standard deviation of nDCG@10 is 0.0082, with a maximum
of 0.0417. At Qwen2.5-7B, the median is 0.0068. Using this LLM,
ADORE [2], ThinkQE [27], LameR [41], CSQE [26], and MuGI [51]
achieve gains over BM25 of at least nine times the corresponding
standard deviation on each TREC DL collection.

Higher nDCG@10 does not always mean higher recall. Every
expansion configuration in Table 3 improves average Recall@1000
over BM25 on TREC DL, BEIR [45], and BRIGHT [43]. On RAGgy-
dev [34], all displayed configurations improve nDCG@10 but reduce
Recall@1000. Recall ranges from 0.501 to 0.570, compared with
0.574 for BM25. On this collection, these configurations improve
ranking quality within the top ten while retrieving a smaller fraction
of judged relevant documents within the top 1,000.

Incomplete relevance judgments also limit the evaluation [6]. On
DL22 and DL23 [8, 10], the leading methods with GPT-5.5 retrieve

18-20% unjudged documents in their top ten, while BM25’s top ten
are fully judged. Unjudged documents are treated as non-relevant,
but their relevance remains unknown. Further judgments would be
needed to determine their effect on the comparison with BM25.

6.2 Expansion with Small LLMs

Our experiments show that query expansion methods get less re-
liable with a smaller LLM. Using Qwenz2.5-0.5B as our backbone,
62.8% of the 78 method-collection combinations do not improve
over BM25. Mean nDCG@10 across the 13 methods and six pri-
mary collections is 0.4249, compared with 0.4365 for BM25. Once
we switch to Qwen2.5-72B as the backbone, the proportion of com-
binations that do not improve over BM25 falls to 3.8%.

Four methods improve mean nDCG@10 across the six primary
collections even at 0.5B. ADORE [2] gains 0.042, LameR [41] 0.039,
ThinkQE [27] 0.036, and MuGI [51] 0.019. On the other hand,
Q2E [20], GenQREnsemble [11], and GenQR [47] have the largest
average declines, at 0.068, 0.049, and 0.043. We cannot attribute this
pattern to corpus feedback. For instance, MuGI [51] improves over
BM25 without retrieved context, while CSQE [26] and ReFormeR [5]
use retrieved context but fall below BM25.
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Figure 2: Expansion effectiveness and generation cost. Mean improvement in nDCG@ 10 over BM25 is averaged across the six
primary collections. The horizontal axes show estimated generation FLOPs per query for open-weight models in panel (a) and
metered API cost per query in panel (b), both on a logarithmic scale.

Backbone choice also changes the relative ordering of expansion
methods. Ranking the 13 methods by mean nDCG@10 across the six
primary collections results in a Kendall’s 7 [23] of only 0.62 between
Qwen2.5-0.5B and Qwen2.5-72B, and 0.59 between Qwen2.5-0.5B
and GPT-5.5. We expect 7 = 1 if two rankings are identical.

Moreover, our results at Qwen2.5-0.5B vary more across random
seeds. On the four DL collections, the median standard deviation
of nDCG@10 is 0.0127 at Qwen2.5-0.5B, compared with 0.0068
at Qwen2.5-7B. We also compare the gains over BM25 with the
standard deviation across runs. In 29 of 52 method-collection com-
binations at Qwen2.5-0.5B, the gain is less than three times the
corresponding standard deviation. The corresponding counts are
three at Qwen2.5-14B and one at Qwen2.5-72B.

Individual examples show both topic drift and failures to follow
the requested format. For the DL19 query types of dysarthria from
cerebral palsy, BM25 scores 0.560 nDCG@10. Using Qwen2.5-0.5B,
Q2E generates terms about aphasia and scores 0.121. LameR begins
with expansion text but switches to a multiple-choice quiz and
scores 0.233. In both cases, the generated text reduces retrieval
effectiveness on a query that BM25 already handles well.

6.3 Ablation Study

The methods combine several choices, including the format of
the expansion text, retrieved context [26, 41], multiple generated
expansions [11, 51], and repeated generation and retrieval [2, 27].
We study each choice using controlled ablations with shared prompt
templates and rules for combining the query and expansion.
Table 4 compares three formats for query expansion. Keyword
generation asks the model to list terms related to the query, passage
generation asks it to write a passage relevant to the query, and
answer generation asks it to answer the query directly. In all three
cases, we use the generated text to expand the query. We evaluate
each format with and without the top five BM25 passages as context,
using three random seeds on DL19, DL20, DL22, and DL23. Adding
retrieved context improves mean nDCG@10 by 0.113 at 0.5B and
0.091 at 7B, averaged over the three formats. Passage generation
outperforms keyword generation across the tested settings. At 0.5B,

Table 4: Adding retrieved context improves mean nDCG@ 10
for all three output formats at both model sizes. Cells report
mean nDCG@ 10 over DL19/20/22/23 and three seeds. Bold
scores exceed the BM25 baseline at 0.379.

Qwen25  retrieved context what the model is asked to generate

keywords passage answer
0.5B none 0.194 0.295 0.266
’ top-5 BM25 0.321 0.384 0.390
7B none 0.303 0.413 0.417
top-5 BM25 0.429 0.493 0.485

only passage and answer generation with retrieved context improve
over BM25. At 7B, both passage and answer generation formats
improve over BM25 even without retrieved context.

Figure 3 shows an ablation on DL19/20/22/23 using Qwenz2.5 at
0.5B, 3B, 14B, and 32B. Scores are averaged over the four collections
and three seeds. We start from one expansion, add retrieved con-
text, and then combine five expansions, comparing one versus three
rounds. In the one-round comparisons, adding retrieved context to
one expansion improves mean nDCG@10 by 0.0758, 0.0938, 0.0771,
and 0.0546 at 0.5B, 3B, 14B, and 32B, respectively. Going from one
expansion to five with retrieved context improves mean nDCG@10
further, by 0.0444, 0.0085, 0.0099, and 0.0078, respectively. Addi-
tional rounds do not consistently improve effectiveness. The strong
performance of iterative methods therefore does not imply that
adding more rounds consistently improves a given method.

Generation and extraction. We also compare generated expan-
sions with evidence extracted from the same top ten BM25 passages.
Two controls append either RM3-weighted terms [1] or selected
feedback sentences to the query. Both are limited to LameR’s mean
output length. Across the nine collections in this comparison, sen-
tence extraction reduces mean nDCG@10 by 0.064 relative to BM25,
and term extraction reduces it by 0.102. LameR and CSQE improve
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Figure 3: Adding retrieved context (PRF) gives the largest incremental gain at all four model sizes in the one-round comparisons,
while combining five expansions improves mean nDCG@ 10 further. Scores are averaged over DL19/20/22/23 and three seeds.
Bars show one round and hollow circles three. Signed labels show changes from the preceding setting,.

over BM25 by 0.092 and 0.074, respectively. These results favor
generated expansions over the two extraction methods tested here.

6.4 Model Size and Family

Increasing Qwen2.5 from 0.5B to 32B raises mean nDCG@10 from
0.4249 to 0.5315 across the 13 methods and six primary collections,
with 143x the estimated generation FLOPs. Increasing from 32B to
72B adds another 2.4X in compute but produces a slightly lower
score of 0.5300, as shown in Figure 2(a).

For Qwen2.5-32B and 72B, we average three runs for each method
and query on all six primary collections, then apply a paired boot-
strap [14] with 10,000 resamples. The mean per-query difference
between 72B and 32B across methods is —0.0015 nDCG@10, with
a 90% confidence interval of [—0.0021, +0.0018]. The entire inter-
val lies within our +0.005 equivalence margin [25], supporting
equivalent average effectiveness. Individual methods still differ. For
example, LameR falls from 0.584 at 32B to 0.557 at 72B. Gemma-4-
31B reaches a mean nDCG@10 of 0.5284, close to Qwen2.5-32B and
72B. However, larger Gemma-4 models do not consistently improve
retrieval effectiveness. Across E4B, 12B, and 31B, LameR scores
0.523, 0.500, and 0.588, while ADORE scores 0.537, 0.606, and 0.591.

Qwen3.6-35B-A3B, which is a mixture-of-experts model with
35B total and 3B active parameters, reaches 0.5342 while using
about 1/11th of Qwen2.5-32B’s estimated generation FLOPs. With
Query2doc [46], it improves the primary-collection mean from
0.517 with Qwen2.5-7B to 0.553 at roughly one-third of the gen-
eration FLOPs. Qwen3.5-9B with thinking disabled also improves
on Qwen2.5-7B, by 0.023 on BRIGHT and 0.003 on the six primary
collections. These comparisons show that model size alone does
not determine expansion effectiveness or generation cost.

7 RQ3: Cost and Effectiveness

Table 5 reports each method’s mean nDCG@10 and mean estimated
generation FLOPs per query across nine Qwen models and nine col-
lections. These collections comprise the six primary collections, DL-
Hard, TREC-COVID, and FiQA. Mean generation compute varies
by 64x across methods. Among the 12 methods with positive mean

Table 5: Expansion effectiveness and generation compute.
Methods are ranked by mean nDCG@ 10 across nine Qwen
configurations on DL19/20/22/23, RAGgy-dev, SciFact, DL-
Hard, TREC-COVID, and FiQA. ¥ shows Pareto frontier
of (FLOPs/q, A). +/— Holm-corrected wins/losses vs. BM25
across the 78 primary collection—configuration pairs.

Method Mean +/- A Gen.FLOPs/q minA/o
ADORE' 0.5331 67/0 +0.1183 3.7 x 10 15.5
ThinkQE" 0.5241 74/1 +0.1093 1.7 x 10 9.4
LameR' 0.5091 72/0 +0.0943 1.2 x 10 19.1
CSQET 0.4995 64/3 +0.0847 1.1 x 101 14.9
MuGI* 0.4933 54/1 +0.0785 2.3 x 1013 12.2
Query2doc’ 0.4787 57/1 +0.0639 8.8 x 1012 5.1
HyDE 0.4708 55/1 +0.0560 1.2 x 1013 3.8
CoT 0.4693 56/1 +0.0545 1.4 x 1013 7.0
Q2EF 0.4531 44/3 +0.0383 5.8 X 1012 4.0
GenQREnsemble 0.4485 38/1 +0.0337 9.1 x 1013 3.6
AMD 0.4291 27/3 +0.0143 5.3 x 1013 0.3
GenQR 0.4275 20/2 +0.0127 4.1x 101 0.3
ReFormeR 0.4118 12/3 —0.0030 1.1x 10 -3.1
BM25 (no expansion) 0.4148 - - 0 -

gains over BM25, the ratio of mean gain to mean generation com-
pute varies by 27x. ADORE [2] achieves the largest mean gain, 0.118
nDCG@10, at 3.7x 10 FLOPs per query. MuGI [51] achieves 66% of
this gain at 1/16 of ADORE’s compute, and Query2doc [46] achieves
54% at 1/42. ReFormeR [5] uses about one-third of ADORE’s com-
pute but scores 0.003 below BM25 on average. These FLOP estimates
exclude retrieval computation and do not measure response time.

Based on these averages, seven of the 13 expansion methods
lie on the Pareto frontier. A method is on this frontier if no other
expansion method is at least as effective and uses no more gener-
ation compute, with a strict improvement in either measure. The
frontier extends from Q2E at the lowest cost to ADORE at the
highest effectiveness. HyDE, CoT, GenQR, AMD, GenQREnsemble,
and ReFormeR each have a cheaper alternative with higher mean
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nDCG@10. These comparisons depend on the evaluated collections
and settings. GenQREnsemble, for example, leads on individual
BRIGHT subsets despite its lower mean here (§8).

We also examine generation budgets and query construction
on DL19, DL20, DL22, and DL23, averaging nDCG@10 over three
seeds and the four collections. For the budget comparisons, we
count all generated completions, including those used for ADORE’s
relevance judgments. With Qwen2.5-7B, increasing MuGlI from five
to eight generations and adding a third round to ThinkQE each
yield less than 0.003 nDCG@10 per additional generated completion.
Increasing ADORE’s maximum number of rounds from three to
five improves mean nDCG@10 by only 0.0008 in total.

Query construction also affects effectiveness. We test Query2doc
with one, three, five, and ten repetitions of the original query before
appending the generated text. At Qwen2.5-0.5B, the difference be-
tween the highest and lowest mean nDCG@10 across these settings
is 0.137. Comparisons of generation cost and effectiveness therefore
need to specify both the generation budget and how the generated
text is combined with the original query.

API cost and reasoning budget. In Figure 2(b), we compare mean
nDCG@10 gains over BM25 with metered API cost per query on
the six primary collections. GPT-5.4-mini at low reasoning effort
reaches a mean nDCG@10 of 0.5454 across methods. Its gain over
BM25 is 87.7% of GPT-5.5’s gain at low reasoning. The correspond-
ing total API spending on these collections is $122 and $818, respec-
tively, so GPT-5.4-mini costs 14.9% as much. Increasing GPT-5.4-
mini’s reasoning budget from low to high adds 0.007 to the overall
mean nDCG@10, while total output tokens increase from 13.0M to
39.2M and total spending rises to $240.

The effect of the reasoning budget varies by method. With GPT-
5.4-mini at low, medium, and high reasoning, ADORE scores 0.614,
0.617, and 0.616. Its API cost rises from $0.048 per query at low
reasoning to $0.100 at high reasoning. ThinkQE scores 0.618, 0.611,
and 0.612 in the same order, while its cost rises from $0.022 to $0.039
per query between low and high reasoning.

GPT-5.6-Luna [33] gains 0.021 in mean nDCG@10 across meth-
ods when the reasoning budget increases from low to high. The
changes again vary by method. At low, medium, and high reason-
ing, ThinkQE scores 0.600, 0.596, and 0.603, and ADORE scores
0.587, 0.599, and 0.595. At high reasoning, Luna’s overall mean is
0.5481, compared with 0.5607 for GPT-5.5 at low reasoning. Higher
reasoning budgets therefore need to be evaluated for each method.
Among the configurations tested here, GPT-5.4-mini at low rea-
soning provides much of GPT-5.5’s improvement over BM25 at
substantially lower API cost.

8 RQ4: Effectiveness Across Collections

Figure 4 compares method rankings across 25 collections using
Qwen3.5-9B. Post-retrieval methods lead on 22 collections, while it-
erative methods account for 21 of these wins. Pre-retrieval methods
lead on three collections, all of which are BRIGHT subsets.

For each tested open-weight configuration, pre-retrieval methods
lead on three to seven of the 12 BRIGHT subsets [43]. GenQR [47]
and GenQREnsemble [11], which rank near the bottom on the
primary collections, lead on these subsets, including TheoremQA-
Theorems, Biology, and LeetCode.

Pouya Sadeghi and Jimmy Lin

On BRIGHT, we select the best overall method, which achieves
the highest mean nDCG@10 across 12 subsets, and the oracle, which
is the highest-scoring method for each subset. The oracle gives the
best scores among the tested methods and sets the upper bound.
We find that the best overall method captures most of the oracle’s
improvement over BM25, although which method is best depends
on the backbone. For instance, MuGI [51] achieves 96% of this gain
with Qwen2.5-0.5B, ThinkQE [27] achieves 91% with Qwen2.5-7B,
and ADORE [2] achieves 92% with Qwen3.5-9B.

Across the full set of 25 collections, expansion does not always
improve over BM25. With Qwen3.5-9B, ADORE achieves the high-
est mean nDCG@10 but falls below BM25 on ArguAna. Query
expansion can also reduce effectiveness on FiQA with small LLMs.
The benefit of expansion therefore needs to be checked on the target
collection, even for methods that perform well on average.

9 Conclusion

Published gains in LLM-based query expansion are difficult to com-
pare because studies use different LLMs, retrieval systems, and
evaluation settings. We present Expandorini, a framework for re-
producible, cost-aware evaluation of LLM-based query expansion,
and use it to benchmark 13 methods across 22 LLM configurations
and 25 collections under controlled BM25 retrieval settings.

Our implementations improve over BM25 in most TREC DL com-
parisons, except ReFormeR on DL19, consistent with the gains re-
ported in the original studies. Larger models do not always improve
effectiveness, and we observe no meaningful average improvement
from Qwen2.5-32B to 72B across the six primary collections. Con-
trolled ablations show benefits from combining multiple expansions
and generating passages or answers instead of keywords. Retrieved
context improves mean effectiveness in the DL ablations, while ad-
ditional rounds provide limited average improvements in the tested
settings. ADORE achieves the highest average effectiveness in our
cost comparison, while MuGI achieves 66% of ADORE’s mean gain
over BM25 at 1/16 of its estimated generation compute. Higher
reasoning budgets do not consistently improve individual methods.
Post-retrieval and iterative methods lead on most collections.

Our evaluation uses English queries and BM25 retrieval, and
the generation cost estimates exclude retrieval computation. Dif-
ferences in LLMs and implementations limit direct comparisons
with published results. We keep each method’s prompt template
fixed across LLMs, so our results do not show whether tuning the
prompts for each model would change the rankings. The API experi-
ments cover one provider, and possible overlap between benchmark
data and LLM training data remains unresolved. Extending the eval-
uation to dense, hybrid, and multilingual retrieval would test how
broadly the findings apply.

Acknowledgments

This research was supported in part by the Natural Sciences and
Engineering Research Council of Canada (NSERC). Additional fund-
ing was provided by the Institute of Information & Communica-
tions Technology Planning & Evaluation (II'TP) grant funded by the
Korean Government (MSIT) (No. RS-2024-00457882, National Al
Research Lab Project).



LLM-based Query Expansion Under Control: Reproducibility, Portability, and Cost SIGIR-AP 2026, December 13-15, 2026, Singapore, Singapore

TREC DL / DL-Hard RAG BEIR BRIGHT

Qe PN 9 o --- n- 8 --- 11 [ ] 10 12 12 12 11
cot 8 o BN s 2 |l e o °o 8 |7
Query2doc “- 1 9 11 10 10

HyoE [HERBENZN N (o NEN o

AMD 12 13 13 12 12
GenQR 11 11 11 10 13
GenQREnsemble 10 | 8 10

oo ENERERENER 7 > ERI
Lamer |5 10 (5 (LI N EH
cso: [ENIENIRIENIEN 1 ENEN

ReFormeR 13 12 13
ThinkQE 12 |

---Ilﬂ ENEN
~oore [ENENENENENEY - ENENENENENEN

P P 5 P

X ¥y & E L Lo
& @& & T
& N &K

Figure 4: Within-collection nDCG@10 rankings of 13 query expansion methods across 25 collections using Qwen3.5-9B.
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